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Multi-Way Self-Adjusting Data Structures:
A General Theory and Some Limitations
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presented in this dissertation emerged from a close cooperation with my supervising professor G. F. 
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Abstract

In Chapter 1, “Introduction: The Searching Problem,” we present a concise history of the searching problem, 
from the original divide-and-conquer, known intuitevely even to children, up to the formulation of 
contemporary concepts such as amortized analysis and competitiveness.  Our own work focuses on the 
situations in which we can do better than classical binary search trees, namely in biased searching, when 
balanced trees “lose” because of their “over-balancedness”.  The classical answer to this problem, biased 
search trees, is clearly of little practical use because of the strict assumptions made.  We present the reforms of 
Sleator and Tarjan’s splay technique and extensions by Subramanian and by Sherk.  In this context we 
summarize our main results: (1) a generalization of almost all aspects of the results of Subramanian together 
with a substantial weaking of the conditions required for a self-adjustment scheme to exhibit optimality in 
several biased situations (explained fully in Chapter 2) and (2) our refutation of Sherk’s conjecture (explained 
fully in Chapter 3).

In Chapter 2, “Multi-way Splaying: A General Theory and Calculus,” we develop a general theory of self-
adjusting tree-based data structures.  First we decouple the details of self-adjustment from the underlying 
invariant conditions necessary for the data structure to operate as designed.  This provides the ability to impose 
self-adjustment on almost any tree-based data structure, guaranteeing  performance in schemes other 
than search trees.  We then present in detail the strict set of conditions required by Subramanian’s proof, and 
how these can be greatly reduced.  The impression left at the end is that the vast majority of template sets for 
self-adjustment satisfy our criteria, and thus the end-user has a great degree of freedom to choose a self-
adjustment scheme that respects the invariant condition required.

In Chapter 3, “The Limitations of Multi-Way Self-Adjusting Schemata,” we refute Sherk’s conjecture that the 
-splay technique for self-adjustment achieves  nodes visited, amortized.  With respect to classical 

data structures (non-self-adjusting) we may choose B-trees over binary trees, because the number of nodes 
visited is reduced by a factor of .  Sherk’s conjecture is that -splay provides an analogous reduction in 
the context of self-adjustment.  We demonstrate a family of degree-  trees for which -splay behaves as if it 
were operating on a binary tree.  Besides the lower bound for -splay implied by the existence of this family of 
trees, they have other interesting properties which we explore.

In the final chapter, Chapter 4, “Summary and Conclusions,” we summarize our work, presenting several 
possible directions for further research.
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Περίληψη στα ελληνικά
 ασυµπτωτική ανάλυση αλγορίθµων αποτέλεσε µία µείζονα εξέλιξη 
στην επιστήµη υπολογιστών διότι άλλαξε θεµελιωδώς τον τρόπο µε 
τον οποίο µελετάµε και συγκρίνουµε προγράµµατα, τοποθετώντας 
αυτή την µελέτη σε πλαίσια ανεξάρτητα πια από την εκάστοτε 
τεχνολογία και επιτρέποντας την µελέτη αλγορίθµων σε εισόδους, οι 

οποίες δεν είναι (ακόµη) τεχνολογικώς εφικτό να κατασκευαστούν.

Αναµφίβολα ένα από τα σηµαντικότερα προβλήµατα που δεσµεύουν τους 
υπολογιστικούς µας πόρους είναι αυτό της καταχώρησης και ανάκλησης δεδοµένων, 
ή το πρόβληµα της «αναζήτησης».  Η χρησιµότητα των δεδοµέων εξαρτάται από την 
ταχύτητα µε την οποία µπορούµε να τα χειριζόµαστε, και αυτή εξαρτάται από τον 
τρόπο οργάνωσης των δεδοµένων ή από την «δοµή» τους.

1. Εισαγωγή: Το πρόβληµα της αναζήτησης

Το πρόβληµα της αναζήτησης µπορεί να διατυπωθεί εν συντοµία ως εξής:

Ζητείται µία µέθοδος για την καταχώρηση και ανάκληση δεδοµένων, η οποία να 
επιφέρει την ελάχιστη χρονική επιβάρυνση.

H
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Περίληψη στα ελληνικά
Ο παραπάνω ορισµός είναι στην πραγµατικότητα ένας σκελετός για µία οικογένεια 
διαφόρων αλλά συσχετιζόµενων προβληµάτων, επειδή δεν έχουµε καθορίσει τί 
ακριβώς αναµένεται η δοµή να µας παρέχει, ούτε τί σηµαίνει «χρονική επιβάρυνση».

Η στατική
προσέγγιση

Υπό ορισµένες συνθήκες η πιο παλαιά µέθοδος που γνωρίζουµε δουλεύει και µάλιστα 
είναι βέλτιστη: η µέθοδος του «διαίρει και βασίλευε».  Πρόκειται για ένα γραµµικό 
σχήµα περιέχον τα στοιχεία διατεταγµένα.  Ξεκινάµε στο µεσαίο στοιχείο, 
απαλείφοντας αµέσως µε µία σύγκριση τα µισά στοιχεία, και αυτό επαναλαµβάνεται 
έως ότου το σύνολο των υποψήφιων στοιχείων µειούται σε σταθερού µεγέθους 
σύνολο.

Υπό την προϋπόθεση ότι γνωρίζουµε όλα τα δεδοµένα εξ αρχής και ότι δεν 
προσθαφαιρούνται στοιχεία κατά την διάρκεια του υπολογισµού, η µέθοδος παρέχει 
µία ικανοποιητική λύση µε πλοκή . Αν επί πλέον υποθέσουµε ότι τα 
δεδοµένα ζητούνται µε ίση πιθανότητα, µας δίδει την βέλτιστη χρονική επίδοση που 
δύναται να επιτευχθεί.

Το µειονέκτηµα της προσέγγισης αυτής έγκειται στο ότι δεν µπορούµε να 
επιτελέσουµε ταχείες προσθαφαιρέσεις στην δοµή· αυτές απαιτούν την µετατόπιση 
µεγάλου πλήθους στοιχείων ώστε να παραµένει αναλλοίωτη η συνθήκη αναζήτησης 
(η διάταξη του σχήµατος).

Η δυναµική
προσέγγιση

Όταν χρειάζεται να αντιµετωπίζουµε εισαγωγές και διαγραφές στοιχείων, ένα απλό 
δενδρικό σχήµα (χωρίς τεχνικές εξισορρόπησης) µας παρέχει όλες τις λειτουργίες σε 
αναµενόµενο χρόνο . Αυτό σε συνδυασµό µε µία πολιτική εξισορρόπησης 
λύνει το πρόβληµα ικανοποιητικά· η επίδοση γίνεται  χειρίστης 
περιπτώσεως. Κλασσικά πλέον παραδείγµατα ισορροπηµένων κατά ύψος δένδρων 
είναι τα AVL δένδρα (1962) και τα µαύρα-κόκκινα δένδρα (1972). Άλλος τρόπος 
εξισορρόπησης είναι τα B-δένδρα, στα οποία µεταβάλλεται ο βαθµός των κόµβων. 
Αυτά είναι ιδιαίτερα χρήσιµα στις βάσεις δεδοµένων, όπου ο βαθµός των κόµβων 
µπορεί να συσχετιστεί µε το µέγεθος της φυσικής µονάδας ανάγνωσης-εγγραφής στον 
δίσκο, και έτσι µειώνει τις προσπελάσεις στον δίσκο κατά ένα παράγοντα τάξεως 

Αυτό, αν και αρκετά καλό για τις περισσότερες εφαρµογές, υστερεί όταν τα δεδοµένα 
ζητούνται µε άνισες συχνότητες.

Μεροληπτική
αναζήτηση

Παραδόξως, ένα πρόβληµα µε τα ισορροπηµένα δένδρα είναι η «υπερισορροπία» 
τους, δηλαδή η απροσδόκητη επιτυχία στο να κρατάει το µήκος όλων των κλάδων 
περίπου ίδιο· αυτό συνεπάγεται ότι τα περισσότερα στοιχεία βρίσκονται σε βάθος 

 από την ρίζα του δένδρου και συνεπώς ο µέσος χρόνος αναζήτης στοιχείου 

O Nlog( )
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1. Εισαγωγή: Το πρόβληµα της αναζήτησης
κυµαίνεται γύρω στο . Σε περιπτώσεις µεροληψίας, αυτό εν γένει είναι 
υποβέλτιστο, και ο βαθµός της υποβελτιστότητας δεν φράσσεται.

Απαντήσεις δόθηκαν, και από τον Knuth έχουµε τα µεροληπτικά δένδρα, όπου η 
οργάνωση των στοιχείων στο δένδρο εξαρτάται από την συχνότητα µε την οποία 
ζητούνται.

Για να λειτουργεί αυτό όµως, είναι ανάγκη να ξέρουµε εκ των προτέρων τις 
συχνότητες αναζήτησης, και αυτές πρέπει να παραµένουν απαράλλακτες µέχρι 
τερµατισµού για να έχουµε εγγυηµένα βέλτιστες επιδόσεις.

Συχνά είναι πολύ προβληµατικό να µάθουµε τις συχνότητες αυτές, και συχνά δεν 
ορίζονται καν, π.χ., στο διαδίκτυο, όπου το ποιές σελίδες θα ζητούνται και µε ποιά 
συχνότητα αλλάζει ραγδαία και µε χαώδη τρόπο.

Ιστορίες
λειτουργιών,
χρεωλυτική
ανάλυση και

ανταγωνιστικότητα

Ο πρώτος παράγοντας που συνεισέφερε σε µία νέα «προσέγγιση» στις δοµές 
δεδοµένων ήταν η αναγνώριση ότι σπανίως έχουµε να αντιµετωπίσουµε λειτουργίες 
επί της δοµής µεµονωµένες, αλλά σε µία αλληλουχία ή «ιστορία»

και το κύριο ζήτηµα είναι να φράσσουµε το κόστος όλης τής ιστορίας. Ένας τρόπος 
να επιτύχουµε αυτό είναι να δείξουµε ένα άνω φράγµα της εκάστης λειτουργίας, αλλά 
αυτό δεν είναι αναγκαίο.

Η δεύτερη ιδέα είναι αυτή της χρεωλυτικής ανάλυσης. Όταν αποδείξουµε άνω 
φράγµα για µία ιστορία , ισοδυνάµως έχουµε αποδείξει άνω φράγµα για το µέσο 
κόστος. Έτσι ορίζουµε πιο χαλαρά την έννοια της  πλοκής: Επιτρέπουµε σε 
κάποιες λειτουργίες να υπερβαίνουν το  επιθυµητό κόστος – ίσως κατά πολύ – 
εφ’ όσον το συνολικό κόστος δεν ξεπερνά το , οπότε το µέσο κόστος 
παραµένει . Σ’ αυτή την περίπτωση η χρηµατοοικονοµική αναλογία είναι 
εύλογη, και λέµε ότι οι «φθηνές» λειτουργίες «πληρώνουν» για τις «ακριβές», και ότι 
οι λειτουργίες κοστίζουν  «χρεωλυτικώς».

Όπως θα δούµε, όταν δεν δεσµευόµαστε πλέον να κρατάµε το κόστος της κάθε 
λειτουργίας σε  χειρίστη περιπτώσει, η ελευθερία που αποκτάµε µας δίδει 
την δυνατότητα να είµαστε καλύτεροι ως προς κάποια άλλα κριτήρια.

Η τρίτη έννοια που είναι θεµελιώδης για την νέα προσέγγιση δοµών δεδοµένων είναι 
αυτή της «ανταγωνιστικότητας». Θεωρούµε έναν κατάλογο και µας ενδιαφέρει να 
συγκρίνουµε µία υλοποίηση  µε κάποιες άλλες. Εάν σε µία ιστορία  όλα τα 
στοιχεία στον κατάλογο ζητούνται µε ίση πιθανότητα , τότε δεν µπορούµε να 
κάνουµε καλύτερο από το ισορροπηµένο δένερο που µας εξασφαλίζει πλοκή 

, δηλαδή το ισορροπηµένο δένδρο είναι βέλτιστο για ιστορία . Εάν όµως 
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Περίληψη στα ελληνικά
µονάχα ένα ή µερικά στοιχεία ζητούνται τότε µπορούµε να πετύχουµε πλοκή . 
Όλες οι ενδιάµεσες κλάσεις πολυπλοκότητας υφίστανται επίσης. Η καίρια 
παρατήρηση είναι ότι για κάθε ιστορία  υπάρχει ένας βέλτιστος αλγόριθµος . 
Σπάνια συµβαίνει να µπορούµε να αποδείξουµε ότι, για κάθε ιστορία , ο 
αλγόριθµος  είναι το πολύ  φορές χειρότερος από τον βέλτιστο αλγόριθµο  για 
αυτή την ιστορία. Σ’ αυτή την περίπτωση λέµε ότι ο  είναι «ανταγωνιστικός» του 
αλγορίθµου , µε συντελεστή ανταγωνιστικότητας το .

Τα
αυτορρυθµιζόµενα
δένδρα των Sleator

και Tarjan

Ένας κατάλογος που απλά κοστίζει  «χρεωλυτικώς» δεν αξίζει πολύ διότι 
ένα απλό ισορροπηµένο δένδρο κάνει τη δουλειά επίσης µε κόστος  ανά 
λειτουργία, και µάλιστα µε τον πιο ισχυρό ορισµό της πλοκής, αυτό της «χειρίστης 
περιπτώσεως».  Μας ενδιαφέρει λοιπόν να µελετήσουµε σε ποιές περιπτώσεις 
µπορούµε να επιτύχουµε καλύτερες επιδόσεις από το κλασσικό ισορροπηµένο 
δένδρο.

Οι Tarjan και Sleator προτείνουν το εξής: Καταχωρούµε τα στοιχεία σ’ ένα δυαδικό 
δένδρο αναζήτησης , οπότε κάθε λειτουργεία επιτελείται επί ενός κλάδου που 
ξεκινά από την ρίζα και καταλήγει σε κάποιο κόµβο . Επιτρέπεται στο δένδρο 

 να αλλάξει την ίδια του την δοµή, ακόµη και µετά από λειτουργίες αναζήτησης. 
Περιγράφουν δύο «διπλές περιστρόφές» και καθορίζουν την πολιτική για 
προσπελάσεις στο δένδρο: Κατόπιν κάθε λειτουργίας, οι περιστροφές εφαρµόζονται 
διαδοχικά επί του κλάδου από το  µέχρι την ρίζα. Αυτά τα δένδρα τα ονοµάζουν 
«αρθρωτά δένδρα» («splay trees»).

Αποδεικνύουν ότι αυτά είναι ανταγωνιστικά ως προς οποιοδήποτε στατικό δένδρο 
(οπότε όταν το βέλτιστο στατικό δένδρο είναι καλύτερο από ισορροπηµένα, τότε 
είναι και τα αρθρωτά δένδρα, λόγω ανταγωνιστικότητας). ∆εικνύουν επιπλέουν ότι 
προσφέρουν κάποιες άλλες ιδιότητες που δεν παρέχουν τα ισορροπηµένα δένδρα:

1. Υπ’ εργασίαν σύνολο (working-set): Όταν έχουµε το φαινόµενο της χρονικής 
µεροληψίας (όταν δηλαδή έχουµε αυξηµένη πιθανότητα να προσπελάσουµε 
στοιχεία προσφάτως ζητηθένα), οι επιδόσεις είναι ως εάν µόνον αυτά τα στοιχεία 
ήταν καταχωρηµένα στην δοµή.

2. ∆υναµική αφετηρία (dynamic finger): Μπορούµε να εκλάβουµε ως κόστος της 
εύρεσης ενός στοιχείου το , όπου το  εκφράζει την απόσταση 
στην διάταξη µεταξύ του τελευταίου ζητηθέντος στοιχείου και του νυν.

Εικάζεται και το εξής:

Τα αρθρωτά δένδρα είναι ανταγωνιστικά προς οποιοδήποτε δένδρο χειρίζεται την 
δοµή µε περιστροφές, ακόµη όταν επιτρέπεται σ’ αυτό να αυτορρυθµίζεται καθ’ οδόν 
µε περιστροφές.

Αυτή η εικασία, ένα από τα σηµαντικότερα προβλήµατα στην θεωρία αλγορίθµων και 
δοµών δεδοµένων, παραµένει ανοικτή τώρα και 15 χρόνια.
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1. Εισαγωγή: Το πρόβληµα της αναζήτησης
Η ερµηνεία του
Subramanian

Ο Subramanian (1996) έθεσε την έννοια της αυτορρύθµισης ως διαδικασία 
εφαρµογής προτύπων (templates): Πάλι, κατόπιν κάθε λειτουργίας ακολουθούµε τον 
κλάδο αναζήτησης από το ζητηθέν στοιχείο  έως την ρίζα, εφαρµόζοντας µία 
σειρά τοπικών µετασχηµατισµών. Κάθε µετασχηµατισµός περιγράφεται από ένα 
ζεύγος templates που περιγράφουν την τοπική δοµή στο δένδρο για να εφαρµοστεί, 
και το αποτέλεσµα της εφαρµογής. Έδειξε έτσι ότι δεν είναι µία µαγική ιδιότητα των 
συγκεκριµένων διπλών περιστροφών των Sleator και Tarjan, αλλά ότι οι 
µετασχηµατισµοί έχουν ορισµένες ιδιότητες, οι οποίες όταν ισχύουν, µας παρέχουν 
πάλι την επιθυµητή  πλοκή, χρεωλυτικώς.

Τα πολυαδικά
αυτορρυθµιζόµενα
δένδρα του Sherk

Σε εφαρµογές βάσεων δεδοµένων χρησιµοποιούνται σχεδόν κατ’ αποκλειστικότητα 
B-δένδρα και παραλλαγές αυτών, διότι η πλοκή  γίνεται  όταν 
µετράµε τον αριθµό κόµβων που επισκεπτόµαστε, όπου  ο βαθµός του δένδρου.  
Στις βάσεις δεδοµένων αυτό είναι ευεργετικό επειδή η δουλειά που γίνεται µέσα σ’ 
έναν κόµβο είναι αµελητέα ως προς τις προσπελάσεις στον δίσκο, οπότε ο αριθµός 
κόµβων είναι πιο ρεαλιστικό µέτρο της πλοκής. Μπορούµε να συσχετίσουµε το  µε 
το µέγεθος της µονάδας ανάγνωσης από τον δίσκο, και έτσι κατεβάζουµε τον αριθµό 
αναγνώσεων κατά ένα παράγοντα τάξεως .

Ήδη από την εµφάνιση των αρθρωτών δένδρων τέθηκε το ερώτηµα αν µπορούµε να 
επιτύχουµε κάτι ανάλογο στην περίπτωση των αυτορρυθµιζόµενων δένδρων, δηλαδή 
να παρουσιάσουµε κάποιο αυτορρυθµιστικό σχήµα βασιζόµενο σε µη δυαδικά 
δένδρα, και να αποδείξουµε ότι ο αριθµός κόµβων που επισκεπτόµαστε είναι στην 
χειρότερη περίπτωση  χρεωλυτικώς.

Το 1995 ο Sherk παρουσίασε ένα εύλογο σχήµα, τα -αρθρωτά δένδρα και απέδειξε 
ότι αυτά έχουν πλοκή  και οµολόγησε απόπειρες να αποδείξει την 
επιθυµητή  πλοκή, συµπεραίνοντας ότι µάλλον αρκετά διαφορετικές 
τεχνικές θα χρειαστούν για να εξαλλειφεί ο  παράγοντας.

∆ική µας δουλειά
και αποτελέσµατα

Η δική µας δουλειά ξεκίνησε µε µία προσπάθεια να ξεκαθαρίσουµε το τοπίο που 
άνοιξε ο Subramanian, τοποθετώντας την βασιζόµενη σε templates προσέγγισή του 
σε ένα γενικότερο πλαίσιο που δεν περιορίζεται σε δυαδικά δένδρα, ούτε σε δένδρα 
αναζήτησης. Επιτύχαµε τόσο θεωρητικά όσο και πρακτικά αποτελέσµατα.

Τα θεωρητικά αποτελέσµατα έχουν δύο όψεις, µία θετική και µία αρνητική:

1. Αναπτύξαµε µία γενική θεωρία περί αυτορρυθµιζόµενων δένδρων µε βαθµό . 
Μέσω της θεωρίας µπορέσαµε να χαλαρώσουµε τα κριτήρια του Subramanian σε 
εκπληκτικό βαθµό. Από την θεωρία εγκύπτει ένας «+/–» λογισµός που µπορεί µε 
ελάχιστο κόπο να εκτιµήσει το χρεωλυτικό κόστος ενός σύνολο προτύπων όταν 
αυτά χρησιµοποιούνται ως αυτορρυθµιστική πολιτική.
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Περίληψη στα ελληνικά
2. Αποδείξαµε ότι η προτεινόµενη του Sherk αυτορρυθµιστική πολιτική δεν µπορεί 
να παρέχει την επιθυµητή επίδοση τάξεως , δίδοντας ένα συγκεκριµένο 
αντιπαράδειγµα.

Πρακτικά αποτελέσµατα αποτελούν µερικά «χρήσιµα» σχήµατα αυτορρύθµισης:

1. Τα «διαίρει στη µέση» δένδρα, τα οποία επιτυγχάνουν την ίδια επίδοση µε τα 
δένδρα του Sherk, όµως µε απλούστερα templates.

2. Τα «κλαδευόµενα» δένδρα, που καταφέρνουν να συµπιέσουν τον κλάδο 
αναζήτησης πάντοτε σε µήκος .

Τέλος, αποτελέσµατα πρακτικά για τον θεωρητικό αποτελούν απλουστεύσεις 
προηγουµένων αποδείξεων:

1. Το path-balance heuristic επιδέχεται µία πολύ απλούστερη ανάλυση όταν είµαστε 
εφοδιασµένοι µε το +/– λογισµό.

2. Η στατική βελτιστότητα αποδεικνύεται µε πολύ πιο σύντοµο τρόπο.

Ερµηνεύοντας τα
αποτελέσµατά µας

Όσον αφορά το πρώτο σκέλος της δουλειάς µας, πρέπει κανείς να έχει κατά νου το 
σκεπτικό που κυριαρχούσε πρωτύτερα. Το 1985 όταν εµφανίστηκαν τα αρθρωτά 
δένδρα, ήταν µία υπέροχη ανωµαλία στην περιοχή των δοµών δεδοµένων: δούλευαν 
«διά µαγείας», χωρίς µία θεωρία που να εξηγεί πώς επιτυγχάνουν τις ιδιότητες που 
παρέχουν.

Ο Subramanian περίπου µία δεκαετία αργότερα επιχείρησε να δώσει µία εξήγηση, και 
χρησιµοποίησε τα templates για να µελετήσει όχι µόνο το splay αλλά και άλλα 
αυτορρυθµιστικά σχήµατα, τα οποία µας παρέχουν ανάλογες ιδιότητες, εφ’ όσον 
«συµπεριφέρονται καλά», δηλαδή όταν υπακούν τα κριτήρια που έθεσε. Περιγράφει 
µεν µιά κλάση τέτοιων αυτορρυθµιστικών σχηµάτων, αλλά τα κριτήριά του είναι 
αρκετά περιοριστικά και δίδουν την εντύπωση πως τελικά, εκτός από το splay, λίγα 
σχήµατα µπορούν να µας παρέχουν την επιθυµητή επίδοση τάξεως .

Εµείς γενικεύσαµε τα templates του Subramaniaν µε κάθε τρόπο, και χαλαρώσαµε ή 
καταργήσαµε συστηµατικά όλα τα κριτήρια που έθεσε. Τα αποτελέσµατά µας 
αλλάζουν δραµατικά το µέχρι προσφάτως ισχύον σκηνικό, δίδοντας την εντύπωση 
πως τελικά η µεγαλύτερη πλειοψηφία των σχηµάτων έχουν κόστος .

Αυτό µας δίδει ένα τεράστιο βαθµό ελευθερίας όταν πρόκειται να εφαρµόσουµε 
αυτορρυθµιστικές τεχνικές σε δένδρα, τα οποία δεσµεύονται ως προς τον τύπο 
µετασχηµατισµών που δέχονται.

Όσον αφορά το δεύτερο σκέλος της δουλειάς µας, στρέφουµε την προσοχή µας στις 
βάσεις δεδοµένων, όπου τα στοιχεία δεν βρίσκονται στην κύρια µνήµη αλλά στον 
δίσκο. Η σχετική βραδύτητα εγγραφών και αναγνώσεων στον δίσκο καθιστά ως 
µόνο µέτρο πλοκής τον αριθµό προσπελάσεων στον δίσκο: ό,τι και να 

O logkN( )

O Nlog( )

O Nlog( )

O Nlog( )
xviii Πολυαδικές αυτορρυθµιζόµενες δοµές δεδοµένων



2. Πολυαδικά αρθρωτά δένδρα: Μία γενική θεωρία και λογισµός
κάνουµε στην κύρια µνήµη προτού ή αφού προσπελάσουµε τον δίσκο είναι αµελητέο 
ως προς τις εγγραφές και ανγνώσεις στον δίσκο.

Τα B-δένδρα και παραλλαγές αυτών έχουν φανεί χρήσιµα στην αντιµετώπιση αυτού 
του φαινοµένου διότι µειώνουν κατά ένα παράγοντα  το πλήθος των κόµβων 
που επισκεπτόµαστε.

Από τη µία πλευρά τα B-δένδρα προσφέρουν µία χρονική βελτίωση τάξεως . 
Από την άλλη µε τα αρθρωτά δένδρα έχουµε στατική βελτιστότητα (µαζί µε τις άλλες 
ελκυστικές ιδιότητες). Είναι λοιπόν φυσιολογικό να διερωτούµεθα αν µπορούµε να 
επιτύχουµε και τα δύο σε ένα πλαίσιο «αυτορρυθµιζοµένων πολυαδικών δένδρων».

Μέχρι προσφάτως το µοναδικό προσφερόµενο σχήµα για κάτι τέτοιο ήταν τα -splay 
δένδρα του Sherk, ένα εύλογο σχήµα που η φυσικότητά του κάνει τον ερευνητή να 
εικάζει ότι, αν δεν µας παρέχει την  βελτίωση τότε πιθανώς κανένα σχήµα δεν 
την παρέχει.

Στο δεύτερο σκέλος αυτής της διατριβής αποδεικνύουµε ότι πράγµατι, στην χείριστη 
περίπτωση τα -splay δένδρα δεν προσφέρουν καµία χρονική βελτίωση σε 
σχέση µε δυαδικά δένδρα.

Από ’δώ και στο
εξής

Υπάρχουν πολλά ανοικτά ερωτήµατα, των οποίων το πιο προκλητικό είναι η εικασία 
της δυναµικής βελτιστότητας. Με την ακριβέστερη ανάλυση που παρέχει η θεωρία 
µας, µπορούνα να αποδείξουµε έστω και ασθενέστερη µορφή της δυναµικής 
βελτιστότητας; Μπορούµε να αποδείξουµε ότι όλα τα splay-like σχήµατα είναι 
µεταξύ τους ανταγωνιστικά; Αυτό θα έδινε ένα ισχυρό εργαλείο για την µελέτη της 
δυναµικής βελτιστότητας.  Άλλα ερωτήµατα είναι τα εξής:

1. Υπάρχει τελικά πολυαδικό αυτορρυθµιζόµενο δένδρο που επισκέπτεται  
κόµβους χρεωλυτικώς;

2. Μπορεί να αναπτυχθεί µία θεωρία συναρτήσεων δυναµικού;
3. Τί ισχύει για templates που δεν µετασχηµατίζουν κλάδους, ή που το µέγεθός τους 

δεν είναι ;
4. Μπορεί να γενικευθεί η διαδικασία της δηµιουργίας των αντιπαραδειγµάτων για 

το -splay; ∆ύναται να ανατρέψει την εικασία της δυναµικής βελτιστότητας;

2. Πολυαδικά αρθρωτά δένδρα: Μία γενική θεωρία και λογισµός

Τα κατορθώµατά
µας

Στο πρώτο σκέλος της διατριβής, το κυρίως επίτευγµα έγκειται στον βαθµό µε τον 
οποίο µπορέσαµε να γενικεύσουµε τα αυτορρυθµιζόµενα δένδρα και να 
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χαλαρώσουµε τις συνθήκες υπό τις οποίες έχουµε εγγυηµένη πλοκή τάξεως  
χρεωλυτικώς και στατική βελτιστότητα.

Ανάλυση των
αρθρωτών δένδρων

των Sleator και
Tarjan

Για να µπορέσουµε να αποδείξουµε τα παραπάνω υπό φυσικές και χαλαρές συνθήκες, 
ακολουθούµε σε γενικές γραµµές την µεθολογία των Sleator και Tarjan, οι οποίοι 
ορίζουν «βάρη» στους κόµβους και µε βάση τα βάρη ορίζουν µία συνάρτηση 
δυναµικού . Με βάρος την µονάδα σε κάθε κόµβο δείχνουν ότι για κάθε διπλή 
περιστροφή «zig-zig» ή «zig-zag» το κόστος του µετασχηµατισµού φράσσεται από 

 και έτσι µπορούνε να αποδώσουν κόστος  χωεωλυτικώς σε όλες 
τις βασικές λειτουργείες.

Τα πρώτα µας
αυτορρυθµιζόµενα
δένδρα: τα κατά τη

µέση διασπώµενα
δένδρα

∆είχνουµε ένα εύλογο πολυαδικό αυτορρυθµιστικό σχήµα: Τηρούµε τον βαθµό των 
κόµβων πάντοτε µεταξύ  και  και εφαρµόζουµε την εξής πολιτική επί του κλάδου 
αναζήτησης:

1. Αν ο βαθµός του τρέχοντος κόµβου είναι το πολύ , τότε τον συγχωνεύουµε µε 
τον πατρικό του.

2. Ειδάλλως προάγουµε το µεσαίο στοιχείο σ’ αυτόν τον κόµβο, διασπώντας το σε 
δύο κοµµάτια.

Η ανάλυσή µας δείχνει τις ίδιες επιδόσεις σε σχέση µε τα -splay δένδρα του Sherk. 
Είναι όµως απλούστερο κατά τρεις σηµαντικές έννοιες:

1. Το µέγεθος του template είναι  ενώ του Sherk τα templates είναι µεγέθους 
.

2. Είναι πιο «τοπικά»: Σε κάθε αυτορρυθµιστικό βήµα θεωρούµε µονάχα τον 
τρέχοντα κόµβο και τον πατρικό του, ενώ ο Sherk πρέπει να κοιτάξει  επίπεδα 
πιο ψηλά στο δένδρο για κάθε αυτορρυθµιστικό βήµα.

3. Ως σύνολο, τα templates έχουν πληθάριθµο  ενώ του Sherk έχουν 
πληθάριθµο .

Τα templates και
σύνολα από

templates

Ακολουθούµε τον φορµαλισµό του Subramanian και θεωρούµε ως αυτορρυθµιστική 
πολιτική ένα σύνολο από templates.  Κάθε template καθορίζει έναν τοπικό 
µετασχηµατισµό και η πολιτική αποτελείται από την διαδοχική εφαρµογή των tem-
plates επί του κλάδου αναζήτησης από το ζητηθέν στοιχείο µέχρι την ρίζα.

Στην περίπτωσή µας κάθε template είναι µία τριάδα  όπου (1) το  
καθορίζει την τοπική δοµή του δένδρου για να εφαρµοστεί, (2) το  καθορίζει τον 
τρόπο που µετασχηµατίζονται οι κόµβοι του δένδρου που ταιριάζουν µε το , και 
(3) το  καθορίζει την ατοµική µετακίνηση των υπόδενδρων που κρέµονται από τις 
εξωτερικές ακµές του .
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2. Πολυαδικά αρθρωτά δένδρα: Μία γενική θεωρία και λογισµός
Έτσι ορίζουµε την έννοια της αυτορρύθµισης µε τρόπο ανεξάρτητο από τις συνθήκες 
που τηρούνται στην εκάστοτε δοµή. Αυτό µας επιτρέπει να µιλήσουµε για 
αυτορρύθµιση σε δενδρικές δοµές δεδοµένων εκτός από δένδρα αναζήτησης.

Απώλεια και
κέρδος εξ αιτίας

της εφαρµογής ενός
template

Κατόπιν κάθε εντοπισµού ενός στοιχείου εκτελούµε µία αυτορρυθµιστική λειτουργία 
, η οποία αποτελείται από µία σειρά αυτορρυθµιστικών βηµάτων  

στον κλάδο αναζήτησης. Κάθε  καθορίζεται από ένα template, οπότε µας 
ενδιαφέρει να µελετήσουµε την µεταβολή του δυναµικού που επιφέρει η εφαρµογή 
ενός template προκειµένου τελικά να αποδείξουµε ότι το κόστος του  φράσσεται 
από .  Ο τρόπους που επιτυχγάνουµε τούτο είναι να εκφράσουµε την 
µεταβολή κατά την εφαρµογή ενός template ως , όπου τα επιµέρους loss 
τηλεσκοπούνται σε  και το gain επαρκεί να πληρώσει το κόστος της 
εφαρµογής του template. Στην χρηµατική µεταφορα το loss αντιστοιχεί σε 
«αποταµιεύσεις» και το gain σε «εκταµιεύσεις»· έτσι οι φθηνές λειτουργίες (µε µικρό 
gain) αποτεµιεύουν περισσότερο απ’ ό,τι εκταµιεύουν, αυξάνοντας το «υπόλοιπο» 
προκειµένου να πληρώνουν για τις βαρείες λειτουργείες, οι οποίες εκταµειεύουν 
περισσότερο απ’ ό,τι αποτεµιεύουν.

∆υναµικό Κατά τους Sleator και Tarjan, δυναµικό βρίσκεται στους κόµβους, δηλαδή το 
δυναµικό ενός δένδρου εκφράζεται ως άθροισµα των επί µέρους δυναµικών εφ’ 
όλων των κόµβων :

όπου  µία υπερπροσθετική συνάρτηση επί των κόµβων. Εµείς, υπό την 
προϋπόθεση της υπερπροσθετικότητας της συνάρτησης , ορίζουµε την έννοια 
της προόδου µιάς ακµής  ως

και λαµβάνουµε ως δυναµικό του δένδρου το άθροισµα

Αυτό το δυναµικό, αν και φαινοµενικά ισοδύναµο µε το παραπάνω, επιδέχεται µια 
απλοποίηση, και επιτρέπει πιο ακριβή εκτίµηση της µεταβολής του δυναµικού κατά 
την εφαρµογή ενός template.
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Απαραίτητα
λήµµατα και
θεωρήµατα

∆ύο βάσικά λήµµατα που χρειάζονται είναι το «κατακόρυφο» και το «οριζόντιο». Το 
πρώτο φράσσει µε  την απόλεια όταν τα templates εφαρµόζονται επί ενός 
κλάδου. Το δεύτερο φράσσει µε  το κέρδος όταν υπάρχει µία γνήσια 
διακλάδωση στο αποτέλεσµα του µετασχηµατισµού.

Αυτά τα δύο λήµµατα αποτελούν την βάση για την διατύπωση των συνθηκών, κάτω 
από τις οποίες µπορούµε να εγγυηθούµε κόστος  χρεωλυτικώς για την 
αυτορρυθµιστική πολιτική.

Γενικά αρθρωτά
δένδρα

Το κυρίως θεώρηµα αυτού του κεφαλαίου είναι ότι υπό ελάχιστες προϋποθέσεις, ένα 
σύνολο templates µας εγγυάται ότι µπορούµε να λάβουµε ως χρεωλυτικό κόστος τον 
συντελεστή προόδου του κλάδου από την ρίζα του δένδρου ως το ζητούµενο στοιχείο.

Ανάλογα µε τα βάρη που θέτουµε στους κόµβους, αυτό µας δίδει λογαριθµικό κόστος 
ή ακόµη και την δυναµική βελτιστότητα.

Τρείς επίτοµοι
εφαρµογές

Η κατακλείδα του πρώτου σκέλους της διατριβής είναι τρεις εφαρµογές της θεωρίας 
που αναδεικνύουν την δύναµη, ευελιξία και οµορφιά της µεθόδου.

1. Επανερχόµαστε στα κατά την µέση διασπώµενα δένδρα και επαναλαµβάνουµε την 
ανάλυση, αυτή τη φορά όµως µε εργαλείο την ενταύθα ανεπτυγµένη θεωρία.

2. Η δεύτερη εφαρµογή είναι ένα σχήµα αυτορρύθµισης, το µοναδικό που 
γνωρίζουµε να καταφέρνει να συµπτύσσει τόσο πολύ τον κλάδο αναζήτησης και 
να τηρεί την  πλοκή.

3. Η τρίτη εφαρµογή είναι µία απλούστερη ανάλυση του path-balanch heuristic του 
Balasubramanian, το οποίο πάντα µετασχηµατίζει τον κλάδο αναζήτησης σε 
πλήρως ισορροπηµένο δένδρο.

3. Οι περιορισµοί των πολυαδικών αυτορρυθµιζόµενων σχηµάτων

Τα κατορθώµατά
µας

Στις βάσεις δεδοµένων, όπου τα στοιχεία µας αποθηκεύονται σε εξωτερική µνήµη, η 
χρήση πολυαδικών δένδρων (κυρίως B+-δένδρα, µία παραλλαγή των B-δένδρων) 
είναι απαραίτητη καθώς είναι ο µόνος γνωστός τρόπος να ελαχιστοποιούµε 
αποτελεσµατικά τις εγγραφές-αναγνώσεις από τον δίσκο. Όπως δείξαµε παραπάνω 
όµως, αυτή η «τέλεια» ισορροπία που επιτυγχάνουν λειτουργεί εις βάρος της 
επιδόσεως όταν έχουµε µεροληψία, δηλαδή όταν οι συχνότητες αναζήτησης δεν είναι 
οµοιόµορφες.

Στην περίπτωση των δυαδικών δένδρων, το φαινόµενο της µεροληψίας 
αντιµετωπίζεται µε αυτορρυθµιστικές τεχνικές όπως τα splay δένδρα των Sleator και 

O Nlog( )
Ω 1( )

O Nlog( )

O Nlog( )
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3. Οι περιορισµοί των πολυαδικών αυτορρυθµιζόµενων σχηµάτων
Tarjan. Φυσικό είναι λοιπόν να διερωτηθούµε αν µπορούµε να επιτύχουµε τα 
πλεονεκτήµατα και από τα δύο παραδείγµατα: να ελαχιστοποιήσουµε εγγραφές-
αναγνώσεις µε χρήση πολυαδικών δένδρων, και στατική βελτιστότητα µε χρήση 
αυτορρυθµιστικών τεχνικών.

Το 1995 ο Sherk ανέδειξε τα -αρθρωτά δένδρα, το πρώτο σχήµα που προτάθηκε ως 
πιθανή λύση για τα παραπών ζητήµατα. Απέδειξε ότι όντως έχουν κόστος  
και οµολόγησε απόπειρες να κατεβάσει το κόστος στο , συµπεραίνοντας ότι 
µάλλον θα χρειαστούν αρκετά διαφορετικές τεχνικές για να απαλλειφεί ο παράγοντας 
του .

Εδώ αποδεικνύουµε ότι τα -αρθρωτά δένδρα, στην χειρότερη περίπτωση, έχουν 
κόστος , παρουσιάζοντας ως αντιπαράδειγµα µία συγκεκριµένη οικογένεια 
δένδρων.

Τα k-αρθρωτά
δένδρα και η

εικασία του Sherk

Τα -αρθρωτά δένδρα είναι ένα εύλογο σχήµα αυτορρύθµισης, παρόµοια σε 
φιλοσοφία µε τα αρθρωτά δένδρα των Sleator και Tarjan: Κατόπιν εντοπισµού ενός 
στοιχείου, εφαρµόζουµε µία σειρά τοπικών µετασχηµατισµών επί του κλάδου 
αναζήτησης, διανύοντας τον κλάδο εκ του ζητηθέντος στοιχείου πρός την ρίζα. Σε 
κάθε στάδιο θεωρούµε τον τρέχοντα (cursored) κόµβο µαζί µε τους  πατρικούς και 
τα  εκτός κλάδου στοιχεία. Αυτά ανατοποθετούνται σ’ ένα νέο σκέλετο µε δύο 
επίπεδα, όπου οι θέσεις των στοιχείων καθορίζονται µονσήµαντα από την συνθήκη 
διάταξης. Ο νέος τρέχων (cursored) κόµβος είναι ο υψηλότερος των θεωρουµένων και 
η διαδικασία επαναλαµβάνεται έως ότου φθάσουµε στην ρίζα.

Η µεθοδολογία µας Προκειµένου να ανατρέψουµε την εικασία του Sherk, ο πρώτος µας στόχος είναι να 
παρουσιάσουµε µία οικογένεια  δένδρων βαθµού και ύψους , όµως µε µόλις 

 στοιχεία (και όχι  όπως θα περίµενε κανείς σ’ ένα δένδρο βαθµού και ύψους 
). Εάν η οικογένεια  είναι κλειστή ώς προς το -splay, δηλαδή ο -splay 

χειρισµός εφαρµοζόµενος σε κάθε  πάντα παράγει κάποιο άλλο , τότε 
για τα συγκεκριµένα δένδρα το κόστος (µετρούµενο ως πλήθος κόµβων που 
επεισκεπτόµαστε) είναι , όπου  το πλήθος κόµβων το δένδρο.

Για να αποδείξουµε κατασκευαστικά την ύπαρξη µιάς τέτοιας οικογένειας , 
ξεκινάµε µ’ ένα σκελετό δένδρου µε το ύψος που θέλουµε και σταδιακά 
συµπληρώνουµε τα µέλη του µε τον εξής τρόπο: Αρχικά  είναι ένα -αδικό δένδρο, 
του οποίου η ακριβής δοµή είναι άγνωστη σε πολλά σηµεία. ∆ίδουµε στο  ένα 
κλάδο µήκους  και θέτουµε «δένδρο-µεταβλητές» για τα υπόλοιπα τµήµατα του 
δένδρου, τα οποία θα συµπληρωθούν ύστερα.

Θεωρούµε το αποτέλεσµα ενός χειρισµού -splay επί του , . 
Θέλουµε και το  να έχει ύψος , και συµπληρώνουµε το  αναλόγως ώστε να 
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ισχύει αυτό, αντικαθιστώντας κάποια δένδρο-µεταβλητή µέσα στο  µε αυτό που 
χρειάζεται ώστε το  να έλθει σε ύψος .

Αυτή η διαδικασία συνεχίζεται έως ότου ολοκληρώσουµε ένα κύκλο δένδρων. Αν 
αυτά τα δένδρα έχουν την απαραίτητη αραιότητα, τότε έχουµε κατασκευάσει µία 
οικογένεια  δένδρων ύψους και βαθµού  ώστε για κάθε , το κόστος του -
splay για  είναι , και επί πλέον το  ανήκει πάλι στο .

Αυτό δεν µας αρκεί όµως διότι, προκειµένου να ανατρέψουµε την εικασία του Sherk, 
χρειόµαστε δένδρα αυθαίρετου ύψους  για τα οποία το -splay φανερώνει 
κόστος . Προς αυτό, χρησιµοποιούµε τα δένδρα που κατασκευάσαµε 
παραπάνω, αντικαθιστώντας τα φύλλα τους µε ολόκληρα δένδρα από το ίδιο σύνολο, 
φριάχνοντας έτσι «φρακταλοειδείς» επεκτάσεις των δένδρων. Αυτό το τέχνασµα, για 
να δουλεύει, προϋποθέτει κάποιες ιδιότητες των δένδρων που θα µας απασχολήσουν 
αρκετά σ’ αυτό το κεφάλαιο.

Τυποποίηση του
αντιπαραδείγµατος

Η παραπάνω διαδικασία φαίνεται να παράγει πάντοτε έναν «κύκλο» δένδρων βαθµού 
και ύψους  και µεγέθους . Όµως τίποτε δεν µας εγγυάται ότι η διαδικασία 
πάντα θα τερµατίσει χωρίς να συναντήσει αντιφατικές πληροφορίες ή ότι το 
αποτέλεσµα θα είναι αρκετά αραιό ώστε να ανατρέψει την διαδικασία του Sherk.

Το κλειδί είναι ότι αυτά τα δένδρα επιδέχονται συγκεκριµένη αποδόµηση (decompo-
sition): Έστω  το σύνολο των δένδρων βαθµού  που παρήχθησαν µ’ αυτόν τον 
τρόπο, και για  έστω  η αύξηση ενός -δένδρο ώστε να έχει βαθµό . Τότε 
για κάθε -δένδρο  ισχύει ότι:

1. το µεγαλύτερο θυγατρικό υπόδενδρο του  είναι , δηλαδή η αύξηση ενός 
δένδρου , και

2. το δένδρο που προκύπτει από την αφαίρεση του µεγαλύτερου θυγατρικού 
υπόδενδρου του  είναι επίσης .

Αυτή η ιδιότητα είναι επαρκής για να παραγάγουµε αναδροµικά όσα 
αντιπαραδείγµατα θέλουµε. Η απόδειξη ότι το κάθε σύνολο των -δένδρων είναι 
κλειστό ώς προς το  είναι πιο σύνθετη.

Παράγοντας -
δένδρα από -

δένδρα

Ο στόχος είναι να αποδείξουµε ότι ο  µετασχηµατισµός εφαρµοζόµενος σ’ 
ένα -δένδρο πάντα παράγει άλλο ένα. Η µέθοδος µε την οποία αποδεικνύουµε 
αυτό είναι να ορίσουµε έναν τελεστή , ο οποίος εύκολο αποδεικνύεται να παράγει 

-δένδρα. Στη συνέχεια αποδεικνύουµε ότι ο  είναι ισοδύναµος µε τον .

Ιδιότητες των
«σφενδάµνων»

Τα -δένδρα βαπτίσθηκαν «σφένδαµνοι» και έχουν πολλές συµµετρίες κα άλλες 
ιδιότητες. Εδώ αναφέρουµε:
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4. Κατακλείδα και συµπεράσµατα
1. Είναι ενός τύπου δυωνυµικά δένδρα, δηλαδή επιδέχονται την εξής αποδόµηση: 
Για ένα -δένδρο  ισχύει ότι τα  θυγατρικά υπόδενδρα είναι 

-δένδρα.
2. Όταν εφαρµόζουµε  διαδοχικά, τα στοιχεία που λαµβάνονται είναι αυτά 

που καθορίζονται από το bit-reversal.
3. Τροχιές: Η περίοδος ενός -δένδρου είναι ακριβώς 2 φορές την περίοδο ενός 

-δένδρο. Εποµένως για κάθε -δένδρο  ισχύει ότι  
ενώ  για .

Από splay-βήµατα
σε splay-

λειτουργίες: τα
φρακταλοειδή

διωνυµικά δένδρα

Το τελευταίο βήµα στην απόδειξη είναι η κατασκευή δένδρων αυθαίρετου ύψους, τα 
οποία έχουν τις ίδιες ιδιότητες. Για να επιτύχουµε τούτο, αρκεί να ισχύει ότι ο κάθε 
κόµβος-φύλλο µετακινείται ατοµικά κατά τον χειρισµό -splay. Τότε µπορούµε να 
αντικαταστήσουµε αυτό τον κενό κόµβο µέ ένα δένδρο ολόκληρο, δίδοντας έναν 
κλάδο µήκους . Ο -splay, όταν ξεκινήσει από τον πιο βαθύ κόµβο «βλέπει 
µπροστά του» ένα -δένδρο και το µετασχηµατίζει όπως περιγρπάψαµε παραπάνω. 
Στη συνέχεια, «βλέπει» το επόµενο -δένδρο και το µετασχηµατίζει ανάλογα.

Μ’ αυτόν τον τρόπο µπορούµε να κατασκευάσουµε δένδρα όσο υψηλά θέλουµε, µε 
την ίδια αραιότητα.

4. Κατακλείδα και συµπεράσµατα
∆ίδουµε κάποια σχόλια περί της χρησιµότητας των αποτελεσµάτων µας και πώς 
µπορούν να επεκταθούν τα αποτελέσµατά µας.

Η γενική θεωρία Όπως έχουµη σχολιάσει, αυτορρυθµιζόµενες δοµές δεδοµένων παρέχουν 
(τουλάχιστον θεωρητικώς) το σωστό πλαίσιο όταν οι δοµές πρέπει να αντιµετωπίζουν 
µία µελλοντική και άγνωστη σειρά πράξεων.

Έχουµε αποδείξει ότι, υπό χαλαρές και φυσικές συνθήκες, «σχεδόν όλοι» οι τοπικοί 
φραγµένοι µετασχηµατισµοί µας δίδουν λογαριθµικό κόστος (χρεωλυτικώς) και 
στατική βελτιστότητα. Αυτό σηµαίνει ότι ο «χρήστης» µπορεί να νιώθει ελεύθερος να 
χρησιµοποιήσει οποιοδήποτε δένδρο φραγµένου βαθµού (δυαδικό ή όχι) και να το 
χειρίζεται στον κλάδο αναζήτησης, σχεδόν µε οποιοδήποτε τρόπο και για 
οποιοδήποτε λόγο, και να έχει λογαριθµικό κόστος για κάθε χειρισµό.

Από θεωρητικής πλευράς, πολλα ζητήµατα είναι ακόµη ανοικτά:

1. Μη «κλαδοκεντρικοί» κανόνες: Είναι ενδιαφέρον ότι κλασσικές τεχνικές (AVL 
δένδρα, B-δένδρα) είναι templates, όµως δεν λειτουργούν επί του κλάδου 
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αναζήτησης. Θα θέλαµε να διαφωτίσουµε αυτό το φαινόµενο, βάζοντας αυτά σε 
κοινό πλαίσιο µε τα αυτορρυθµιζόµενα δένδρα που αναπτύσσουµε.

2. Ανακάλυψη πιο ακριβών συναρτήσεων δυναµικού: ∆ιάφοροι ερευνητές έχουν 
αποδείξει χρήσιµα αποτελέσµατα µε χρήση διαφόρων συναρτήσεων δυναµικού. 
Με περισσότερες τεχνικές για την σχεδίαση και χρήση συναρτήσεων δυναµικού 
θα αυξανόταν η δυνατότητά µας να σχεδιάσουµε και να µελετήσουµε 
αυτορρυθµιζόµενες δοµές δεδοµένων.

3. Μεταφορά όλων των ιδιοτήτων των δυαδικών δένδρων σε πολυαδικά δένδρα: 
Μαζί µε την δυναµική βελτιστότητα, κλασσικά αρθρωτά δένδρα φανερώνουν και 
άλλες αξιοπαρατήρητες ιδιότητες, µεταξύ των οποίων είναι το «υπ’ εργασίαν 
σύνολο» και η «δυναµική αφετηρία». Αυτά τα αποτελέσµατα θα πρέπει να 
επεκταθούν και να τροποποιηθούν καταλλήλως στα πολυαδικά δένδρα 
αναζήτησης.

4. Πιθανοκρατικό splay: Όπως και σε άλλες εφαρµογές, πιθανοκρατικές τεχνικές 
πιθανώς µπορούν να αυξήσουν την δύναµη και το εύρος εφαρµογής των 
αυτορρυθµιζόµενων δοµών δεδοµένων.

5. Μη φραγµένα templates: Πολλές τεχνικές στην ουσία λειτουργούν ως σύνολο από 
templates µη φρασσόµενου µεγέθους. Οι νυν διαθέσιµοι τεχνικές δεν δύνανται να 
τις αναλύσουν πλήρως.

6. Άλλες αυτορρυθµιστικές τεχνικές: Τα αρθρωτά δένδρα δεν αποτελούν την 
µοναδική µορφή αυτορρύθµισης, ακόµη και αν περιοριστούµε σε δένδρα.

Πρακτικά ζητήµατα:

1. Ανασχεδίαση εφαρµογών: Εφαρµογές που χρησιµοποιούν δένδρα µπορούν 
ελεύθερα να ανασχεδιασθούν. Σύµφωνα µε τα αποτελέσµατά µας, είναι πολύ 
πιθανό ότι επιδέχονται µία αυτορρυθµιστική πολιτική, η οποία δεν θα επηρεάζει 
ασυµπτωτικά την συµπεριφορά τους, και επιπλέον θα τους δώσει επιπρόσθετα 
επιθυµητά χαρακτηριστικά.

2. Σχεδίαση νέων εφαρµογών: Σε τοµείς όπου πρέπει να βρούµε τον καλύτερο τρόπο 
για να αντιµετωπίσουµε µελλοντικές και άγνωστες ζητήσεις, µπορούµε να 
επινοήσουµε νέες εφαρµογές. Έχουµε κατά νου κυρίως εφαρµογές στο διαδίκτυο. 
Η θεωρία των συντελεστών προόδου µπορεί να βοηθήσει αλλά πρέπει να 
γενικευθεί σε µη δενδρικές δοµές, π.χ. µερικές διατάξεις.

Περιορισµοί των
πολυαδικών

αρθρωτών δένδρων

Οι Sleator και Tarjan ήγειραν το ζήτηµα της σχεδίασης µιάς δοµής δεδοµένων 
παρόµοιας µε τα B-δένδρα, προκειµένου να πετύχουµε  κόστος 
χρεωλυτικώς και ταυτόχρονα να αποκτήσουµε τις άλλες επιθυµητές ιδιότητες που 
προσφέρει η αυτορρύθµιση.

Μία τέτοια δοµή υπάρχει, αλλά έχει µειονεκτήµατα: (1) βασίζεται σε ένα σύνολο 
δοµών δεδοµένων, και έτσι η εφαρµογή της είναι πιο περίπλοκη, (2) δεν συνοδεύεται 
από κάποια θεωρία που να εξηγεί την επίδοση που έχει, και (3) βασίζεται στα B-
δένδρα, οπότε δεν µπορούµε να διευρύνουµε την χρήση της.

O logkN( )
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4. Κατακλείδα και συµπεράσµατα
Επειδή οι επιδόσεις των βάσεων δεδοµένων βασίζονται στην ικανότητα των B-
δένδρων να µειώνουν το πλήθος των κόµβων που επισκεπτόµαστε, υπάρχει ισχυρό 
κίνητρο να ψάχνουµε για παρόµοιου τύπου αυτορρυθµιζόµενες δοµές δεδοµένων, οι 
οποίες να µας δίδουν το πλεονέκτηµα αυτό των B-δένδρων και ταυτόχρονα τις 
επιθυµητές ιδιότητες της αυτορρύθµισης. Μέχρι στιγµής τα -splay δένδρα του 
Sherk ήταν η πιο πιθανή υποψήφια δοµή (ίσως η µόνη) για αυτό τον σκοπό. Έχουµε 
δείξει ότι δεν µπορεί να µας εγγυάται τo επιθυµητό κόστος , µετρούµενο ως 
το πλήθος κόµβων που επισκεφτόµαστε.

Από θεωρητικής σκοπιάς µερικά ζητήµατα είναι ακόµη ανοικτά:

1. Υπάρχουν άλλες υποψήφιες δοµές που να συνδυάζουν την πολυαδικότητα µε την 
αυτορρύθµιση; Σ’ αυτή την διατριβή προσφέρουµε µία: τα κατά τη µέση 
διασπώµενα δένδρα. Η πλήρης ανάλυσή τους είναι ένας από τους στόχους που θα 
θέλαµε να επιχειρήσουµε.

2. Αναλυτικά εργαλεία: Νέα εργαλεία για την χρεωλυτική ανάλυση χρειάζονται για 
την πλήρη κατανόηση των splay δένδρων και άλλων αυτορρυθµιζόµενων 
σχηµάτων.

k

O logkN( )
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CHAPTER 1 Introduction:
The Searching Problem
uch effort has been spent on the study, development and optimiza-
tion of algorithms and data structures because time spent is of prac-
tical concern to most users.  A fundamental development—a 
revolution!—in the study of algorithms was the introduction of 
asymptotic analysis, relieving developers and scientists of their 

stop-watches, and providing them with tools for comparing algorithms with respect to 
their resource requirements, even when those resources may not be physically avail-
able.  We can project, for example, the execution time for sorting  totally ordered 
elements, even if our present-day storage media do not exceed  elements.

The implications of asymptotic complexity were understood very early:  Suppose we 
are interested in comparing two algorithms  and  for a problem whose input is 
taken from a universe .  We let  and  be the cost of the two algorithms 
on input  and let

(and similarly for ).  Thus  and  are functions representing the worst-case 
asymptotic time complexity of algorithms  and  as a function of input size.  Then 

 says that

M
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1 Introduction: The Searching Problem
or, equivalently,

meaning that for a finite number of input sizes ,  may exceed  but 
beyond some threshold the former is smaller.  Moreover, beyond this threshold, as the 
input sizes increase the gap separating them increases without bound, rendering algo-
rithm  the clear-cut choice for all but a finite number of inputs sizes1, a very strong 
statement indeed.

However, this analysis can be misleading for a number of reasons:

1. What if the threshold is exceedingly large, larger than any data size that may con-
ceivably interest us?  If algorithm  outperforms algorithm  on all inputs except 
those of size less than , in this case the “slower” of the two algorithms may be 
of more practical use, for we are likely to dealing only with “small” inputs of size 
less than .  The asymptotic analysis has abstracted out the algorithms’ behav-
iour on small sets, tacitly assuming that they do not constitute our fundamental 
concern when analysing and comparing algorithms.  A complete analysis should 
clearly include the determination of constants hidden in the asymptotic notation.

2. What if algorithm  runs faster on some subset  of the possible inputs, and it is 
primarily this subset that interests us?  The worst-case assumption may not be the 
most suitable for all such subsets, particularly when it is of pathological nature and 
from a practical point of view we do not expect to see such input.

3. What if algorithm ’s expected time is smaller?  Again, this has to do with our 
worst-case assumption.  It can be replaced by an analysis of the expected time, i.e., 
we can analyse the function

but this presumes that we find a suitable probabilistic model and make assump-
tions valid or not regarding the frequencies of our input.

4. What if the structure of certain inputs permits faster execution?  For the problem of 
sorting this may mean that we would like our algorithm to behave better on sets 
that are already sorted or nearly sorted, having complexity  in such cases.  It 
is easy to demonstrate an algorithm that performs in time  on sets containing 

 elements out of order—strictly speaking, the simple bubble sort works—but 
we would also like our algorithm also to exhibit no worse than heapsort’s 

 time for arbitrary inputs.

1. Input sizes, not inputs.  We emphasize that we are discussing worst-case analysis:  For a 
given input size ,   means that ’s worst time over all inputs of size  is 
less than ’s worst time over all inputs of the same size.  This does not preclude  from 
outperforming  on some inputs of the same size.
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1.1 The Problem of Searching
In this Ph.D. dissertation it is primarily this 4th issue that we deal with, in the domain 
of data structures, and in particular, the searching problem.  We are seeking an on-line 
algorithm for storage and retrieval which is no worse than a balanced tree for arbitrary 
inputs, but which will out-perform balanced trees when it is possible to do so, i.e., 
when the access frequencies are biased.

In the remainder of this chapter we discuss various aspects of the searching problem 
from both the historical point of view and from the point of view of our own contribu-
tions.  Sections 1.1 through 1.8 outline the searching problem with emphasis on the 
historical scientific developments relevant to this dissertation, particularly the notions 
of biasedness, amortized complexity and competitiveness.  In sections 1.9 through 
1.12 we briefly outline our own contributions, broadly divided into two groups of 
results: (1) a general theory of multi-way self-adjustment and (2) a refutation of 
Sherk’s k-splay conjecture.

1.1 The Problem of Searching

The searching problem was one of the first deeply-studied issues in informatics, and 
one that continues to be of fundamental concern as the volume of information that 
must be processed never endingly grows.  As Ian Munro succinctly put it, “we are 
now living in an era where  equals 7”2, humorously referring to a remark he 
had made years earlier, that  equals 6.

Of course  is a monotonically increasing unbounded function, but one that 
grows so slowly that we can effectively regard it as a constant in discussions of algo-
rithmic complexity.  His earlier statement belies the out-dated conviction among sci-
entists that, practically speaking, we may safely assume it will never exceed 6, i.e., we 
will never be confronted with data sets whose size exceeds .  This is no longer a 
safe assumption: terra-byte storage units are not such a long way off and only a few 
million of these would be required to exceed .  And so scientists, in their quest for 
certainty, revise their conviction that in no conceivable future will we be faced with 
data sets larger than , meaning that in just a few years our perception of the utmost 
limits of computers has been increased -fold!

The usefulness of a large collection of data hinges on our ability to recall information 
from the collection, which in turn hinges on the way we organize the information:  
With data sets approaching and exceeding  elements, even a small sub-optimality 

2. December 1999, ISAAC, Chennai, India.
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1 Introduction: The Searching Problem
may be observably detrimental to performance.  And so we have the Searching Prob-
lem, simply stated as follows:

We are given a set of  elements belonging to a total ordering.  Required is a policy 
for storing, retrieving and deleting elements so that the time consumed by executing 
these operations is minimized.

This definition is really a prototype for a family of searching problems, because we 
have yet not clarified what we mean by time consumed.  There are in fact many vari-
ants of the problem:  We may be concerned with the worst-case time for individual 
operations, the worse-case time for the whole sequence of operations, the expected 
time for operations, etc.  As we shall see, our approach can differ radically, depending 
on what we consider optimal.

A significant portion of processor time around the world is dedicated to precisely this 
function: searching, retrieving and maintaining databases, which necessarily employ 
an indexing system for fast data retrieval—essentially a system of cross-referenced 
Directory data structures.  So the continued study of ways of optimizing directory per-
formance is as relevant today as it ever was.

1.2 The Static Approach

Given  elements belonging to a total ordering, the task of locating any specified ele-
ment among them is solvable in time  by performing a binary search within 
a sorted table, as depicted in FIGURE 1-1 below.  In the figure, any operation involving 

N

N
O Nlog( )

3027 3125

Search begins here

2 211814105 9 24 4944423632 50 54 55 6045 47 63 75706966 888077

1 NN 2⁄N 4⁄ 3N 4⁄

FIGURE 1-1 Classical Binary Search. FIND is guaranteed to cost ; INSERT and DELETE may 
cost as much as .

O Nlog( )
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1.3 The Dynamic Approach
the element 28 follows the path shown, starting from the tree’s median element 44 and 
halting in the shaded node, where it is concluded that the specified element is not 
present in the data set.

The idea of successively subdividing a search space is so old that we have no recorded 
reference to its first appearance.  A simple information-theoretic argument shows this 
simple approach to be optimal in the general case, one of the few situations in com-
puter science where the lower bound for a problem is known to coincide with the 
upper bound.  In terms of complexity,  is required once for constructing the 
table, whereupon  is needed for each FIND operation.  We note that this is 
not optimal in the case of biased access frequencies, which we address in section 1.4, 
“Biased Searching”, on page 7.

1.3 The Dynamic Approach

In the majority of practical applications, however, the data set  is dynamic, i.e., in 
addition to the SEARCH operation, we are obligated to supporting the INSERT and 
DELETE operations as well.  In this case the static ordered table together with binary 
search suffers from its inability to quickly insert and delete items, possibly requiring 
shifting the entire table by one position.  In fact even the expected time for insertions 
and deletions is .

AVL Trees Simple binary search trees (non-balanced) are better in that they provide  
access on average; it is however a trivial matter to construct a sequence of  opera-
tions, starting from the empty tree, costing .  The first solution to this problem 
appeared in [AVL62], in which the authors propose (in the space of just four pages!) 
the so-called AVL trees, a variety of height-balanced trees in which INSERT, 
DELETE and FIND are guaranteed to take place in  time.  The paper is of 
monumental importance to computer science, focusing our attention on the worst-case 
performance of a data structure, and giving rise to an entire research school.  The 
invariant condition maintained is that the height of the left- and right-subtrees may 
differ by no more than 1.  When this is violated due to an insertion or deletion, the bal-
ance is restored by adjusting the heights of tree branches with a simple technique 
(rotations), which keeps the length of all branches at .  In FIGURE 1-2 below 
we see the most imbalanced AVL trees for height .  

In order to place an upper bound on the depth of these trees, we equivalently place a 
lower bound on the size of the tree for a given 
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1 Introduction: The Searching Problem
depth:  Since the smallest tree with height  clearly has as left- and right-subtrees the 
smallest trees of height  and , we have a recurrence relation resembling the 
Fibonacci sequence, and conclude that the size of these trees is

which in turn implies that a tree on  nodes has depth .  It is interesting to 
note that this solution was given in a time when the first large computing systems 
were already available, when operating systems had already been written, when FOR-
TRAN had been defined and a compiler had been written for it.

Other forms of uniformly balanced trees are possible too, for example Red-Black 
trees [Bay72] [GS78].

B-Trees and other
developments

Two important successors to this idea are the Half Balanced Trees [Oli82] and the B-
trees [Bay72] [Com79] [HS78].

1. The former have the advantage of achieving balance without specially reconnect-
ing the elements.

2. The second provided two ground-breaking ideas: (a) the possibility of multi-way 
searching (for which binary search trees are a special case) using nodes of degree 

, and (b) the possibility of achieving balance by adjusting node degrees, keep-
ing them between  and . B-trees have been shown to be especially suitable for 
data stored in external memory (on disk) because the node degree can be correlated 
to the physical unit allocation size on disk, and thus we can directly optimize the 
number of disk reads and writes.  It is primarily B+-trees [BY89], a variant of B-

FIGURE 1-2 AVL balance.  The smallest trees of  height 0, 1, 2, 3, 4 and 5 are shown.  All branches have 
length .Θ Nlog( )
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1.4 Biased Searching
trees, that are used in database systems.  Each tree branch has depth , 
offering a  factor of improvement with respect to their binary counter-parts.  
The issue of whether self-adjusting B-trees can offer an analogous improvement 
with respect to self-adjusting binary trees is the subject of Chapter 3, “The Limita-
tions of Multi-Way Self-Adjusting Schemata”.

1.4 Biased Searching

Paradoxically the main disadvantage of balanced trees comes as a result of their unan-
ticipated success in achieving balance:  All their branches have approximately the 
same length, , resulting in the majority of elements being found at a depth of 

.  A given frequently recurring element (e.g., the word “and” in a large text, 
the variable “i” in a C program, the word “porno” in Europe’s web pages, ...) will 
therefore likely be positioned at a depth of  by the balancing mechanism, 
and will remain there regardless of how many times we request it.  The time 
required for  successive queries of that element will therefore be  steps, 
whereas in principle (in the extremely biased case where we search primarily for that 
element), by placing that element next to the root, the same sequence of requests 
could cost only ,  for constructing the tree and  for 
the  FIND operations.  In moderately large data sets, e.g., , the  fac-
tor takes on values near 20, causing the resulting search to be suboptimal by a factor 
of 20.

Biased search trees To cope with the situation in which elements are requested with different frequencies, 
the so-called “biased trees” were proposed, with Donald E. Knuth as the main instiga-
tor [Knu71].  In these trees each element is assigned a weight reflecting its access fre-
quency; the tree is then constructed taking into account these weights.  It is 
straightforward to construct the optimal static tree for the given weights with a 
dynamic programming algorithm costing 3.  Thereafter each search request is 
carried out as usual.  Since the tree may be imbalanced, the cost of a single operation 
may exceed —in fact it may be as great as —but the expected time is optimal.

In FIGURE 1-3 below we see side-by-side a balanced tree and a biased tree with the 
same nodes and access frequencies: A=.15, B=.6, C=.01, D=.037, E=.0025, F=.01, 
G=.0004, H=.0025, I=.0004, J=.0002, K=.15, L=.037.  The expected number of nodes 
visited per search in the biased tree is 0.6 + 2*2*0.15 + 2*3*0.037 + 2*4*0.01 + 
2*5*0.0025 + 2*6*0.0004 + 7*0.0002 = 1.5332 nodes visited.

Θ logbN( )
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3. This has been successively improved by [HT72], [GW77] and [Lar87], giving us an algo-
rithm for constructing the optimal tree in time .
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1 Introduction: The Searching Problem
In the uniformly balanced tree we have 4*.15 + 3*.6 + 4*.01 + 2*.037 + 4*.0025 + 
3*.01 + 4*.0004 + 1*.0025 + 4*.0004 + 3*.0002 + 2*.015 + 3*.037 = 2.7013, nearly 
twice that of the biased tree.  We note that this ratio can be made as large as desired:  It 
is possible to construct trees of arbitrary depth with constant expected access time 
simply by insuring that the nodes more distant from the root have exponentially 
diminishing access frequency.

The first biased trees were binary and static, but over the course of time both multi-
way biased trees [Got81] and dynamic biased trees [Mel79] appeared.

While in principle biased trees overcome the “over-balancedness” of uniformly bal-
anced trees, the disadvantage of this idea comes from the following three facts:

1. The true weights are unknown.  What weight-coefficients could we assign, for 
example, to online web-pages?

2. The true weights may change over time.
3. In many everyday practical applications, the search weights are not even well-

defined.  A characteristic and extremely relevant example (but by no means the 
only one!) is that of searching the Internet:  Web pages and topics come into and 
recede from popularity in a manner highly volatile and erratic.  No constant search 
weights could be conceivably assigned in such a chaotic regime.
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FIGURE 1-3 Biased Trees: Depth depends on weight.  The tree shown on the left is uniformly balanced and 
highly non-optimum for the assigned weights.  The tree shown on the right is highly 
imbalanced but optimal for the assigned weights.
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1.5 Operation Histories, Amortized Analysis and Competitive Cost-Analysis
1.5 Operation Histories, Amortized Analysis and Competitive Cost-Analysis

A more contemporary, comprehensive approach to the issue of searching can only be 
expressed within the framework of several new concepts which matured around 1985.

Histories and
Amortized Cost

The first and simplest is that, in the searching problem, we are not dealing with iso-
lated operations, but rather with a history  of  operations , each of 
whose purpose is the insertion, deletion or location of a single element from the entire 
set of elements.  In phase  the cost of operation  is , and we no longer insist on 
bounding each and every , but rather in bounding the total cost

or, equivalently, the “average cost”

This perspective gives us a certain degree of freedom with respect to configurations 
that we allow our data structure to pass through:  The data may be organized so that an 
operation may on some occasions be costly, but on other occasions be much cheaper, 
so that the average cost is maintained within desired bounds.  In this analytical frame-
work, it is reasonable to say that the “cheap” operations “pay for” the more “expen-
sive” ones, and we refer to this method of cost analysis as “amortized analysis”.

While it is possible to formalize a credit-debit scheme for proving the amortized com-
plexity of a data structure, the usual method involves a “potential” function , 
defined on data structure configurations, whose role is as follows:  For each operation 

 we wish to bound the change in potential incurred by the operation, showing 
that

where  is the value of  on the data structure configuration before applying 
operation ,  is the value on the data structure configuration after the applica-
tion of  and  is the amortized cost that we wish to prove for operation .  If the 
above inequality holds, then
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1 Introduction: The Searching Problem
If  is then large enough, we can say that  is the amortized cost of operation , 
for  will be insignificant compared with the rest of the summation, provided 

 is bounded appropriately and .

With respect to the searching problem, we generally take  to be  for some 
small value of , so that all our operations have the same complexity as traditionally, 
but in an amortized sense.

Competitiveness The above concepts of average cost and amortized analysis are supplemented by a 
third concept:  How can we assess an algorithm’s performance when it is to confront 
an entire history of operations?  In this case the worst-case per operation analysis is 
not very enlightening, for even a single expensive operation within the entire history 
forces us to conclude that its worst-case behaviour is that of the most expensive.  The 
worst-case history analysis (i.e., worst case amortized cost) is a better criterion (when 
not dealing with real-time constraints) but it does not inform us about the algorithm’s 
behaviour on histories whose structure admits a lower complexity, as mentioned ear-
lier.  We explain:

In a long history in which all elements are accessed with approximately equal fre-
quencies, we cannot expect to do better than would a uniformly balanced tree; how-
ever if we repeatedly access one element, then simply saying that “the algorithm’s 
worst-case time is  because there exists a history  of  operations for which 
the algorithm requires ” does not satisfy us:  We would like to know how 
it performs on other histories too, not just those requiring the greatest possible 
resources.  If we consider the history  a parameter, then how may we estimate the 
algorithms behaviour?  The answer lies in the concept of competitive analysis:

We specify a collection  of available algorithms and among these we distinguish the 
one whose complexity we are interested in understanding, say .  Often the class  
consists of all off-line algorithms, with which we are interested in comparing algo-
rithm . See FIGURE 1-4 below.  ’s behaviour is deterministic and known to us, for 
we designed it; however, we may know little or nothing about the other algorithms in 

 or what sort of tricks they use to process histories of operations.  In certain situa-
tions we are in a position to prove that for any history  whatsoever, algorithm ’s 
cost for  is no more than  times that of any other—and hence of the optimal—for 
some constant .  In other words, .  In this case we 
know that our algorithm  is (within a factor of ) optimal w.r.t. worst-case perfor-
mance, and moreover, when the history permits a lower complexity, our algorithm 
performs analogously better, being competitive with the algorithm that is optimal for 
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ĉi k Nlog
k

Nlog H M
Θ M Nlog( )

H

C
A

A A

C
H A

H k
k k H B CA H( ) k C⋅ B H( )≤∀∀∃

A k
10 Multi-way self-adjusting data structures



1.6 Sleator and Tarjan’s Self-Adjusting Trees: The Dynamic Optimality Conjecture
that history.  The constant  in the above discussion is called the competitive con-

stant of algorithm  with respect to the class .

This is a very favourable situation, for it means that our algorithm, in spite of the fact 
that it is confronting an unknown history of operations, competes well with the other 
algorithms—especially if the competitive constant  is not too large—even with 
those possessing prophetical wizardry.

With these concepts at hand we may ask:  Do there exist competitive algorithms 
for the searching problem?  Or does every online algorithm suffer from the fact 
that it may decide badly, causing it to be arbitrarily worse than the optimal algorithm 
for some history ?

It is especially provocative that this fundamental question in computer science has 
been posed with theoretical rigour, studied by well-known, capable scientists and has 
nonetheless remained unanswered over the last twenty years.

This question was not even expressible until the early 1980s, when concepts such 
as amortized analysis and competitiveness were first formulated.  So 40-odd years 
went by before the question was even raised, and today the answer is still unknown...

1.6 Sleator and Tarjan’s Self-Adjusting Trees: The Dynamic Optimality 
Conjecture

The first step in this new framework was made by Sleator and Tarjan in 1983–1985, 
reviving and overhauling a ground-breaking idea from several years earlier, that of 
self-adjustment.  They proposed the following:  In order that a data structure solve 

k

Data
Structure

Receive Request 1

Receive Request k

Process Request 1

Process Request k

Online Algorithm A Offline Algorithm B

Receive Request 1

Receive Request k

Process all requests
(optimized)
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FIGURE 1-4 Competitiveness:  For any given history , algorithm  is no more than  times slower than H A k
B
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k
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1 Introduction: The Searching Problem
competitively the problem of searching when confronted with a future and entirely 
unknown history, we allow the structure to modify itself when executing the various 
operations, even FIND, so that it gradually adapts to search requirements which are 
dynamically unfolded as the history of operations on the structure evolves.

Linear Self-
Adjustment

The simplest case of searching within a linear list can be made dynamic with the 
Move-To-Front heuristic (MTF)4: Each time an element is requested, it is uncoupled 
from the list and reinserted at the list’s head, as illustrated in FIGURE 1-5 below.  In this 

example, we can see side-by-side a static list, the optimal dynamic list and the list 
maintained by the Move-To-Front heuristic.  It is easy to see how the static list can 
behave badly: we repeatedly ask for the last element in the list.  Both the optimal 
dynamic list and MTF combat this by placing the element at the lists head.  The 
Move-To-Front heuristic can also be made to behave badly, if we repeatedly ask for 
the element at the lists tail, but in this case the dynamic list cannot do much better, for 
all elements are requested cyclically, and it can be seen that it is only 2 times faster 
than MTF.

4. There are other possibilities too for linear self-adjustment schemes: Promoting the 
requested element by one position or by a constant fraction of the positions traversed are 
also possible.

lookup(girl)

lookup(mind)

lookup(boy)

lookup(mind)

Static Optimal Move-To-Front

cost=2

cost=5

cost=1

cost=5

total=13

cost=2

cost=5

cost=1

cost=2

total=10

cost=2

cost=5

cost=3

cost=2

total=12

boy girl gold salt mind body

boy girl gold salt mind body

boy girl gold salt mind body

boy girl gold salt mind body

boy girl gold salt mind body

boy girl gold salt mind body

boygirl gold salt mind body

boygirl gold saltmind body

boy girl gold saltmind body

boy girl gold saltmind body

boy girl gold salt mind body

boy girl gold salt mind body

boy girl gold saltmind body

boy girl gold saltmind body

boy girl gold saltmind body

FIGURE 1-5 Move-To-Front Heuristic: A Competitive Scheme for Searching, with competitive constant 
.  The static list performs no self-adjustment; the Move-To-Front heuristic decouples 

the requested element and reinserts it at the list’s head; the optimal list is free to do as it 
desires.  We count the number of elements traversed in the list. In the case of the static list and 
MTF, this is simply the element’s position in the list; the optimal list is free to search beyond if 
it “knows” that this will be beneficial.

k 2=
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1.6 Sleator and Tarjan’s Self-Adjusting Trees: The Dynamic Optimality Conjecture
Tree-Based Self-
Adjustment

Sleator and Tarjan [ST83a] [ST85b] succeeded in devising a self-adjusting binary 
search tree and in proving that it is competitive with respect to any other static tree 
(the Static Optimality Lemma).  It works as follows:  We are again interested in mov-
ing the requested element towards the starting point of our search.  We cannot directly 
decouple it and move it elsewhere, for that would violate the search tree invariant con-
dition which states that at each node the stored element must be greater than all ele-
ments in the left subtree and less than all elements in the right subtree.  We must 
therefore move it via rotation operations which preserve the search tree invariant con-
dition.  Sleator and Tarjan give two such operations, the so-called “zig-zig” and “zig-
zag” operations (see FIGURE 1-6 below).  These are applied repetitively along the 

search path from the requested element upwards to the root, following each INSERT/
DELETE/FIND operation.  The effects of a series of zig-zig and zig-zag operations is 
illustrated in FIGURE 1-7 on page 14.  

This is a remarkable result, for it shows that their structure solves the problem of static 
biasedness in an on-line fashion.  Moreover, since it is self-adjusting, does not require 
superfluous or erroneous assumptions about the access frequencies of the various ele-
ments.

Dynamic
Optimality

These trees were dubbed “splay trees”.  We know that splay trees have better compet-
itive properties than anything previously known.  Are they, however, competitive with 
respect to other similar forms of dynamic trees?  Sleator and Tarjan’s conjecture, the 
“Dynamic Optimality Conjecture” is that, yes, they are competitive with respect to 
any self-adjusting binary tree that is maintained by rotations.  It has remained unan-
swered for more that 16 years since its appearance.  The ambitions of the researchers 

zig-zig
zig-zagz

x D

yA

B C

y

x z

A B C D

x

yA

zB

C D

z

y D

x C

A B

cursor cursor

cursor cursor

FIGURE 1-6 Sleator and Tarjan’s splay transformations.  (The other two symmetric cases are omitted.)  
Squares correspond to nodes along the search path which are rearranged; circles correspond to 
entire subtrees that are moved atomically from their position indicated in the left-hand side 
(“before-schema”) to that indicated in the right-hand side (“after-schema”).  These are applied 
iteratively along the search path upwards to the root following each data structure access.  
Each operation redefines the cursor, so that the next operation “takes over” where it left off.
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1 Introduction: The Searching Problem
entangled in this dissertation were to make one or two small but definite steps towards 
this summit.
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FIGURE 1-7 A sequence of splay-steps applied to the tree along the search path beginning at the requested 
node and moving upwards towards the root.  The first transformation is a zig-zag; the second 
is a zig-zig.  The result shows how the path length is reduced by a factor of 2.
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1.7 Subramanian’s Interpretation
1.7 Subramanian’s Interpretation

Up until 1996 both the splay trees of Sleator and Tarjan and the -splay of Sherk were 
marvelous anomalies in the world of data structures, with clearly ad hoc proofs of 
their performance when used for the problem of searching.

In 1996 Ashok Subramanian took a crack at the interesting task of trying to show why 
splay trees function as they do.  He discovered some more general reasons why a 
binary tree can be self-adjusted as it is used.  More specifically, he defined the notion 
of a template, expressing self-adjustment in terms of template application, and 
gave general sufficient conditions under which self-adjustment provides  amor-
tized complexity.  See FIGURE 1-8 below.   
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FIGURE 1-8 Subramanian’s templates and their application.  In much the same way as Sleator and Tarjan’s 
original splay, these templates are applied along the search path starting from the requested 
element and moving upwards along the search path to the root. The figure show a template 
with 8 internal nodes and 9 external nodes.  A self-adjustment policy consists of a set of such 
templates.
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1 Introduction: The Searching Problem
Subramanian’s interpretation, however, has certain deficiencies:  The conditions he 
gives are rather restrictive and it is difficult to provide a natural explanation for them.  
As a first research step, we chose to tidy up the landscape opened by Subramanian and 
to unite binary trees with multi-way trees.

1.8 Sherk’s Multi-Way Self-Adjusting Trees

With the fact that the most highly-used trees in practical applications and in commer-
cial software are the B-trees and their variants, Sleator and Tarjan raised the natural 
question (1983–85): What can we achieve in the way of self-adjustment with B-trees 
or related trees?

Ten years passed before a minimal and partial answer was given by Sherk, who pro-
vided the following natural self-adjustment scheme for trees of degree , calling it 
“ -splay”:  Given a tree  with a cursor indicating some node in , we consider the 
cursored node together with its  ancestor nodes: in total  nodes along the 
search path and  edges leading to various subtrees.  These we arrange into a 2-
tiered structure as depicted in FIGURE 1-9 below.  As with the classical splay, following 

k
k T T

k k 1+
k2

k-splay

A B C Y

U V W X

D R S T

E F G H

I J P Q
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A B C D E F G H I J K L M N O P VUTSRQ W X Y

cursor

cursor

FIGURE 1-9 Sherk’s -splay template, shown for . As in the case of Sleator and Tarjan’s splay 
operation for binary trees, this describes a set of transformations that are intended to be applied 
along the search path following each Insert/Delete/Find operation, beginning from the 
requested element and leading up to the root.

k k 5=
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1.9 Our Own Work and Results
each Intert/Delete/Find operation this restructuring is applied repetitively along the 
search path, starting from the requested element and terminating when we reach the 
tree’s root.

When dealing with multi-way trees, we are interested in examining the number of 
nodes visited rather than the total work, for it is precisely a reduction in the number 
of nodes visited that makes B-trees more useful than their binary counterparts in data-
base applications.

In his paper Sherk proved that their performance is  nodes visited (amor-
tized), the same as for splay trees.  This seems a rather weak result, for in -way trees, 
one would expect that we could get a better performance, , similar to the 
way that B-trees improve on the performance of binary trees, reducing the number of 
nodes visited in the worst case from  to .

The -splay self-adjustment scheme, because of its symmetry and naturalness, seems 
to be the most likely candidate for a scheme visiting  nodes per access 
(amortized), and Sherk himself reports unsuccessful attempts at proving this stronger 
bound.  His opinion is that quite different techniques will be required to eliminate the 

 factor from the analysis, which would prove its  behaviour.

As it turns out, -splay cannot guarantee such a performance, which we prove 
in Chapter 3, “The Limitations of Multi-Way Self-Adjusting Schemata”.  We exhibit a 
family of trees of height  which essentially remain invariant under -splaying.  
In spite of the search path being reduced in length by a factor of , other paths must 
be lengthened, and in our construction, while a path of length  is compressed, 
another subtree of height  must be moved down from its position under the 
root, giving the whole tree a height of  again.  Thus the “large” height of  
is never reduced by -splay, proving that -splay exhibits a worst-case  com-
plexity rather than the desired .

1.9 Our Own Work and Results

Our work in this field has two sides, one of a positive nature and the other negative.

Positive Results Our principal positive contribution lies in a particular generalization of the conditions 
under which a self-adjusting tree can guarantee an  amortized cost.  We gen-
eralize the splay technique, achieving the following:
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1 Introduction: The Searching Problem
• Multi-way trees.  In fact we do not insist that the data structure is a search tree; any 
data structure whose underlying storage scheme is a tree is candidate 
for self-adjustment.

• A drastic relaxation of the conditions under which splaying guarantees an amor-
tized cost of .

• Development of a theory and calculus, uniting various aspects of self-adjustment 
and eliminating the need for long ad hoc proofs of complexity for self-adjustment 
schemata.

These are achieved by reformulating the potential function, transferring it from nodes 
to edges.  This gives rise to a natural interpretation of the potential function as well as 
a handy logistics scheme enabling us to cancel out more terms in the expressions that 
arise than was possible with Subramanians analysis, giving a much tighter analysis.  
See FIGURE 1-10 below.  

The amortized analysis for self-adjustment requires estimating the change in potential 
over each self-adjustment step.  Our specific formulation of the potential allows the 
change to be formulated in terms of “loss” and “gain”, with a clear separation between 
the loss and gain, the loss being associated with edges in the before-template and the 
gain with edges in the after-template.  This in turn allows a greater precision in the 
analysis, permitting the cancellation of more terms than was previously possible, and 
leads to a slackening of the conditions required for  performance.  Moreover, 
the template view of self-adjustment, together with this “loss/gain” formulation of 
potential change, gives rise to a powerful “+/– calculus” which greatly facilitates the 
analysis and comparison candidate self-adjustment schemes.  See FIGURE 1-11 below. 
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FIGURE 1-10 Potential on edges.  The potential along a given edge is a sort of normalized indicator of how 

much progress we make by traversing that edge during a search, with norm 1 meaning that we 
reduce our search space by half.
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1.9 Our Own Work and Results
The conditions required by Subramanian’s proof are restrictive and unnatural.  We 
succeeded in drastically weakening the splay criteria so that most template sets satisfy 
the criteria.  The basic criteria required by our proof is illustrated in FIGURE 1-12 below. 

The criteria that we prove sufficient for amortized  cost are:

1. “path-oriented”: The before-scheme must be a path;
2. “branching”: the after-schema must be a proper tree and not a path;
3. “progress”: the cursored node may not be the bottom node in the after-scheme.

splay
5–

4–

2–

2+

4+

1+

cursor

cursor

FIGURE 1-11 Sample of the +/- calculus. The cursored node in each tree is indicated in gray.  This is a 
depiction of the exact change in potential resulting from a single splay-step.  A minus along 
an edge indicates that the potential decreased by that edge’s progress factor; a plus indicates 
that it increased by that edge’s progress factor.
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FIGURE 1-12 Branching and progress in a single self-adjusting step.  The before-scheme is a path.  The 
template’s after-scheme exhibits two properties: (1) the internal nodes form a proper tree, and 
(2) there is at least one internal node below the cursor (shaded).
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1 Introduction: The Searching Problem
These are fully explained in the following chapter.

Negative Results Our principal negative contribution is a proof that Sherk’s natural -splay technique 
cannot guarantee a worst-case cost of  visited nodes per splay operation.  
The proof is by providing a concrete counter-example which refutes the conjecture.  
We essentially exhibit a family of trees which remain invariant (modulo a recursive 
reordering of the children) under Sherk’s -splay operation.  See FIGURE 1-13 below. 

The trees comprising the counter-example exhibit extraordinary symmetries although 
the proof of their complexity is quite tedious due to the fact that it must faithfully mir-
ror through induction the recursive structure of the trees.

Although our proof does not directly imply the impossibility that another splay-like 
multi-way self-adjusting scheme could conceivably cost  amortized, 
Sherk’s trees were the only candidate for such a structure, and the fact that our 
counter-example causes them to behave like binary trees lends evidence to the claim 
that no such structure exists, i.e., that any such structure can be made to behave as 
though it were operating on a binary tree.

1.10 Interpreting Our Results

The generalization (the degree to which we were able to relax the splay conditions) 
that we achieved for splaying is rather astonishing: The vast majority of operations 
(i.e., the vast majority of template sets), when applied successively (bottom-up) along 
the search path, bestow it with a guaranteed amortized time of .  This gives 
us an enormous amount of freedom in the way we maintain the tree, which in turn 

k
O logkN( )

k

k-Splay

FIGURE 1-13 An -tree as defined in Chapter 3, used to refute Sherk’s claim for .ω3
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1.11 From here onwards
means that any amortized log-time data structure can realistically co-exist with any 
other tree-like structure over the same elements.  This fact has yet to be exploited.

The counter-example that we demonstrate for Sherks -splay operation, the only rea-
sonable candidate for a splay-like self-adjustment policy over multi-way trees con-
ceivably giving  amortized nodes visited, gives strong evidence for the non-
existence of a multi-way self-adjustment scheme with worst-time nodes visited better 
than that of a binary tree.  That is exceptionally interesting because it raises the issue 
of the limits of self-adjustment:  What else can we possibly have (and with what sort 
of theoretical foundations) in the way of a self-adjustment scheme, other than splay 
trees?

1.11 From here onwards

Many questions were raised relating to the theory and problems that we examined.  Of 
those, the most basic are:

1. In the end, does there exist a multi-way splay tree with  amortized num-
ber of visited nodes?  One relevant answer that has been given [Mar91] does not 
utilize a splay-like scheme, but rather a suitable collection of B-trees, effectively 
implementing a system of cascaded caching.  Unfortunately interpreting this result 
falls completely outside the general framework so far given by us.

2. Can we have a theory of other potential functions, e.g., height-based or asymmet-
ric?  Other important properties of splaying, e.g., the scanning theorem, and the 
dynamic finger theorem, have been proved with other potential.

3. What holds for templates whose size is not restricted to ?  Many well-known 
balancing techniques can be expressed as templates of unbounded size.

4. Can our theory be used to prove even a weak variant of the dynamic optimality 
conjecture?  Can it be used to show that all splay-like self-adjusting schemes are 
mutually competitive?

5. Is the technique for creating counterexamples for -splay generalizable?  Is it pos-
sible that such a generalization could include a counterexample to the dynamic 
optimality conjecture?

1.12 Summary of the Contribution of the Present Dissertation

Summarizing, we enumerate in a single table the following contributions in the 
present doctoral thesis:

k
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1.12 Summary of the Contribution of the Present Dissertation
TABLE 1-1 Summary of our contribution.

Theory The generalized theorem 
for multi-way self-adjust-
ing trees

It is the most general theorem known at this time with 
only one precedent, the work of Subramanian.  Our theo-
rem is the first relating to multi-way trees.

The counterexample for 
Sherks -splay trees

One of the very few counterexamples known in the realm 
of self-adjusting schemes, and one with no similar coun-
terpart.

Techniques Placement of the potential 
function on the edges

This is an innovative contribution of our work and was 
the relevant analytical tool that led to the development of 
generalized splay trees.

The +/– calculus An innovation with no analogous precedent.

The technique used for 
constructing counterexam-
ples to splaying schemes

An innovation without precedent.

Applications The merge-split trees These achieve the same performance as Sherks -splay, 
but with a much simpler method (depth-2 templates) and 
proof.

The analysis of the path-
balance heuristic

The preceding ad hoc analysis required many pages.  
Ours exceedingly shorter and follows general principles.

The repeated-halving 
splay trees

The first known splay-like scheme where the search path 
is so highly compressed (to length ), while the 
amortized cost remains 

k

k

Nlog
O Nlog( )
Multi-way self-adjusting data structures 23



1 Introduction: The Searching Problem
24 Multi-way self-adjusting data structures



Chapter 2 Multi-way Splaying:
A General Theory and Calculus
his chapter contains the first of the two main contributions of this dis-
sertation: the development of a general theory of multi-way self-adjust-
ing trees.  In section 2.1 we briefly summarize the contributions which 
are explained fully in the remainder of the chapter.  In section 2.2 we 
present Sleator and Tarjan’s amortized analysis of binary splay trees, an 

understanding of which is useful for understanding the remainder of the chapter.  In 
section 2.3 we present our first result: the “Merge-Split Trees”, a B-tree-like multi-
way self-adjustment scheme, with an ad hoc analysis of their amortized performance.  
In section 2.4 we begin our exposition of the general theory, presenting formally the 
necessary concepts and definitions.  In section 2.5 we define multi-way templates, 
which we adopt as the basis for a multi-way self-adjustment policy.  We also present 
characterizations of template families which in a later section we will prove sufficient 
to guarantee the amortized logarithmic complexity of any self-adjustment policy 
maintained with such template sets.  In sections 2.6 and 2.7 we define potential on 
trees and show how it changes over a template application.  In section 2.8 we prove 
some lemmata necessary for the main results of the chapter.  In section 2.9 we prove 
the main results of the chapter: the amortized  cost of self-adjustment poli-
cies maintain with our template sets, and their static optimality.  Finally in section 
2.10 we present some applications of the theory.  We revisit the Median-Split Trees 
presented in section 2.3, showing how the theory permits a much simpler analysis.  
We also present Balasubramanian and Raman’s Path-Balance Heuristic [BR95], 
showing the beauty and simplicity of the analysis with our theoretical tools.

T

O Nlog( )
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2 Multi-way Splaying: A General Theory and Calculus
2.1 Our Accomplishments

Our work began with attempts to produce a multi-way self-adjusting scheme simpler 
than that of Sherk and culminated in a general theory of self-adjusting multi-way 
trees, generalizing the work of [AM78], [ST5b], [She95] and [Sub96].

Our first result is a B-tree-like multi-way self-adjusting policy for search-trees, which 
we call “Merge-Split Trees”. It offers certain advantages with respect to Sherk’s -
trees, primarily in its simplicity.  The number of nodes considerd by Sherk at each 
self-adjustment step is , whereas in our trees is .  It is unknown whether the 
total number of nodes visited is , whereas for Sherk’s -trees, this is refuted 
(the principal result of Chapter 3, “The Limitations of Multi-Way Self-Adjusting 
Schemata”).  The Merge-Split Trees are presented in section 2.3 below.

The principal result in this chapter is the development of a general theory of multi-
way self-adjusting trees.  The results obtained are general enough to be applied to 
other data structures whose underlying storage scheme is a multi-way tree, e.g., multi-
way heaps.  It provides a framework for the characterization and comparison for vari-
ous mult-way self-adjustment schemes.

Subramanian [Sub96] attempted something similar for self-adjusting trees, presenting 
self-adjustment as the application of templates and proving that a self-adjustment pol-
icy respecting certain criteria has amortized cost  per operation.  We general-
ize the templates of Subramanian, developing a similar theory for multi-way trees.  
The sufficient conditions we give, however, are much more relaxed than that of Sub-
ramanian.

Recall the templates introduced by Subramanian, defined in section 1.7 and illustrated 
again in FIGURE 2-1 below.  The criteria required by Subramanian to insure  
amortized cost are:

1. strict growth of the current subtree at each stage—that which was below the cursor 
remains below, and moreover is strictly augmented by each template application;

2. depth-reducing—the two bottom subtrees of  are reassigned positions strictly 
higher in the search tree;

3. progress—the stipulation that template nodes not below the cursor be moved 
below the cursor within  template applications;

We relax the conditions necessary for  amortized cost to the following:

1. (progress) the cursor in  has a strict internal descendent.  [This loosely corre-
sponds to Subramanian’s strict growth criterion, but is more relaxed:  the current 
subtree will always acquire new elements, it may however lose some elements at 
any stage.]
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2.1 Our Accomplishments
2. (production)  is branching.  [This corresponds loosely to Subramanian’s depth-
reduction, which is guaranteed to branch within two iterations.  We stress however 
that the reason that his templates work is not the fact that the two bottom nodes are 
moved upwards, but rather that branching is achieved.  This is clear in the context 
of multi-way trees, where by decreasing node degrees we can actually lengthen the 
search path while achieving branching, a feature not possible with fixed-degree 
trees.  As we show, this still works.]

3. The awkward progress criterion of [Sub96] has been entirely done away with.

Thus our theory is a strict superset of Subramanian’s:  We are able to handle 
all of the template sets satisfying the criteria articulated in [Sub96] and many more for 
which Subramanian’s analysis does not apply because his conditions are not met.
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FIGURE 2-1 Template of Subramanian. Self-adjustment is achieved through successive application of such 
templates taken from a template-set.  The self-adjustment scheme has guaranteed amortized 

 complexity if Subramanian’s criteria are satisfied: (1) strict growth of the current 
subtree at each stage, (2) depth-reduction - the two trees D and E in the before-schema must be 
moved by the template to positions strictly closer to the root, and  (3) progress - the subtrees A, 
B, C, F, G, H and I must be moved below the cursor within  template applications.

O Nlog( )

O 1( )

τ– (before-template) τ+ (after-template)

τ+
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2 Multi-way Splaying: A General Theory and Calculus
To achieve this analysis we present another essentially equivalent form of Sleator and 
Tarjan’s potential function  which permits a closer scrutiny of the loss/gain associ-
ated with a template application.

The impression left by Subramanian’s work is that a very strict set of conditions needs 
to be adhered to in order for the self-adjustment policy to have amortized logarithmic 
complexity.  Our results change this view of things: The impression left is that the 
vast majority of self-adjustment schemes satisfy our criteria and thus have 
amortized logarithmic complexity.

The implications of this are that we are left with an enormous degree of freedom to 
choose a self-adjustment policy—i.e. a template set—which suits us.  If we are deal-
ing with a data structure with many other constraints due to invariant conditions 
present, it may not be possible to find a template set that respects the invariant condi-
tions and fulfills the conditions set out by Subramanian.  Our analysis shows this not 
to be such an insurrmountable problem, for the majority of schemes will work.

2.2 Analysis of Sleator and Tarjan’s splay operation for binary trees.

We begin by showing a concise version of Sleator and Tarjan’s analysis for splaying 
binary trees, by now classic.  We show first the potential function paradigm in some 
detail and then the specific analysis required for splay.  Readers intimately familiar 
with this topic may skip ahead to section 2.3

Amortized analysis
with Potential

When confronted with a history  of  operations , in our case FIND 
operations to execute, let  be the cost of each of the operations.  In our 
case each of the operations is an entire splay operation, consisting in turn of a 
sequence of splay steps.  A bird’s eye view of the situation is:

where  is the tree resulting from applying operation  to .  In our amortized 
analysis, we would like the entire sequence to be bounded by .  In order to 
prove this, it suffices to define a function  on data structure configurations and 
show that each  is bounded by , i.e., by 

.

In that case, for the total cost we have

Φ

H M σ1 σ2 … σM, , ,
c1 c2 …cM, ,

T0 T1 T2 TM 1– TM
...

σ1 σ2 σM

Ti σi Ti 1–
O M Nlog( )

Φ
ci O Nlog( ) ∆Φ+

O Nlog( ) Φ Ti( ) Φ Ti 1–( )–+
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2.2 Analysis of Sleator and Tarjan’s splay operation for binary trees.
which proves the desired bound on complexity as long as  is non-negative and 
 is sufficiently large, i.e.  is

.

There are other possibilities too, including the so-called “accounting method” where a 
credit-debit scheme is introduced to show how the “cheaper” operations “pay for” the 
more “expensive” operations.

As well, it is sometimes possible to perform a direct analysis of the cost of a sequence 
of  operations (the so-called “direct method”) without resorting to either potential 
functions or a credit-debit scheme.  We restrict our attention here to the potential func-
tion approach, for it is precisely a reformulation of Sleator and Tarjan’s potential func-
tion  that enables us to generalize the conditions under which a  amortized 
analysis can be proved for generalized splaying.

The specific
analysis required

for splay

In the case of splaying binary trees, in order to prove the above bound for each , we 
consider the sequence of splay-steps comprising a splay operation, each consisting of 
a single zig-zig or a single zig-zag, as shown in FIGURE 2-2 below.  For this we further 

C ci

i

M

∑=

M Nlog Φ T0( ) Φ T1( )–[ ] … Φ TM 1–( ) Φ TM( )–[ ]+ ++≤

M Nlog Φ T0( ) Φ TM( )–+=

                  telescopes

Φ T( )
M M

Ω
Φ T0( )

Nlog
--------------- 
 

M

Φ logN

ci

zig-zig zig-zag

AA

DD

BB CC

AA BB CC DD

DD

CC

AA BB

AA

BB

CC DD

cursor

cursor

cursor

cursor

FIGURE 2-2 The transformations specified by Sleator and Tarjan. (The other two are symmetric.)
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2 Multi-way Splaying: A General Theory and Calculus
subdivide the changes to the data structure into subdivisions corresponding to a single 
splay step.  We consider the  splay steps  comprising a splay oper-
ation , with associated cost .

In order to show that a given operation  is bounded by

we would like to show that

where  is a quantity that telescopes over  to at most .

Sleator and Tarjan define a potential  on binary trees as

where the weight  of a node  is the number of elements in the subtree rooted at 
.  Examining then the change to  over a single splay step, the zig-zig operation, 

we note that the potential at all nodes outside the scope of the transformation (all 
nodes either further up in the tree or located in one of the subtrees which is moved 
atomically by the transformation) is left unchanged and therefore cancels out in the 
difference.  Therefore the total change in potential is summarized by the shaded nodes 
alone shown in FIGURE 2-3 below and we have

k σi 1, σi 2, … σi k,, , ,
σi ci 1, ci 2, … ci k,, , ,

Ti Ti 0,= Ti 1, Ti k 1–, Ti k, Ti 1+=...
σi 1, σi 2, σi k,

ci

O Nlog( ) Φ Ti( ) Φ Ti 1+( )–+

ci j, Z Φ Ti j 1–,( ) Φ Ti j,( )–+≤

Z σi 0, σi 1, … σi k,, , , Nlog

Φ

Φ T( ) w u( )log
u T∈
∑=

w u( ) u
u Φ

zig-zig zig-zag

AA

DD

BB CC

AA BB CC DD

DD

CC

AA BB

AA

BB

CC DD

cursor
cursor

cursor
cursor

FIGURE 2-3 For nodes outside the scope of the transformation, their weight remains unchanged; therefore 
the change in potential induced by a transformation is captured by the weight of the shaded 
nodes alone.
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2.2 Analysis of Sleator and Tarjan’s splay operation for binary trees.
where  are the weights of the subtrees rooted at A, B, C, D respectively.  
Adding and subtracting  we have

Now

because of the well-known fact that geometric mean is less than arithmetic mean, and 
the final term is clearly positive.  Therefore

EQUATION 2-1

A similar analysis for the zig-zag transformation yields that

EQUATION 2-2

In EQUATION 2-1 the expression  represents the weight of the tree under the cur-
sor before the splay-step, and  represents the weight of the tree under 
the cursor after the splay-step, which is the weight of the tree under the cursor before 
the next splay-step.  In EQUATION 2-2 the expression  is the weight under the cur-
sor before the splay-step.  Therefore, regardless of whether we apply zig-zig or zig-
zag operations, if we sum these terms over the branch leading up to the root, the sum 
telescopes to at most , where  is the weight of the tree where the splay 
operation was applied, and  is the number of nodes in the entire tree.  This is 
bounded below by .

We therefore have that  where  is the number of 
splay steps in the splay operation.  Since a splay operation involving  splay-steps 
can be taken conventionally to cost  (for otherwise we can use  rather than  
as our potential), we have that
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2 Multi-way Splaying: A General Theory and Calculus
or equivalently

 is non-negative and bounded by .  We therefore have that, for  greater 
than , the cost of the entire history is asymptotically less then , or in other 
words, the amortized cost of a splay operation is  with a small asymptotic 
constant of  where  diminishes as the length of the history grows.

A clear understanding of the method of potential analysis will be helpful for proceed-
ing to our generalization, presented in the following sections.

2.3 Our first multi-way self-adjusting scheme: “Merge-Split Trees”

Our
Accomplishment

Below we present one formulation of our first -ary self-adjusting trees with simple 
local transformations.  Our accomplishment here is an improvement with respect to 
Sherk’s -splay trees which must consider  nodes and pointers for each local 
transformation.  Our scheme considers only  nodes and pointers for each self-
adjustment step.

In the template paradigm, Sherk’s -splay policy involves templates of size  
and his template set contains  templates, although these are described algorithmi-
cally and not stored explicitly.  Still it is a measure of the complexity of a self-adjust-
ment policy.  The templates for Median-Split are of size , and the template set 
contains  templates.

The proof presented is ad hoc.  At the end of the present chapter we revisit the 
Median-Split Trees, treating them as a special case of the general theory developed 
herein.

Policy for Median-
Split

Our policy is as follows:  We assume that every node in  (except possibly ) 
has degree no less than  and no greater than , resembling in this aspect B-trees.  
During the self-adjustment, nodes may be temporarily violate this condition, but it 
will be restored by the end of each operation.  Let  be the cursored node (e.g., the 
node indicated by a FIND operation).  If  has degree less than  then we insert the 
entire node into its parent, creating a single node of degree .  
If  has degree greater than or equal to  then we split  at its median, promoting 

Φ T0( ) Φ TM( )– 3M Nlog– c1 … cM+ +( )+≥

c1 … cM+ + 3M Nlog Φ T0( ) Φ TM( )–+≤

Φ N Nlog M
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O Nlog( )
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32 Multi-way self-adjusting data structures



2.3 Our first multi-way self-adjusting scheme: “Merge-Split Trees”
its median element to ’s parent node and routing two pointers from ’s parent to the 
two pieces  and .  All this is illustrated in FIGURE 2-4 on page 33.. 

Analogous to Sleator and Tarjan’s potential defined for binary splay trees, we define 
 as follows:

u u
uL uR

merge sp
lit

merge

merge

sp
lit

FIGURE 2-4 (a) Median Split: The first possibility: a single merge followed by split.  Node  is merged 
into node , compressing the path by one level.  Then the resulting node is split, producing a 
branching at .  (b) The second possibility: Two merges followed by a split.
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w

(a)

(b)
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2 Multi-way Splaying: A General Theory and Calculus
where  is the number of children of node  in  and  is the number of ele-
ments in the subtree of  rooted at .

Split Let  be the cursored node, a child of node , having  and  children 
respectively. Let  and  be the two nodes resulting from ’s split.  It holds that 

 because no child of  has been moved upwards, only 
one of the keys in .  Then

because no other nodes in  have been altered, and so they cancel out.  This gives us

Merge and split In the case of a merge followed by a split, the potential changes as follows:

because all other nodes are left untouched and so they cancel out in the difference.  
This gives us

Here the first two terms are telescopic (the second multiplying the telescopic sum by 
at most ) and the last term, bounded between  and , covers the actual cost of 
the operations needed to rearrange the nodes.

Double merge and
split

In the case that both  and  have degree exactly , we insert  into 
, producing a node of degree ; we then insert the result into 
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2.4 General Notation and Concepts
, producing a node of degree between  and ; and finally we 
split this node, producing two nodes of degree between  and  and promoting 
its median to .  Let  be the cursored node, , 

 and .  Let  be the two nodes resulting from 
splitting  after the two merges.

The analysis is similar to the above case for merge-and-split, giving

Putting it all
together

The three preceding telescopic formulæ give us that each merge-and-split operation 
, consisting of a sequence  of merge-and-split steps, costs at 

most .  Since this expression also telescopes over the 
sequence of merge-and-split operations, the entire sequence  costs at 
most , giving a worst-case amortized cost of 

 for each merge-and-split operation.

2.4 General Notation and Concepts
At this point we begin our formal exposition of the general theory of self-adjustment, 
which will occupy us for the remainder of this chapter.  At points of extreme formality 
we try to accompany the formalities with an intuitive explanation.

DEFINITION 2-1
Tree, subtree, inter-
nal nodes, external
nodes, cursor, path

 For our purposes, a tree is a collection of vertices  and edges  forming a con-
nected directed acyclic graph , , for which the out-going edges 
of each vertex are ordered and the in-degree of each vertex is no more than 1.  In the 
hope of achieving greater clarity, we shall abuse this formality somewhat and refer to 
both nodes and edges as belonging to .

The internal nodes of  are those with out-degree at least 1.  The external nodes 
of  are those with out-degree equal to 0.

A subtree of  is any subset  which is itself a tree. The edge-ordering of  is 
inherited from that of . The root of  is the unique node  with in-degree 0, 
denoted by .  Each non-root node  has a unique parent node, denoted 
by , for which . For a given node , the tree  is 
the unique maximal subtree of  for which  is the root. Analogous to edges 
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2 Multi-way Splaying: A General Theory and Calculus
, given a sequence of nodes  for which  for 
each , we denote by  or simply  the path con-
necting  with . In general, given two nodes  and  in  for which  is a 
descendant of , we denote by  the (unique) path connecting  and .  This is 
well-defined because there is at most one path connecting any given  and  in .  
We distinguish between internal nodes, , and external nodes or leaves, 

, of , the former having out-degree no less than 2 and the latter having out-
degree equal to 0.

DEFINITION 2-2
Cursor

 A cursor into a tree  is simply a designated node of . A tree  together with a 
cursor into  is called a cursored tree, and the cursor position denoted by . 
Pictorially we show the cursor position in  by an arrow, as shown in FIGURE 2-5 
below.    

In general, any data structure implemented as a tree stores some information in the 
nodes and organizes this information according to some invariant condition.  For the 
most part we do not address this issue, but rather discuss self-adjustment in terms that 
require only the structure of the tree and not the content of its nodes or the implemen-
tation of the various operations that are to be supported.  This offers a greater flexibil-
ity, decoupling the self-adjustment theory from the data structure’s invariant 
condition.  However, we define a search tree as follows:

DEFINITION 2-3
Search tree

A search tree is a tree in which each node  contains  elements, 
 ( ) and  child-nodes, .  Furthermore 

the following condition holds at all times for all nodes :

u v,( ) T∈ u0 u1 … uk, , , ui ui 1+,( ) T∈
i 0 … k 1–, ,= u0 u1 … uk, , ,( ) u0 uk,( )

u0 uk u v T v
u u v,( ) u v

u v T
int T( )

ext T( ) T

T T T
T cur T( )

T

cursor

FIGURE 2-5 A cursored tree.  Internal nodes are shown in rectangles (internal subdivisions show where the 
keys would be stored); external nodes are shown as circles.  Internal edges are shown with 
heavy lines; external edges are shown with light lines.  The cursor is indicated with an arrow.  
The root is the top-most node.
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2.5 Templates and template sets
meaning that all the elements in subtree  fall between keys  and .  This is 
required so that we can perform searches in the tree.

2.5 Templates and template sets

Roughly speaking, a template specifies a local transformation within a multi-way tree 
without specifying the nodes’ content or the tree’s structure outside the template’s 
scope.  It simply says:  If the tree has a particular structure around its cursor, 
then perform the specified node rearrangement on the associated nodes 
around the cursor.

In a data structure supporting operations , a 
self-adjustment policy consists of the iterative application of such templates to the tree 
following the operations in .  The first template uses as its cursor the node defined 
by the operation .  Each subsequent template uses the cursor defined by the 
previous template application.

In a binary search tree, we must maintain an invariant condition at each node  
that says the elements in the left subtree are bounded above by the element stored at 
node  , and the elements in the right subtree are bound below by the element stored 
at node .  In this case we are restricted to using a template set for which each tem-
plate application preserves the above condition.  Analogous restrictions hold for -
ary search trees.

Template Definition Subramanian in [Sub96] defines a rule as a pair of binary trees, template and result, 
each with the same number of nodes.  He further restricts the template to being a path, 
and the implied cursor node in the template to being the lowest node in the path.  The 
rearrangement of the nodes hanging off the template is implicitly specified by the 
binary search tree ordering.

We expand on this concept, defining a template to be a triple  where 
the “before-schema”  and the “after-schema”  determine when the template may 
be applied and what the result will be, and the “subtree-map”  determines the desti-
nation for the peripheral subtrees (those that are moved atomically by the transforma-
tion).  More formally:

DEFINITION 2-4
Template

A template is a triple  such that the before-schema  is a tree with, 
say,  external nodes, together with a cursor position  indicating one of the 
internal nodes in .  The after-schema  is any tree with the same number  of 
external nodes, together with a cursor position  indicating one of the internal 
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2 Multi-way Splaying: A General Theory and Calculus
nodes in .  The subtree-map  is a bijection between the external nodes of  and 
the external nodes of ,

Here two aspects of templates are relaxed with respect to Subramanian.

1. We relax the binary tree restriction, allowing our tree to contain nodes of any 
degree.  The transformation in general will not preserve node degrees, and we 
accordingly relax the restriction that the before- and after-schemata have the same 
number of nodes.  We insist only that they have the same number of external 
nodes, so that the implied transformation is well-defined.

2. We relax the search tree restriction, allowing the subtree map to specify any 
replacement of the subtrees.  If we wish to use this in conjunction with search 
trees, then of course the subtree map must map the subtrees in order so as not to 
violate the invariant search tree condition.  In this case the subtree map is redun-
dant, uniquely determined by the before- and after-schemata together with the 
invariant search condition.

Pictorially, the cursor positions are indicated by arrows, and the subtree-map by 
uniquely labelling the respective nodes of  and .  See FIGURE 2-6 below.

Here the before-schema  has height 3 and the after-schema  height 2.  The inter-
nal nodes are indicated by boxes (the internal subdivisions indicate where the keys 
would go if we are dealing with a search tree), the external nodes by circles.  The 
heavier lines connect internal nodes to internal nodes; the lighter lines lead to external 
nodes (leaves).  The cursor positions in the before- and after-schemata are indicated 
by hollow arrows.

τ+ τ* τ–

τ+

τ*: ext τ–( ) ext τ+( )↔( )

τ– τ+

template rule

cursor

E

A C DB F G H

cursor

B C

A F H

D E G

FIGURE 2-6 A template for multi-way trees.  A set of such templates constitutes a self-adjustment policy.

τ– τ+
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2.5 Templates and template sets
Template
application

A template  can be applied to a cursored tree  if and only if the local structure of  
around its cursor is identical with that of :  The cursor positions must match, and 
the degrees and edge orderings must match for all internal nodes of .  With respect 
to the template in FIGURE 2-6, that means:

• the cursored node in ,  must have degree 3;

• the three children of  are unspecified—they may be any three trees whatso-
ever, including the nil tree;

•  must be of degree 4, and  is the second of ’s 
four children;

•  must be of degree 3, and  is the second of 
’s three children.

The template’s application produces a new tree  which is formed by replacing the 
part of  matching  with  and rearranging the suspended subtrees according to 
the subtree-map .

This should be clear from the diagram.  As we shall see later, this template does not 
violate any of the conditions which we set out as sufficient to guarantee  
amortized cost.

While this intuitive description is hopefully clear, the following definitions formalize 
this concept.

DEFINITION 2-5
Template matching

A template matching of a template  into a cursored tree  is a graph endomor-
phism  such that cursor positions match, node degrees are preserved for 
internal nodes, and child-ordering is preserved:

1. for all nodes , if  then ;
2. ;
3. for all nodes , we have ; and
4. if  is the -th child of  in , then  is the -th child of  in .

By extension  also maps edges to edges: For  we define 
.  If such a template-matching  exists for , then we say 

that  matches .

CLAIM 2-6
Uniqueness of 

Let  be a cursored tree and let  be a template.  If  exists, then it is 
unique for .

PROOF Let  and  be template matchings of  into  and suppose that .  Then 
there is some  such that .  Since  is a tree there is an “upper-
most” node  such that  and  for all proper ances-
tors  of  in .
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2 Multi-way Splaying: A General Theory and Calculus
Case 1: .  Then  is a descendent (not necessarily proper) of  in 
.  By property 2. above, .  So we consider the 

path

leading upward in  together with its image in  under the maps  and :

  

and

which at some point diverge in .  Let  be the last common element in  before 
divergence.  Then we have  and .  But by 
property 1. above, both  and  are edges 
in .  Therefore  does not have in-degree 1, as required for  to be a tree, a 
contradiction.

Case 2: .  Then .  But by property 1. 
above, both  and  are edges in .  
Therefore one of  and  does not preserve child ordering, contradicting property 
4. above.

This proves the claim. 

DEFINITION 2-7
Template application

A template application of a template  to a cursored tree  is the tree 
resulting from the application of  to : Formally, let  be a template-
matching of  into .  We remove the nodes of  corresponding to internal nodes of 

 and replace them by (copies of) the internal nodes of : Let  be an exact copy 
of  (both internal nodes and internal edges), and for each node  let 

 be its counterpart in .  We then let , i.e., we 
replace the nodes of  corresponding to the internal nodes of  by a copy of the 
internal nodes of .  We then remove all links from  to its parent and to 
the subtrees, replacing them by links from :  Let .  We let

where

u root τ–( )= cur τ–( ) u
τ– σ1

– cur τ–( )( ) σ2
– cur τ–( )( ) cur T( )= =

cur τ–( ) parent cur τ–( )( ) parent parent cur τ–( )( )( ) … root τ–( ), , , ,( )

τ– T σ1
– σ2

–

σ1
– cur τ–( )( ) σ1

– parent cur τ–( )( )( ) σ1
– parent parent cur τ–( )( )( )( ) … σ1

– root τ–( )( ), , , ,( )

σ2
– cur τ–( )( ) σ2

– parent cur τ–( )( )( ) σ2
– parent parent cur τ–( )( )( )( ) … σ2

– root τ–( )( ), , , ,( )

T v τ–

σ1
– v( ) σ2

– v( )= σ1
– parent v( )( ) σ2

– parent v( )( )≠
σ1

– parent v( )( ) σ1
– v( ),( ) σ2

– parent v( )( ) σ2
– v( ),( )

T σ1
– v( ) T

u root τ–( )≠ σ1
– parent u( )( ) σ2

– parent u( )( )=
σ1

– parent u( )( ) σ1
– u( ),( ) σ2

– parent u( )( ) σ2
– u( ),( ) T

σ1
– σ2

–

τ T V E,( )=
τ T σ–:τ– T→

τ– T T
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int τ+( ) u int τ+( )∈
π u( ) τ̂+ V′ V σ– int τ–( )( )\ nodes τ̂+( )∪=
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2.5 Templates and template sets
Then the application of  to  produces the tree .  Finally, 
.  It makes sense therefore to treat  as a function mapping cur-

sored trees to cursored trees, and when a matching exists we write  or

This construction also implies the (unique) existence of a graph endomorphism 
, formed by extending  to all nodes of : for , 

 such that the above four criteria also hold, and a bijection 
 such that .   is a template-

matching of  into , and  maps the roots of the hanging subtrees of  to those 
of .  (Formally, by the construction,  is the identity map and so , 
but if we consider subtrees to be replicated during template application, then  maps 
the root of a subtree in  to its new location in .)

Note that if such a template were to be applied to a multi-way search tree, the destina-
tion positions for all the subtrees would be determined uniquely by the invariant 
search tree condition, and the subtree-map  would be redundant.  We do not how-
ever insist on this, and develop a somewhat more general theory of self-adjusting trees 
in which the additional invariant conditions (e.g., search-tree property or heap prop-
erty) are decoupled from the analysis of the self-adjustment scheme. This allows the 
theory to be applied to data structures with different or more relaxed 
invariant conditions, e.g., self-adjusting heaps, etc.

DEFINITION 2-8
Template size, height

The size of a template  is defined to be the number of external nodes 
(common to both  and ),

We assume that the cost of a template application is proportional to its size, 
.  In the case that the internal nodes of  form a path, we define the 

height of  to be

DEFINITION 2-9
Path-oriented

Bottom anchored

A path-oriented template  is one in which the internal nodes of  
form a path.  A bottom-anchored template  is a path-oriented template in which 

 is the lowest node along that path.

Self-Adjustment
Policy or Template

Sets

Templates are intended to be applied iteratively along the path from some node to the 
root, selecting at each stage a template which matches.  It is assumed that we have a 
set of templates  which is sufficiently rich in order that given any cursor position 
within the tree (other than the root) there exists an applicable template in .  Given an 
initial cursor position (usually defined by some INSERT/DELETE/FIND operation 

τ T T′ V′ E′,( )=
cur T′( ) π cur τ+( )( )= τ

τ T( ) T′=

T T′τ

σ+:τ+ τ T( )→ π τ+ u ext τ+( )∈
σ+ u( ) σ– τ*( ) 1– u( )( )=
σ* σ– ext τ–( )( ) σ+ ext τ+( )( )↔: σ* σ– σ+ τ*= σ+

τ+ T′ σ* T
T′ σ* σ– σ+ τ*=

σ*

T T′

τ*

τ τ– τ+ τ*, ,( )=
τ– τ+

size τ( ) ext τ–( )= ext τ+( )=( )

Θ size τ( )( ) τ–

τ–

height τ–( ) int τ–( ) 1–=

τ τ– τ+ τ*, ,( )= τ–

cur τ–( )

T
T
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2 Multi-way Splaying: A General Theory and Calculus
which was performed), a template  is chosen from among those in  which match 
the tree.  The tree  is transformed to  in accordance with  which also defines the 
cursor position in .  This process is iterated until the cursor has been elevated to the 
root.

Although a richer theory of templates may be developed, in this paper we consider 
only path-oriented, bottom-anchored templates.  As we shall see, this restriction 
permits the loss attributed to a template application to be formulated in terms of nodes 
which lie along a path, producing a telescopic sum.

2.6 Loss and Gain of a Template Application

In order to discuss the amortized complexity of a self-adjustment scheme, we must 
define a potential function  on trees and analyse the changes that  undergoes dur-
ing a template application.

Weight In order to define the potential function on our trees, following [ST85b] we define a 
weight function on subtrees:

DEFINITION 2-10
Weight function

A weight function is a function  defined on nodes of  such that  is 
super-additive5 with respect to subtrees, i.e., if node  has child-nodes  then

The standard example of a weight function is

,

where  is the number of nodes in .

Another example of a weight function is

,

where  is the number of elements contained in the nodes of .

τ T
T T′ τ
T′

Φ Φ

5. The reason for this will become clear in the proof of the ‘‘horizontal lemma’’.

w V ℜ→: T w
u v1 …vk,

w u( ) w vi( )
i 1…k=
∑≥

w u( ) Tu=

Tu Tu

w u( ) Tu=

Tu Tu
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2.7 Potential Function
Progress Factor This is the point that our approach diverges from [ST85b] and [Sub96].  They define 
potential on tree nodes whereas we define potential on edges.  Intuitively, as we 
search downward from the root, each comparison provides a degree of “progress” in 
our search:  The elements with which we compare partition the universe into disjoint 
subsets, and deciding which edge to follow is the process of narrowing our search 
down to one of these subsets.  This is quantifiable as follows:

DEFINITION 2-11
Progress factor

For each edge  in  we define the progress factor as

which quantifies the progress achieved by traversing the edge  during a search.  
Analogously for two nodes  and  in  connected by a path segment 

, we define the progress factor as

which corresponds to the progress achieved by traversing the  edges connecting  
with .   is well-defined for any two nodes  and  in  for which  is an 
ancestor of  and undefined otherwise.

DEFINITION 2-12
Balance, uniform bal-

ance

A class of trees  is said to be balanced if for all  and all  we have 
.   is said to be uniformly balanced if for all  we have 
.

2.7 Potential Function

In order to prove the amortized performance bound, we define the following potential 
function on search trees:

DEFINITION 2-13
Potential

For a tree  as defined above, we define

In the case of full6 binary search trees, this corresponds closely to Sleator and Tarjan’s 
potential function.  See [ST85b].  In particular we have

e u v,( )= T

pf u v,( ) w u( )
w v( )
-----------log=

e
u0 uk T

u0 u1 … uk, , ,( )

pf u0 uk,( )
w u0( )
w uk( )
-------------log=

k u0
uk pf u v,( ) u v T u

v

T T T∈ u v,( ) E∈
pf u v,( ) O 1( )∈ T u v,( ) E∈
pf u v,( ) Θ 1( )∈

6. By full we mean that each node has either no children or exactly two children.

T

Φ T( ) pf e( )
e T∈
∑=
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2 Multi-way Splaying: A General Theory and Calculus
EQUATION 2-3

where  is the total number of nodes in .

In the case of multi-way trees, the potential function of [ST85b] can be generalized as 
follows:  Let  be the root of , let  be the degree of , and let  be the  
children of .   is defined recursively as

In this case the above identity EQUATION 2-3 holds as well for multi-way trees.

2.8 Some Needed Definitions and Lemmata
In this section we state and prove some results needed for the main theorems of this 
chapter: that of splay’s  amortized complexity and that of its static optimal-
ity.  Allen and Munro’s self-adjustment scheme clearly does not provide the desired 

 complexity, whereas Subramanian’s template families do, under a very strict 
set of conditions.  We show the same bounds as Subramanian, but with a greatly 
reduced set of constraints.  The key to our analysis is decomposing the poten-
tial in a particular way, leading to many cancellations that were not other-
wise evident.

DEFINITION 2-14
Multiplicity

Given a tree , the multiplicity  of an edge  is the total number of paths 
passing through :

With respect to a template , both the before- and after-schemata  and  are trees 
in themselves, and hence the notions of internal and external edges and multiplicity 
apply naturally to .

We extend this in the following way:  Given a cursored tree  and a matching tem-
plate , we define for an edge  (i.e., for an edge in the part of  covered by 
the template matching) its multiplicity with respect to that template:

i.e., the multiplicity of  with respect to  is the multiplicity of that edge in  which 
is mapped to .

Φ T( ) ΦST T( ) Nlog+=

N T

r T δ r u1 … uδ, , δ
r ΦST  ( )

ΦST T( ) δ w r( )log ΦST ui( )
i 1…δ=
∑+=

O Nlog( )

O Nlog( )

T mult e( ) e T∈
e

mult e( ) u ext T( )∈ e root T( ) u,( )∈:{ }=

τ τ– τ+

τ

T
τ e σ– τ–( )∈ T

multτ e( ) mult σ–( ) 1– e( )( )=

e τ τ
e
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2.8 Some Needed Definitions and Lemmata
LEMMA 2-15
Vertical

Given a path segment ,

PROOF By the definition of the progress factor (DEFINITION 2-11) we have

since  and . 

LEMMA 2-16
Weak horizontal

Given a node , the following identity holds:

.

PROOF This follows from the below stronger variant of the lemma which gives a lower bound 
when we do not consider all of ’s children. 

LEMMA 2-17
Strong horizontal

Let  with .  Then we have

.

PROOF The sum is clearly minimized  when the progress factor to the excluded children is 
maximized, i.e., when their corresponding subtrees are empty.  In this case we have

The well-known fact that arithmetic mean is greater than or equal to geometric mean 
says that

p u0 u1 … uk, , ,( )=

pf e( )
e p∈
∑ pf u0 uk,( ) w root t( )( )log≤=

pf e( )
e p∈
∑ pf ui 1– ui,( )

i 0…k=
∑=

w ui 1–( )
w ui( )

-----------------log
i 0…k=
∑=

w u0( )log w u1( )log–[ ] … w uk 1–( )log w uk( )log–[ ]+ +=

w u0( )log w uk( )log–=

pf u0 uk,( )=

  w root T( )( )log≤

                      telescopes

w u0( )log w root T( )( )log≤ w uk( )log 0≥

u T∈

pf u v,( )
v child u( )∈
∑ deg u( ) deg u( )log≥

u

C child u( )⊆ C k=

pf u v,( )
v C∈
∑ k klog≥

pf u v,( )
v C∈
∑

c1 … ck+ +( )k

ci
-----------------------------------log

i 1…k=
∑=
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2 Multi-way Splaying: A General Theory and Calculus
which implies that

and so

LEMMA 2-18
“Ladder” Lemma

Let  be a path-oriented schema with length  and total weight , as shown in 
FIGURE 2-7.  Then we have

(Note that we are summing over all edges of the schema, not only those belonging to 
the path.)

c1 … ck+ +
k

---------------------------- c1 … ck⋅ ⋅k≥

c1 … ck+ +( )k kk c1 … ck⋅ ⋅( )≥

c1 … ck+ +( )
c1 … ck⋅ ⋅

---------------------------------log k klog≥

ρ hρ wρ

D

C

A B

H

G

F

E

FIGURE 2-7 The ladder lemma for .  are the weights of the subtrees A, B, ..., H.n 8= x1 … x8, ,

x1 x2

x3

x4

x5

x6

x7

x8

pf e( )
e ρ∈
∑ max hρ

hρ
wρ
------log hρ,( )≥
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2.8 Some Needed Definitions and Lemmata
PROOF For the weights  we have  for all .  Let  and .  
Then we have

and

where the first two inequalities follow from the fact that geometric mean is no more 
that arithmetic mean.  Therefore

Using the basic fact from calculus that as  we have , we conclude 
that for  we have . 
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2 Multi-way Splaying: A General Theory and Calculus
Potential Function
Decomposition with

Respect to a
Template

We wish to quantify the change in the potential function over a template application.  
Consider a template  and its application to a tree , so that 

.  Let ,   and  be 
defined by the template application, as above.

We decompose the potential of  with respect to the before-schema  as follows:

where

and

and

Thus  sums all “non-template edges” in ;  sums all progress factors 
from the root of the template to the various external nodes, thus including each inter-
nal edges   times, where  is the multiplicity of  in .   compensates 
for this by subtracting the progress factor for internal edges the appropriate number of 
times, their multiplicity with respect to  minus .

We similarly decompose the potential of  with respect to :

The application of a template  will in general change the potential  defined on 
.  Notice however that edges external to  are unaffected by ’s application because 

the subtrees they belong to are repositioned atomically in , i.e.,

.

This is portayed in FIGURE 2-8 below.  Furthermore, each subtree hanging off of  is 
repositioned somewhere as an external node of , and hence
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2.8 Some Needed Definitions and Lemmata
.

The change in potential is therefore captured by  and  alone, which 
consist of only internal template edges.  We have

which describes the exact change in potential over a template application.

This can be better visualized with an example: See FIGURE 2-9 below.   

Definition of Loss
and Gain

The number of “minuses” on an edge  is given by , and therefore 
the maximum number of “minuses” on any edge in  is that of the topmost internal 
edge, .  Intuitively it is this quantity which 
determines the loss associated with a template application.  Formally:

DEFINITION 2-19
Template loss

We define the loss of a template  as the maximum number of times we must pay 
, i.e.,

A

B C D A B

C D

+ -

++

+

+

-

--

-
+

+
-

-

+
-

top topadd/subtract  (e)

FIGURE 2-8 Edge multiplicities: how they arise and how they cancel out.
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2 Multi-way Splaying: A General Theory and Calculus
For a template set ,  is the maximal  for all .

LEMMA 2-20 The following identity holds:

where  is the topmost internal edge in .

PROOF Let .  We have

Furthermore by choosing trees with a large  and small  for 
, the ratio can be made as close as desired to . 

Intuitively, in a series of template applications, if all templates are path-oriented, then 
all these “minuses” will appear along a single path in , producing a tele-
scopic sum.  The total loss, therefore, in a series of template applications is related to 
the maximum number of minuses on any single edge:  For a single template applica-
tion we have

splay
4+

1+ 2+

5–

4–

2–

FIGURE 2-9 Plusses and minuses along edges.  The loss associated with a template application is described 
entirely by minuses in the before-template; the gain is described entirely by plusses in the 
after-template.
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2.8 Some Needed Definitions and Lemmata
and with certain additional criteria, we can guarantee that the total loss in a series of 
template applications is also bounded in this way.

With respect to a template’s gain, consider FIGURE 2-10 below.    In , regardless 

of the weights of the various subtrees, we are immediately able to retrieve

where “ ” means the sum of the weights of subtrees  through .  More for-
mally we define the raw gain of  as follows:

DEFINITION 2-21
Raw gain

For a given template  this can be easily estimated as follows: Let  be a -tuple.  
Define recursively ,  and  for  as follows:
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FIGURE 2-10 Calculation of a template’s raw gain.
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2 Multi-way Splaying: A General Theory and Calculus
The gain for the tuple  is given by

LEMMA 2-22 The function  is increasing (not strictly) in all its parameters.

PROOF This follows from the fact that each  is a non-decreasing function of the ele-
ments through which it is defined. 

LEMMA 2-23 The raw gain of a template  is given by

EQUATION 2-4

PROOF EQUATION 2-4 sums up the gain retrievable at each internal node of the after-schema.  
Since the gain possible at a given junction in the after-schema is given by the multi-
plicities of the edges leading from that junction minus 1, the lemma follows. 

The following template application, however, will place some minuses in the upper 
part of  where we have accumulated plusses, somewhat reducing the possible gain.  
We quantify this as follows:  Let  be the bottom portion of the next template, i.e., 
that portion of  which lies above the cursor, together with all nodes hanging off:  
consists of all nodes along the path  together with all nodes whose 
parent lies on that path.  The edges of  are those inherited from , and 

, the lowest internal node of .  Thus the next template is necessar-
ily an upward extension of .

We thus have

The net gain of  is determined by , and we are left with  
to cancel the minuses arising from the next template application.  We define
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2.9 General Splay
The point of all the above is to quantify more precisely the gain and loss achieved by 
various templates.  Of principal importance is that, even after subtracting from 

 the quantity needed to cancel certain minuses from the next template applica-
tion, we are still left with a net gain of no less than 2 in every case, provided the 
progress criterion (as defined below) holds.

2.9 General Splay

We reiterate some definitions:

DEFINITION 2-24
Path-oriented, bot-

tom-anchored,
branching

A template  is path-oriented if  is a path.   is bottom-anchored if 
 has no proper descendent in .   is said to be branching if  is 

not a path, i.e., there exist nodes  such that both  and  belong to 
.

LEMMA 2-25 Let  be a branching template.  Then .

PROOF Case 1:  If  branches below the cursor, then there is some node  a (not necessarily 
proper) descendent of  with two children .  Since  are 
internal to , they each have at least two descendents in  and therefore 

 and .  We then have that

Case 2: If on the other hand  branches above the cursor, then let  be as 
above, and WLOG assume  lies on the path .   is branch-
ing and so  has a proper descendent in .  Letting  be the portion of  from 
the root to the cursor (as defined in the definition of ), we have 

 and hence

netgain τ( ) ΦIII
τ+

T′( ) ΦIII
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ΦIII
τ+
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gain mult u v1,( ) 1– mult u v2,( ) … mult u vk,( ), , ,( ) gain 1 1 0 … 0, , , ,( )

≥
≥ ≥

2 2log 2= =
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2 Multi-way Splaying: A General Theory and Calculus
DEFINITION 2-26
Splay criterion

A template  is said to satisfy the splay criterion if the following hold:

1.  is path-oriented and bottom-anchored;
2. (bounded height) there is some  such that for all  we have 

;
3. (bounded degree) there is some  such that for all  and all  

we have ;
4. (production)  is branching, i.e., the internal nodes of  do not form a path, but 

rather a proper tree;
5. (progress) The cursor in  has some descendent which is an internal node.

A template family  is said to satisfy the splay criterion if every  satisfies the 
splay criterion.

Note: The application of only path-oriented templates insures that the losses are accu-
mulated along a path and thus cancel telescopically.  The restriction to bottom-
anchored templates is not necessary, for we can replace any path-oriented template set 
by an equivalent one that is both path-oriented and bottom-anchored.  We therefore 
assume without loss of generality that this condition holds.

Any finite template set  satisfies criteria (2) and (3). These are necessary to insure 
that template loss is bounded. The production criterion implies that the gain of  is at 
least 2. The progress criteria is similar to Subramanian’s criteria which insists that the 
“current subtree” be strictly augmented, but does not require that the same nodes 
under the cursor in  be placed under the cursor in .  Subramanian’s progress cri-
teria which involves the marking of nodes and their subsequent unmarking within  
template applications is entirely done away with.

Note: The progress criterion seemingly excludes various self-adjustment schemes 
which must be taken into account, the most notable being the zig-zig of Sleator and 
Tarjan.  See FIGURE 2-11 below.  

Notice however that the iterative application of zig-zig in combination with either 
another zig-zig or a zig-zag always produces a tree.  See FIGURE 2-12 below.  

The splay criterion for a template family therefore may be restated as follows:  We 
require that there exist a constant  such that at most  successive template applica-
tions satisfies the above criteria.

This does not explain, however, why the zig-zig operation seemingly pays for itself at 
each stage, and does not require postponing the analysis to the point that a tree is pro-
duced.  We address address this issue in the next section.

τ τ– τ+ τ*, ,( )=

τ

h ℵ∈ τ T∈
height τ–( ) h≤

d ℵ∈ τ T∈ u τ– τ+∪∈
deg u( ) d≤

τ τ+

τ+

T τ T∈

T
τ

τ– τ+

k

k k
54 Multi-way self-adjusting data structures



2.9 General Splay
Splay Pays for Itself One of the problems that we must face is that when applying a series of templates, the 
loss incurred by a template application may cancel out some of the gain achieved by 
the previous template application(s), as shown in FIGURE 2-13 below.  In the following 
lemma we show that we are always left with “enough” gain so that the whole self-
adjustment policy has the desired amortized  complexity.  

LEMMA 2-27 Let  be a template set which satisfies the splay criteria.  Let  be a cursored tree and 
let

be a series of  template applications beginning with  and leading up to , where 
all templates  are taken from .  Let  be the portion of  from  to 

 (as in the definition of ).  Then

EQUATION 2-5

where  and .

PROOF For  we have a series of template applications of length 0:

where  is the implied identity template consisting of a single node.  In this case 
 and so

zig-zig
x

yA

zB

C D

z

y D

x C

A B

FIGURE 2-11 Sleator and Tarjan’s zig-zig operation.  This is seemingly excluded by our progress criterion 
because a branching in the after-template is not present.
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2 Multi-way Splaying: A General Theory and Calculus
 and so  as well.  Finally  is empty since we are dealing with the 
identity template. Therefore both the left hand side and the right hand side of 
EQUATION 2-5 are 0.

For  EQUATION 2-5 holds because at most  minuses have been accumulated on 
each internal edge of , and because the raw gain of  is at least :

zig-zig zig-zig
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A B
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E
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F

zig-zig zig-zig
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E

F

D

F

E
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A B

FIGURE 2-12 A double applicatioin of Sleator and Tarjan’s zig-zig operation is guaranteed to produce a 
branching within two splay-steps.

α
w σk

+ top τk
+( )( )( )

w cur T0( )( )
-----------------------------------log– 0=

k 0= kβ 0= ρk

k 1= α
τ– τ1 β
56 Multi-way self-adjusting data structures



2.9 General Splay
Assume now that the Lemma holds for .  We have , 
 for .  Furthermore for each  we have  the bottom por-

tion of  as in the definition of net gain.
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FIGURE 2-13 The losses from one template application may cancel out some gain achieved in the previous 
template application.  Here the second template application, shown in red, places a minus on 
the edge 3–1, thereby removing a plus that was placed on the same edge by the first template 
application, shown in bule.  We show that we are always left with at least one plus if the splay 
criterionn are satisfied.
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2 Multi-way Splaying: A General Theory and Calculus
THEOREM 2-28 Let  be a template set satisfying the splay criteria and suppose we have a tree-based 
data structure  with history  that is maintained by applying templates 
from  along the search path following each operation .  Assume that  operates 
along the path  and that its cost is proportional to the length of .  
Then its amortized cost is .

PROOF Let  be the cost of operation  and let  be its amortized cost.  By LEMMA 2-27 we 
have that

EQUATION 2-6

where  is the tree produced from tree  by operation  and  is the path upon 
which it operates.  Therefore

EQUATION 2-7
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we have that
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2.9 General Splay
and we can therefore take as the amortized cost of operation 

COROLLARY 2-29
Amortized complex-

ity of splay

Let  be a template set satisfying the splay criteria and let  be a data structure 
maintained by applying templates from .  Then the amortized cost of any operation 
is .

PROOF This follows directly from THEOREM 2-28 assigning a weight  to each ele-
ment  in the tree, so that  for any path  in the tree. 

Finally, we show the static optimality of splay:

COROLLARY 2-30
Static optimality of

splay

Let  be a template set satisfying the splay criteria.  Then any data structure main-
tained by applying templates from  has an amortized cost of  times that of any 
static tree of bounded degree.

PROOF This too follows directly from THEOREM 2-28 by the appropriate assignment of weights 
used to define the tree potential:  For each element  we let

where  is the depth of element  in the static tree and  is the maximum node 
degree in the static tree.  Since at depth  there are at most  nodes, the weight of 
the root is at most

Then

EQUATION 2-8 . 

This encapsulates the fact that when locating elements in a static tree at depth , we 
must not only account for traversing the  nodes along the search path, but also for 
the cost of deciding which edge to follow among  possibilities.  This accounts for 
the presence of the  in EQUATION 2-8.

This means that any splay-like multi-way self-adjusting tree is competitive 
with any other static tree, including the tree constructed optimally for a 
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2 Multi-way Splaying: A General Theory and Calculus
merge sp
lit

given history .  We remind the reader that the issue of dynamic optimality remains 
unresolved, even for binary splay trees.

2.10 Three Short Applications

We now present three application of our theory, showing how it can greatly simplify 
the analysis of amortized complexity for data structures whose self-adjustment 
scheme can be expressed as a template set.

Median Splay We return to the self-adjustment scheme presented at the beginning of this chapter, 

th

at of merge-and-split.  With our theory at hand is now a trivial matter to show 
that the structure has worst-

case amortized complexity 
.  We simply calcu-

late the number of plusses and 
minuses on each edge in our templates, as 
shown in FIGURE 2-14 below.  

We next note that these templates are path-oriented and bottom-anchored, and that 
they have at most  minuses on any given edge in the “before scheme”.  Finally 
we note that they are branching and progressive, i.e., the after schemata form a proper 
tree with at least one internal node below the new cursor position.

Then by the final theorem of the previous section, any data structure maintained by 
this template set will exhibit worst-case amortized  performance.

H

O Nlog( )

O 1( )

O Nlog( )
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2.10 Three Short Applications
Path-Balance
Heuristic

Another application is a simplification of the analysis of the “path-balance” heuristic 
given in [BR96].  In FIGURE 2-15 we see the rotate-parent operation which, if applied 

merge sp
lit

merge

merge

sp
lit

FIGURE 2-14 The +/– calculus applied to the Medan-Split Trees.  Shown on the left hand side is the number 
of minuses accululated in the before-schema; shown on the right hand side is the number of 
plusses accumulated in the after-schema.
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2 Multi-way Splaying: A General Theory and Calculus
repetitively along a path halves it, producing a “ladder-like” structure, as shown in 
FIGURE 2-16.   .    

Now, using the LEMMA 2-18 (the “Ladder Lemma”) the gain associated with path-halv-
ing is

rotate parent
y

x z

A B C D

cursor

z

y D

x C

A B

cursor

FIGURE 2-15 The rotate-parent operation.
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FIGURE 2-16 Repeatedly applying of the rotate-parent transformation produces a path-halving.
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where  is the length of the path and  is the size of the tree.  The loss is . 
Applying palf-halving approximately  times, the search path is transformed into 
a completely balanced tree (the so-called “path-balance” heuristic of [BR95])  The 
final loss-gain account for the potential is thus

EQUATION 2-9

In [BR95] the above result required a great deal of algebraic effort occupying several 
pages.

“Trim” Splay The best known bound for the above heuristic, as shown in [BR95], is

which is super- .  However, by “stopping short” of a forming a completely bal-
anced tree from the path nodes, we can guarantee a better result.  We again repeatedly 
perform path-halving while the cursor is at a depth of more than .  Then 
EQUATION 2-9 guarantees that the amortized cost is 

Consequently we obtain a simple splay-like heuristic which guarantees that each 
search path is trimmed to under .  No other heuristic is known which compresses 
the search path so highly while maintaining amortized  cost.
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CHAPTER 3 The Limitations of Multi-Way
Self-Adjusting Schemata
mong abstract data structures, the Directory, with its INSERT, 
DELETE and FIND operations, is arguably the most important in 
computer science applications.  Fortunately, for the vast majority of 
operations, a simple balanced binary tree is sufficient, providing a 
simple implementation of these operations in logarithmic time.  In 

database applications the B-tree and variants such as B+-trees are preferable because 
they can limit the number of disk accesses to  where the degree of all nodes 
is bounded between  and .

In comparison with classically balanced trees, e.g., AVL or Red-Black trees, B-trees 
reduce the number of node accesses by a factor of , i.e., as we increase the size 
of nodes, number of node accesses decreases logarithmically.  It is natural to ask 
whether the same holds for self-adjusting -ary trees, i.e., whether there exists a 

-ary self-adjusting scheme better than its binary counterpart with respect 
to node accesses.

Sherk [She95] speculated on this issue, proposing his -splay as the multi-way gener-
alization of Sleator and Tarjan’s binary splay.  His lengthy proof shows that indeed 
they exhibit logarithmic amortized complexity, but not one that decreases as a func-
tion of node degrees.  He admits to unsuccessful attempts at eliminating the  
factor from the analysis, which would prove that their complexity is , conclud-
ing that in all likelihood a radically different analysis will be required to show their 

A
O logkN( )

k 2k
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k
k

k

log2k
logkN
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3 The Limitations of Multi-Way Self-Adjusting Schemata
 amortized nodes accessed.  In this chapter we give the reason his failure: Such 
a proof was not possible, as revealed by the counterexample we present herein.

In section 3.1, “Our Accomplishments”, we summarize our contribution in this chap-
ter.  In section 3.2, “The k-Splay Operation and Sherk’s Conjecture” we explain in 
detail Sherk’s proposed self-adjusting scheme for -ary trees together with his con-
jecture.  In section 3.3, “Our Methodology” we explain our methodology which led to 
the discovery of the counter-example which refutes Sherk’s conjecture.  The remain-
der of the chapter is then devoted to the lengthy proof required to demonstrate that 
their complexity is  nodes visited (exactly, not amortized!) and an exploration 
of some of their properties.

3.1 Our Accomplishments

In this chapter we develop a counter-example to Sherk’s conjecture, showing that in 
the worst case their behaviour is the same as that of their binary equivalents.  The 
family of trees constituting the counter-example exhibits many symmetries, and we 
reasonable characterize them as “fractal binomial trees”: The basic building blocks for 
these trees are the -trees, specific collections of -ary binomial trees that are 
closed under the application of -splay.  Another way of viewing the features of these 
trees is that they provide a solution to the equation

modulo certain recursive permutations.  The principal feature of the class is its spar-
city:  All trees are of degree  and height , but have only  nodes, rather than  
which we could expect from a multi-way tree of degree  and height .  The main 
steps in the proof of the lower bound are as follows:

1. We define the class  recursively, initially not correllating it with the splay oper-
ation.

2. We then define an operator  such that the class of -trees is easily seen to be 
closed under the application of .

3. We then prove in a long and tedious proof that -splay is equivalent to .
4. Finally we show how the terminal nodes of  trees can be replaced by entire cop-

ies of other -trees.  In this manner we can construct trees with similar properties 
of arbitrary height.

No such technique has been previously proposed for the construction of trees provid-
ing lower bounds for data structures.

logkN
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3.2 The k-Splay Operation and Sherk’s Conjecture
3.2 The k-Splay Operation and Sherk’s Conjecture

Our work on generalized splay trees led to an in-depth examination of Sherk’s -
splay trees, defined for degree  (with  keys stored in each node).  The -splay 
operation is in principle similar to the Sleator and Tarjan’s original splay operation:  
After each INSERT/DELETE/FIND operation, we employ a sequence of local trans-
formations to the tree, beginning with the final (deepest) node on our search path and 
leading up to the root of the tree.  The number of nodes transformed by each step is 

, and so the number of transformations performed in total is proportional to the 
depth of the node.

Briefly, the -splay operation is defined as follows:  At each stage we consider the 
cursored node together with  ancestral nodes along the path leading towards the 
root.  This provides us with  path-nodes and  off-path nodes.  These are trans-
formed by constructing a two-tiered framework consisting of a node together with its 

 children.  The  off-path nodes are hung in-order from these children and the keys 
from the  path-nodes are arranged uniquely into this -node framework, 
as shown in FIGURE 3-1 below.  Although theoretically we deal here with sets of tem-

k
k k 1– k

O 1( )

k
k
k 1+ k2

k k2
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cursor
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FIGURE 3-1 Sherk’s -splay operation for .  The entire self-adjustment policy consists of  such 
templates, one for each configuration of the local structure of the tree.  Upon searching these 
are applied along the search path from the requested element upto the root.

k k 5= 55
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3 The Limitations of Multi-Way Self-Adjusting Schemata
plates, the size of which is rather large (  specifically for -splay), an implementa-
tion would not require explicitly storing them, for it can handle them implicitly 
through a splay procedure.

Sherk proved in an ad hoc fashion that their performance is  amortized, 
using a potential function related to that of Sleator and Tarjan.  He says:  “We have 
also proven that to within a factor of  -splay trees are statically optimal with 
respect to node accesses.  Eliminating the factors of  would strengthen this evi-
dence that the -splay tree is an appropriate generalization of the splay tree.  Our 
unsuccessful attempts to redefine the technique used in this paper lead us to believe 
that a very different technique will be required to eliminate the factor of .”

As we shall see in the remainder of this chapter, it is not possible to eliminate this 
 factor.  Indeed, as our counter-example shows, -splay can be made to exhibit 

the same complexity as a binary tree.

3.3 Our Methodology

This chapter explores the -splay operation defined by Sherk in [She95], and in par-
ticular a family of counterexamples used to refute a conjecture concerning the amor-
tized complexity of -splay.  The structure of the trees used to refute the conjecture is 
rather complex and a detailed analysis follows, occupying us for the majority of the 
present chapter.  However, the means by which we were able to construct this counter-
example is interesting in itself and worth describing in some detail.

We begin by noting that if we construct the degree-2 tree shown in FIGURE 3-2 then we 
have  and .  

This sequence was originally obtained empirically, but can be obtained by a sequence 
of deductions, beginning with a partially instantiated tree and producing the full tree 
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FIGURE 3-2 On this particular binary tree the 2-splay operation cycles after two iterations.
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with the desired properties.  We assume only that the longest path is that extending 
towards the left, as shown in FIGURE 3-3. 

We here note simply that by assigning  and  to be a single node with both 
children nil, the second tree is a mirror-image of the first tree, and therefore, by sym-
metry, splaying the second tree produces the first.  So we are solving a type of “fixed-
point tree-equation”:  We are interested in finding a binary tree  of height 2 and 

 for which

.

We initially let  be defined as in the left tree of FIGURE 3-3, giving us a somewhat 
“arbitrary” tree of height 2, to which we apply the splay operation.  This gives us fur-
ther constraints on the variables, leading to instantiations of the variables introduced 
and eventually a solution.

This prompts us to consider the possibility that higher-degree trees with similar prop-
erties can be similarly constructed.  Considering the analogous case for degree 3 trees, 
we begin as shown in FIGURE 3-4 below:  

splay
B

A A B

T splay T( )

FIGURE 3-3 To construct a tree which is invariant under splaying, we start with an “arbitrary” tree of depth 
2 and examine the effects of splaying it.

A nil= B

T
n 0>

splay n( ) T( ) T=

T

A B C DA B

C D

splay

T splay T( )

FIGURE 3-4 Degree 3 trees: Step 1.  Our starting point for finding a set of sparse trees closed under 3-splay 
is an “arbitrary” 3-way tree.
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We proceed with the following criteria:

1. We want there to be a unique deepest node in each of the trees constructed, so that 
the result is as sparse as possible.  (For this reason we do not place any children 
under the second-deepest node in .)

2. When splaying at a node , we want the children of  to be together again in 
.  The reason for this will become clear towards the end of this chapter—

it allows us to combine the resulting trees in a particular way in order to construct 
larger trees of a given degree, necessary for the complete counter-example.

We must now extend the tree to depth 3 in order to splay it again, instantiating one of 
the variables , ,  or , i.e., replacing it by a tree of depth 1.  We cannot extend  
or , for that would mean the first tree had height greater than 3, contrary to condition 
1; we arbitrarily choose .  There is only one way to extend the tree at  without vio-
lating the second condition: 

The resulting tree must again be extended to depth 3, and we note that extending  or 
 by 2 levels would violate condition 1 above.  We therefore replace  by a single 

node, giving the result shown in FIGURE 3-6 below. 

T
v T∈ v

splay T( )

A B C D A
B

D D

A B C C

A

B

splay

splay T( ) splay2 T( )

FIGURE 3-5 Degree 3 trees: Step 2.

B
C A

CB B

C

splay

splay 3( ) T( )splay 2( ) T( )

FIGURE 3-6 Degree 3 trees: Step 3.
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3.3 Our Methodology
We now extend the tree at , for extending it at  by two levels would violate condi-
tion 1.  We now have the result shown in FIGURE 3-7 below.  

We have now accumulated the substitutions shown in FIGURE 3-8 below.   

These instantiations for A, B and C, when back-substituted into the initial tree, give us 
the last tree in the sequence, .  It remains only to set , and we have 
a family of trees exhibiting the properties we want:

•

• has height 3 for all 

•  has precisely  nodes.

It is the peculiarity of the last property, the remarkable sparcity of the resulting trees, 
that prompts us to investigate further.  Although we are applying only a single splay-
step and not an entire splay operation, it is already evident that, because of the sparcity 
these trees, the number of nodes visited is  and not .

The whole sequence, after all substitutions is shown in FIGURE 3-9 below.  

C B

B B

splay

splay 4( ) T( )splay 3( ) T( )

FIGURE 3-7 Degree 3 trees: Step 4.

B  = A = C  =

FIGURE 3-8 Degree 3 trees: The substitutions accumulated so far.

splay 4( ) T( ) D nil=

splay 4( ) T( ) T=

splay i( ) T( ) i 0 1 2 …, , ,=

T 23 8=

log2N logkN
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3 The Limitations of Multi-Way Self-Adjusting Schemata
The same line of reasoning produces for us a tree  of degree 4 such that 
 and all the intermediate trees  for  have the 

same height, precisely 4.  We begin as shown below in FIGURE 3-10.  

We wish to construct the next node of depth 4.  We cannot extend  in this way, for it 
would become deeper than the original node of depth 4. The same holds for nodes , 

, , , and .  We must therefore extend one of nodes ,  or .  Suppose that 
we choose node .  Note that none of these choices “guarantee” that the resulting tree 
will have the properties we desire.  However, suppose that we choose to proceed with 
node .  We now note that even our choices of how to extend  are limited, for we 
must be able to splay the result.  We extend H and splay the result as shown in 
FIGURE 3-11 below.  

In the next phase we are restricted to extending one of nodes  or , for any other 
choice would produce a tree where the assumed deepest node is not deepest.  I.e. we 

FIGURE 3-9 Degree 3 trees: The whole sequence after back-substitution.

T
splay 8( ) T( ) T= splay i( ) T( ) i 1 … 7, ,=

A
B

C D E F G H I
H

H H

D E
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3.3 Our Methodology
cannot now choose to extend  because we now need to extend it by 2 levels, and in 
the first shown tree, it would be deeper than the deepest node.  We arbitrarily choose 
to extend node , noting that there is a unique way, given our previous constraints.

This process continues for six more steps, producing the following sequence of trees, 
after back-substituting all the instantiations made by the end.  The entire sequence 
resulting from this process is shown in FIGURE 3-12 below. 

It is at first not surprising that, after performing splay long enough, we eventually pro-
duce the original tree, for there are only a finite number of 4-ary trees of height 
exactly 4.  What is important here is the sparcity of these trees.  A casual perusal 
reveals that they contain precisely  nodes for  It is therefore sur-
prising that the depth of these trees, after splaying, remains precisely  and is 

A B C

D E F

G H I

A B C D E F G H I

splay

FIGURE 3-10 Degree 4 trees: Step 1.

T splay T( )

K L IJG

A B C D

F

E

A B C D E F G I

J K L

splay

FIGURE 3-11 Degree 4 trees: Step 2.

splay T( ) splay 2( ) T( )

A

E

N 2d= d 2 3 …, ,=
log2N
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T splay T( )

splay 2( ) T( ) splay 3( ) T( )

splay 4( ) T( ) splay 5( ) T( )

splay 6( ) T( ) splay 7( ) T( )
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3.4 Formalization of the Counterexample
never diminished to its expected .  Thus repetitively splaying them requires 
 operations per splay step, and not , as conjectured by Sherk et. al.

This method seemingly allows us to produce a tree  for each , such 
that

•  has degree and height  and contains precisely  nodes;

•  has height  for all 

• ;

These observations lead us to investigate more closely the structure of the resulting 
trees.

It is at first difficult to see any pattern in this sequence.  However a careful examina-
tion reveals similarities between parts of these trees and lower-degree trees in their 
entirety.  More precisely, if we “break off” the deepest subtree of the root node, we are 
left with two trees of degree 4 and depth 3, say  and .  Since none of the nodes is 
full, we can remove a nil from each node, producing two trees of degree 3 and depth 
3.  When compared with the degree-3 sequence earlier described in full, we see that 
one of these corresponds to  and and one of them to .

In other terms, if we take two trees of degree 3,   and , augment them to produce 
degree 4 trees, and combine them appropriately, the result will be a single degree 4 
tree with the properties that we desire: closure under 4-splay modulo certain recursive 
permutations.

This is of course not a proof, but an explanation of how the proof was born.  The 
above methodology does not guarantee us that the process terminates without generat-
ing a contradictory set of instantiations for the initial subtrees, nor that the resulting 
trees will have the sparcity required to refute Sherk’s conjecture.  The proof itself, 
together with an examination of some of the properties of these trees will occupy us 
for the remainder of the present chapter.

3.4 Formalization of the Counterexample

We begin our formalization by defining mathematically some basic tree concepts and 
operation on them, allowing us to manipulate them in a more precise mathematical 
way.

logkN
log2N logkN

Td d 2 3 …, ,=

Td d 2d

splay i( ) T( ) d i 0 1 2 …, , ,=

splay 2d 1–( ) T( ) T=

T1 T2

T1 T2

T1 T2
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3 The Limitations of Multi-Way Self-Adjusting Schemata
DEFINITION 3-1
Tree and subtree

A tree of degree  or -tree is defined recursively as

1. nil (the empty tree), also written as , or
2. a -tuple , each of whose elements  is itself a -tree.

We consider the element  to be equal to the 0-tuple .  If  is a -
tree then the elements  are referred to as ’s subtrees, where  is the left-
most and  the right-most.  Note that in this representation we do not distinguish 
between a node  and the subtree rooted at , although we may envision such a dis-
tinction when dealing with them.

In a -tree , it is often convenient to refer to ’s  subtrees by .  
Thus, for example, the right-most subtree of ’s left-most subtree would be written 

.

There is a clear correspondence between -trees as defined above and conventional 
-ary trees defined in terms of nodes and edges: for a tree , we allo-

cate a node for the “container”  and a separate node for each of “contained” nodes 
, with  pointers leading from node  to the nodes .  Note that 

in this discussion of trees we do not refer to the keys stored in a node.  The abstraction 
focuses our attention on the structure of  alone.

Next we define recursively the consecutive-nil or cons-nil property for trees of degree 
:

DEFINITION 3-2
Consecutive-nil

property

1. The empty tree  always satisfies the cons-nil property.
2. A non-empty tree  satisfies the cons-nil property if each , 

, satisfies the cons-nil property, and furthermore either

(i) for some , ,  are nil and  are non-nil, or

(ii)  are non-nil and  are nil.

This says that in each node of  the nil children appear consecutively, as do the non-
nil children.

We now define the reducible property for trees  satisfying the cons-nil property.

DEFINITION 3-3
Reducible property

A tree  of degree  satisfying the cons-nil property is said to be reducible if

1. , or
2.  and at least one of  is nil and each of  is 

reducible.

d d

φ

d τ1 … τd, ,〈 〉 τi d

φ  〈 〉 T τ1 … τd, ,〈 〉= d
τ1 … τd, , T τ1

τd
τ τ

d T T d T 1[ ] … T d[ ], ,
T

T 1[ ] d[ ]

d
d T τ1 … τd, ,〈 〉=

T
τ1 … τd, , d T τi{ }i 1…d=

T

d

φ

T τ1 … τd, ,〈 〉= τi
1 i d≤ ≤

j 1 j d≤ ≤ τ1 … τj, , τj 1+ … τd, ,

τ1 … τj, , τj 1+ … τd, ,

T

T

T d

T φ=
T τ1 … τd, ,〈 〉= τ1 … τd, , τ1 … τd, ,
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3.4 Formalization of the Counterexample
This says that each node in  contains at least one nil-pointer.  Furthermore, since 
reducible trees (by definition) satisfy the cons-nil property, in each node the non-nil 
and nil children appear consecutively.

We define recursively the reduction operator  on reducible trees of degree :

DEFINITION 3-4
Reduction operator

[If both  and  are nil then, by the cons-nil property, all children are nil and these 
amount to the same thing.  is therefore well-defined on such trees.]

This formalizes the reduction operator as removing a nil from each node in the tree, 
producing a similar tree of degree one less.

This provides a sort of commutativity with respect to the operations projection and 
reduction, when projection of the i-th subchild is considered to “overlook” the end-
most nil child.

We now recursively define the class of trees , which have the basic properties 
needed for the counter-example, those observed but not proved in the previous sec-
tion.

DEFINITION 3-5
The class 

A tree of degree d, , is  if either

1.  is , , and  is  (in which case 
we say that  is left- ),

or

2.  is , , and  is  (in which case we 
say that  is right- ).

Next,  is  for  if  is reducible and  is .

Finally, for the base case, we have  is .

For such trees belonging to class ,  is their degree (number of subtrees at each 
node) and  their rank (depth of the tree, as we shall see below).

These trees, for reasons perhaps not immediately evident, we shall refer to as sphen-
damnos (singular) or sphendamnœ (plural).

We now define the augmentation operator, the inverse of reduction.

T

red  ( ) d

red φ( ) φ=

red τ1 … τd, ,〈 〉( )
red τ1( ) … red τd 1–( ), ,〈 〉  if τd φ=

red τ2( ) … red τd( ), ,〈 〉  if τ1 φ=



=

τ0 τd
red  ( )

ωd
d

ωk
d

T φ≠ ωd
d

T 1[ ] ωd 1–
d T 1[ ] d[ ] φ= φ T 2[ ] … T d[ ], , ,〈 〉 ωd 1–

d

T ωd
d

T d[ ] ωd 1–
d T d[ ] 1[ ] T 1[ ] … T d 1–[ ] φ, , ,〈 〉 ωd 1–

d

T ωd
d

T ωk
d k d< T red T( ) ωk

d 1–

T φ〈 〉= ω0
1

ωk
d d

k
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DEFINITION 3-6
Augmentation

operator

For an -tree , , its augmentation  is the unique -tree  such 
that .  This operator thus adds a nil to each node of , producing a similar 
tree of degree one greater.  Because , every node contains a nil, and by the cons-
nil property, the nil nodes within a node are consecutive, therefore  is well-
defined for such trees.  For an -tree , the root contains no nil child, and therefore 
there are two choices for where to insert this nil into ’s root, as left-most or right-
most child.  Consequently, there are precisely two trees,  and , such that 

.  These are the so-called left- and right-augmentations of  
respectively, denoted by  and , corresponding to inserting  into ’s 
root as left-most or right-most child.

Thus we have:  If  is  for  then

If  is  then

and

where the braced elemenents are not nil.

3.5 Producing -Trees from -Trees

We now define the operation  on -trees.  By carefully following the definitions 
in this section together with Definition 3-5 on page 77, it can be seen that an applica-
tion of  to an -tree always produces another -tree.

DEFINITION 3-7
 operator

Let  be a non-nil -tree.  First note that one of the following holds 
(by the definition of ):

1.  and  are , and furthermore  (i.e.,  is left-  
and ’s deepest node is in its left-most subtree)

ωk
d T k d< aug T( ) ωk

d 1+ T
red T( ) T= T

k d<
aug T( )

ωd
d T

T
T1 T2

red T1( ) red T2( ) T= = T
augL T( ) augR T( ) φ T

T ωk
d k d<

aug T( ) aug T( ) 1[ ] … aug T( ) d 1+[ ], ,〈 〉=

aug T1( ) … aug Tk( ), , aug Tk 1+( ) … aug Td( ), , φ, ,〈 〉  if T d[ ] φ=

φ aug T1( ) … aug Td k–( ), , aug Td k– 1+( ) … aug Td( ), ,, ,〈 〉  if T 1[ ] φ=






=                    

                     

T ωd
d

augL T( ) φ aug T 1[ ]( ) … aug T d[ ]( ), ,,〈 〉=

          

augR T( ) aug T 1[ ]( ) … aug T d[ ]( ), , φ,〈 〉=

          

ωk
d ωk

d

σk
d ωk

d

σk
d ωk

d ωk
d

σd
d

T τ1 … τd, ,〈 〉= ωd
d

ωd
d

τ1 φ τ2 … τd, , ,〈 〉 ωd 1–
d τ1 d[ ] φ= T ωd

d

T
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3.5 Producing -Trees from -Trees
or

2.  and  are , and furthermore  (i.e.,  is right-
 and ’s deepest node is in its right-most subtree).

We define  for the two cases respectively:

1.  where

2.  where

CLAIM 3-8
Closure under 

The class of -trees is closed under the application of .

PROOF In the first case,  is a -tree because  
is  (by hypothesis 1 in the definition of  above), satisfying criterion 1(a) in 
the definition of , and inductively  produces a -tree, and thus 
its right-augmentation is an -tree, satisfying criterion 2(c) in the definition of 

.

In the second case,  is an -tree because of the sym-
metric argument. 

Although not strictly required for our proof, we define for the sake of completeness 
the operator  on -trees for :

DEFINITION 3-9
 operator

Let  be an -tree with .  Then

Note that this is not strictly well-defined for the case , since then  is 
an -tree, hence so is , and therefore it has two possible augmenta-
tions,  and .  We assume in this case that  is 
applied.  It is in some sense arbitrary whether for this particular definition we use 

 or , and we choose the former to agree with the way we define splay 
on similar trees.

τd τ1 … τd 1– φ, , ,〈 〉 ωd 1–
d τd 1[ ] φ= T

ωd
d T

σd
d T( )

σd
d T( ) U1 … Ud 1– φ τ2 … τd, , ,〈 〉, , ,〈 〉=

U1 … Ud φ, , ,〈 〉 augR σd 1–
d 1– red τ1( )( )( )=

σd
d T( ) τ1 … τd 1– φ, , ,〈 〉 U2 … Ud, , ,〈 〉=

φ U2 … Ud, , ,〈 〉 augL σd 1–
d 1– red τd( )( )( )=

σd
d

Ωd
d ωd

d σd
d

U1 … Ud 1– φ τ2 … τd, , ,〈 〉, , ,〈 〉 ωd
d φ τ2 … τd, , ,〈 〉

ωd 1–
d σd

d

ωd
d σd 1–

d 1– red τ1( )( ) ωd 1–
d 1–

ωd 1–
d

ωd
d

U1 … Ud 1– φ τ2 … τd, , ,〈 〉, , ,〈 〉 ωd
d

σk
d ωk

d k d<

σk
d

T ωk
d k d<

σk
d T( ) aug σk

d 1– red T( )( )( )=

k d 1–= red T( )
ωk

k σk
d 1– red T( )( )

augL σk
k red T( )( )( ) augR σk

k red T( )( )( ) augL  ( )

augL  ( ) augR  ( )
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3.6 Properties of the Sphendamnœ

The first property of the class of trees defined above is that there actually exists such a 
tree.  For this it is sufficient to trace the recursion back from the base case.  Various 
examples can be constructed by choosing either (1) or (2) in DEFINITION 3-5 on page 77 
at each decision-point:  To construct a -tree, it suffices to take any two -
trees,  and , and combine them according to DEFINITION 3-5, forming either

1.

or

2.

The first few trees, displayed analytically as tuples, are:

Next, in FIGURE 3-13 below, we present graphically the first few -trees, in order to 
gain a greater insight into their structure. 

Here we see the tree nodes presented in the classical way: a node consists of a set of 
 search keys  and  pointers to the subtrees corresponding to the 

search-space regions delineated by these keys.  Thus the -tree shown contains a 
single key element  and two pointers to the subtrees with element less than and 
greater than , which in the case of the -tree are nil.  The first node is more diffi-
cult to visualize, containing 0 keys and a single nil pointer.  It is easy to see that each 

-tree T is produced by augmenting an -tree (i.e., inserting an extra nil into 

ωd
d ωd 1–

d 1–

U V

augR U( ) augL V( ) 2[ ] … augL V( ) d[ ], , ,〈 〉

augR U( ) 1[ ] … augR U( ) d 1–[ ] augL V( ), , ,〈 〉

ω0
0: φ

ω0
1: φ〈 〉

ω1
1: φ〈 〉〈 〉

ω0
2: φ φ,〈 〉

ω1
2: φ φ,〈 〉 φ,〈 〉 φ φ φ,〈 〉,〈 〉

ω2
2: φ φ,〈 〉 φ,〈 〉 φ φ,〈 〉,〈 〉 φ φ,〈 〉 φ φ φ,〈 〉,〈 〉,〈 〉

ω0
3: φ φ φ, ,〈 〉

ω1
3: φ φ φ, ,〈 〉 φ φ, ,〈 〉 φ φ φ φ φ, ,〈 〉, ,〈 〉

ωk
d

FIGURE 3-13 The first few trees of rank 0.  (They have no children.)

ω0
1 ω0

2 ω0
3 ω0

4 ω0
5

d 1– k1 … kd 1–, , d
ω0

2

k1
k1 ω0

2

ω0
d ω0

d 1–
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3.6 Properties of the Sphendamnœ
the node), and that reducing an -tree (i.e., removing a nil from the node) produces 
an -tree.

In FIGURE 3-14 we see the first few trees of rank 1.  Examining the -tree and care-

fully following DEFINITION 3-5 on page 77, we see that taking , we 
can combine  and  according to the definition to produce the -tree shown.  The 
two -trees shown are clearly the right- and left-augmentations of the -tree.  
Likewise, the -trees are clearly augmentation of the -trees.

In FIGURE 3-15 we see the first few trees of rank 2 which are produced by augmenting 
and joining trees of rank 1.

It is straightforward to compute the number of trees in each class .  Two -trees  
and  are identical if and only if  for .  To form an -tree 
we take two -trees and combine them according to Definition 3-5 on page 77, 
choosing either rule (1) or rule (2).  Therefore, letting  be the set of all -trees, 
we get:

Since an -tree is the composition of two -trees, according to one of two pos-
sible rules, we have that

ω0
d

ω0
d 1–

ω1
1

FIGURE 3-14 The first few trees of rank 1.
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2 ω1
3 ω1
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U V ω1
1

ω1
2 ω1

1
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FIGURE 3-15 The first few trees of rank 2.
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d
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ωd
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3 The Limitations of Multi-Way Self-Adjusting Schemata
and in general

If  is  with  then every node in  has at least  nil nodes, and therefore 
 is uniquely defined, and therefore

If  is , there are exactly two trees  such that , namely the left- and 
right-augmentations of , and therefore

The spendamnœ
are binomial trees

Binomial trees are ranked trees characterized by the property that in a tree  of rank 
, the child nodes of  are precisely trees of rank , a property that 

recursively holds throughout the entire tree.  The fact that the sphendamnœ are bino-
mial in structure follows by a simple inductive argument mirroring  the recursive def-
inition of these trees.  More precisely we prove the following two claims:

CLAIM 3-10
-trees are
binomial

If  is an -tree then its  children are -trees.

PROOF Taking  to be an arbitrary -tree, we have one of the following two 
decompositions (definition of -tree):  Either

1.  and  are -trees

or

2.  and  are -trees.

In the first case  is  (definition of 
 for ) which, inductively, is a binomial tree whose  children are 

-trees (in some order).  Therefore  are 
-trees (in some order).  This, together with the fact that  is 

, proves the claim.

The second case is similar. 

There is a corresponding result which holds for -trees, where  is not restricted to 
being equal to .  In this case the claim is formulated as follows:

Ωd
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Ωd
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d 1–

ωk
d k d< d 1–
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ωk
d k

d
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3.7 k-splay Applied to the Sphendamnoe
CLAIM 3-11
-trees are
binomial

If  is an arbitrary -tree with , then ’s  children include 
 nils and -trees.

PROOF The proof of this claim is similar to that of the preceding claim. 

From this it also follows inductively that the depth of an -tree is exactly , since 
the depth of an -tree is exactly one greater than the depth of it deepest child, which 
inductively is a -tree with depth .

3.7 k-splay Applied to the Sphendamnoe

The next step is to examine what -splay does when applied to the lowest node in an 
-tree.  Our immediate goal is to define a generalization of Sherk’s -splay opera-

tion, , such that  is identical to Sherk’s -splay.  We then show that 
 and  are identical for -trees.

DEFINITION 3-12
Search path in an
-tree, off-path ele-

ments

Let  be an -tree, define recursively  and  to be the 
subtree of  with greatest rank, for .  This gives us a sequence of 
trees  where  is , which we refer to as the search path in .  
It corresponds directly to the traditional search path in a multi-way search tree, where 
we search for the element contained in the deepest node of the tree.

We define the off-path elements of  to be those not equal to .

DEFINITION 3-13 For an -tree , define  as the tree resulting from considering the 
path leading to ’s deepest node together with all off-path pointers, and rearranging 
them in a two-tiered structure, defined as follows:  The  nil pointers leading from 

’s root are directly linked to the root of  in the same position as they were in .  
 is given  additional children, from which are hung the remaining 

 pointers (nil and non-nil): they are grouped into  -
node groups and hung from  in their original order.

Clearly the  operation applied to a -tree coincides with Sherk’s -splay 
operation applied to the deepest node of the same.  We next prove several lemmata 
that shed light on the way  transforms -trees.  These are then used to 
prove the equivalence of  and  on -trees.

LEMMA 3-14
Splay structure

The  operation applied to an -tree  is equivalent to the following proce-
dure: We envision  as a node-gathering process:  The first step consists of 
taking ’s  nil children and placing them under  in the same positions as they 
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3 The Limitations of Multi-Way Self-Adjusting Schemata
were in .  Each subsequent step  consists of taking the  non-
nil (off-path) children of  together with the  nil children of  and plac-
ing them together under one of the remaining  nodes in the new framework .

At each stage, before placing these nodes,  are still “vacant”, where 
.  If  is left-  (i.e., left-augmented left- ) then we place the non-nil 

from  and the nil from  under , leaving  vacant.  If 
 is right-  (i.e., augmented right- ) then we place these under , leaving 

 vacant.  The procedure terminates when  and we place the 
children of  (all nil) under .

PROOF The lemma follows almost immediately by considering the above procedure in con-
junction with the definition of  for -trees. 

LEMMA 3-15
Commutativity

Let  be A -tree with .  Then

This lemma is illustrated in the FIGURE 3-16 below for , . 
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FIGURE 3-16 The commutativity lemma illustrated for , .d 4= k 3=
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3.7 k-splay Applied to the Sphendamnoe
PROOF We compare the splaying operations for an -tree  and its reduction , 
an -tree, again considering the node-collection as beginning at the root and fol-
lowing the path downwards to ’s deepest node.  If  is the sequence of sub-
trees leading to ’s deepest node, then in  we have the corresponding sequence.

There is a step-by-step equivalence:   applied to  takes  non-nil chil-
dren from each  and groups them together with the  nil children of , 
forming in total  nodes of degree .

Likewise,  applied to  takes  non-nil children from each  and 
groups them together with the  nil children of , forming in total  nodes of 
degree .

Run in parallel, these two procedures can be seen never to diverge, the latter produc-
ing always the reduction of the former.  This proves the lemma. 

LEMMA 3-16
Terminal nodes

Let  be a terminal node in an -tree , and let .  Then  is reposi-
tioned atomically.  Informally, this means that the  of  are left “untouched” by the 
transformation , and are move together to their new location in .

PROOF This is a direct consequence of the proof of LEMMA 3-14 for the case . 

We now come to the main pair of theorems in this chapter.  We first show that the 
operators  and  are identical for -trees.  We then generalize this and treat 
the case for -trees where possibly .

THEOREM 3-17
Equivalence of 

and 

Let  be a -tree.  If  is  then

PROOF First we note that for the case  we have only one choice for , .  
Then clearly we have .

Next we proceed by induction, assuming that the assertion holds for -trees, and we 
consider  an -tree.  Assume  is left- .  Letting  and 

, we have

The symmetric argument shows that if  is right-  then .
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3 The Limitations of Multi-Way Self-Adjusting Schemata
We now show that the rest of ’s children are also identical to ’s corresponding 
children.  Again assume  is left- .  For  we have

The symmetric argument shows that if  is right-  then  for 
. 

We now present the full generalized proof for -trees, where possibly .

THEOREM 3-18
Equivalence of

 and 

If  is  then

PROOF Our goal is to prove by induction that  and  yield identical results when 
applied to an -tree .

We first note that for an -tree , .

Now suppose that  is an -tree.  We proceed by induction, assuming that  
and  are identical for -trees.  We examine and compare the effects of the 

 and  operations.  The  operation applied to  can be decom-
posed as:

where

D U
T ωd 1+

d 1+ i 1· … d, ,=

D i[ ] σd 1+
d 1+ T( ) i[ ]= def. of D( )

augR σd
d red T 1[ ]( )( )( ) i[ ]= def. of σd 1+

d 1+( )

augR splayd
d red T 1[ ]( )( )( ) i[ ]= ind. hyp.( )

augR red splayd
d 1+ T 1[ ]( )( )( ) i[ ]= lemma( )

augR red φ U 1[ ] … U d[ ], , ,〈 〉( )( )=

since T 1[ ] is the deepest node in T and T 1[ ] d[ ] φ=( )
augR red U 1[ ]( ) … red U D[ ]( ), ,〈 〉( )=

U 1[ ] … U d[ ] φ, , ,〈 〉=
U i[ ]=

T ωd
d D i[ ] U i[ ]=

i 2 … d 1+, ,=

ωk
d k d<

σk
d splayk

d

T ωk
d

splayk
d T( ) σk

d T( )=

σk
d splayk

d

ωk
d T

ω1
d T σ1

d T( ) splay1
d T( ) T= =

T ωk 1+
d σk

k

splayk
k ωk

k

σk 1+
d splayk 1+

d σk 1+
d T

T B C D
red d k– 1–( ) σk 1+

k 1+ aug d k– 1–( )

B 1[ ] red d k– 1–( ) T d k–[ ]( )=
B 2[ ] red d k– 1–( ) T d k– 1+[ ]( )=

…

B k 1+[ ] red d k– 1–( ) T d[ ]( )=
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3.7 k-splay Applied to the Sphendamnoe
and

and

We let .

Now, , so we have

Therefore,

by the definition of  for a left- -tree .  Therefore

since all the trees  contain at least  nil nodes and are thus 
left unaffected by the application of  followed by .

Furthermore, by the structure of , a left- -tree, we have that  
where

(The  nil nodes are the right-most  nodes of .) Next we show that 
the rest of D’s children are the same as those of U.  By the definition of  for 

-trees, we have that .  This corresponds to  
because, by the definition of , the  left-most children of  are nil.
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3 The Limitations of Multi-Way Self-Adjusting Schemata
Finally we show that the remaining children of ,  are identi-
cal with the corresponding children of , .  Without loss of 
generality we consider , and the corresponding argument holds for 

.

3.8 Orbits

There are exactly two -trees,  and , as shown in FIGURE 3-17.  These form an 

orbit of length 2, since  and .

From these two -trees we can construct a variety of -trees: Recall that each 
-tree is constructed by taking two -trees and combining them according to one 
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3.8 Orbits
of the two rules in Definition 3-5 on page 77.  Since there exist precisely two -
trees, we can construct a total of eight -trees in this manner: two possible choices 
for each of the two trees in either of two rules.

In FIGURE 3-18 we let  be the -tree constructed by augmenting and adjoining two 
copies of the above .  The next three trees  in the sequence are obtained 
by subsequently splaying .  Since splaying the last tree in the sequence produces 
the first tree again, this orbit is of length 4. 

Alternatively if we take a copy of  and a copy of , we obtain another orbit, 
entirely disjoint from the above, as shown in FIGURE 3-19. 

Finally, in FIGURE 3-20 we show an -tree constructed by augmenting and adjoining 
the above  and .  The orbit obtained is of length 8. 

In general if we have a -tree  constructed by adjoining two -trees  and  
so that  or 

 then we can pinpoint ’s orbit, 
knowing ’s and ’s orbits:

Let ’s orbit be  where  and .  Denote ’s 
and ’s orbits similarly.  In the first case, where  is left- , we have

Applying  to this, we have
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FIGURE 3-18 An orbit of length 4.
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3 The Limitations of Multi-Way Self-Adjusting Schemata
Applying again  we have:

The emerging pattern is clear—an inductive proof is straightforward—and from this it 
is obvious then that if ’s and ’s orbits are of length  then ’s orbit is of length 

, and in general for -trees the orbit length is .

V0 V1

V2V3

FIGURE 3-19 Another orbit of length 4.

FIGURE 3-20 The first two trees in an orbit of length 8.
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3.9 From Splay-Steps to Splay-Operations: Fractal Binomial Trees
3.9 From Splay-Steps to Splay-Operations: Fractal Binomial Trees

Thus far we have shown that Sherk’s -splay operation, when applied to a -tree, 
produces another -tree, in a single splay-step, rearranging precisely  nodes each 
time.  For a given , each of the -trees contains  nodes, and has height 
exactly .

We now show how to produce a family  of -trees of arbitrary size , independent 
of , such that for any  the deepest node of  always lies at depth , and 
furthermore splaying at the deepest node of any  always produces another tree 

.

Refer again to the above figures and consider the terminal nodes in the .  During a 
splay-operation, these are repositioned atomically in the new structure (by LEMMA 3-16 
on page 85).  This allows us to recursively replace these nodes in a -tree by entire 
copies of -trees.  The result will be a -tree  such that performing a single splay-
step at ’s deepest node will transform the -tree that it “sees” into another -
tree, leaving the cursor at the deepest terminal node in another -tree.  Splaying this 
then will produce another -tree at the root, but since its terminal nodes are moved 
atomically, the 2nd level -trees are preserved.

More formally, we recursively define the classes  as follows:

DEFINITION 3-19
The class 

A tree is  if it is ; a tree is  if it can be decomposed as an -tree   
whose terminal nodes have been substituted by entire -trees.

Consider now what happens when we perform a -splay in an -tree .  Begin-
ning from the deepest node in , the first splay-step essentially “sees” an -tree, 
ignoring for the present the rest of  above the new cursor position.  It transforms 
this, producing another -tree, and continues on upwards.  At each stage of this -
splay operation, the cursor begins at the lowest node of a -tree and finishes at the 
root of this tree, transformed, which is the lowest node in another -tree.

How many nodes are there in an -tree?  An -tree contains exactly  nodes, 
of which exactly half are terminal “socket”-nodes for other -trees.

Therefore  trees have height  and size ; -trees have height  and size 
; -trees have height  and size 
; in general an -tree has height  and size .  

In other words for a given -tree, its height is greater than .

Therefore, starting with any -tree , always splaying from the lowest node in , 
the number of nodes visited in every case is .
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3 The Limitations of Multi-Way Self-Adjusting Schemata
Thus we have proved the final theorem of this chapter:

THEOREM 3-20 Let  be an -tree and let  be the tree obtained by applying Sherk’s -splay to 
the deepest node of . Then. the number of nodes visited is , and   is 
again a -tree.

T  mωk
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T Θ log2N( ) T′
 mωk

k
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CHAPTER 4 Summary and Conclusions
e summarize in this chapter the main results presented in this 
thesis and their implications.  For the benefit of the readers and 
in order to facilitate the future use of this work, we provide in 
this chapter some comments on how our results can be useful 
and how our work can be extended.  We also present a short list 

of open problems raised by our work in this area.

4.1 General Theory of Splaying

As we have already commented (see Chapter 1, “Introduction: The Searching Prob-
lem”) self-adjusting data structures provide (at least theoretically) the correct frame-
work when our structures, and generally our algorithmic applications, must face a 
future unknown series of tasks.

We have proved that under mild and natural conditions “almost all” local bounded 
transformations along a path within a tree are sufficient to provide us with a logarith-
mic amortized cost and exhibit static optimality.  This means that a “user” may feel 
free to use any bounded-degree tree (binary or otherwise) and manipulate it along the 
access path of a node in it, in almost any way and for whatsoever reasons, and still 
achieve a  amortized cost for each operation.

W

Nlog
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4 Summary and Conclusions
The richness of a research area is often attested to by the fact that progress simulta-
neously provides answers to existing questions and raises new questions.  Among the 
questions raised by our work in self-adjusting multi-way data structures, the most 
prominant are the following:

Non-path-oriented
rules

Interestingly, classical balancing techniques (AVL-trees, B-trees, etc.) are expressible 
as template rule sets.  They achieve global balance, yet the templates are not path-ori-
ented.  Furthermore they are often guided by additional information stored in the 
nodes (e.g., height, weight) and not by local structure along.  We would like to shed 
some light on this phenomenon.

Unbounded
template sets

Many splay-like techniques essentially work with templates of unbounded size.  At 
the present our theoretical tools are provably too weak to analyse them fully.  One 
possible direction is to develop a theory of “template factoring”, reducing all transfor-
mations to local bounded transformations.

Discovery of more
exact potential

functions

Many researchers [BR95, Sun89, Col01] prove extremely useful results using poten-
tials functions needing remarkable inspiration to design and use them.  Techniques for 
designing potential functions and some general theorems about their behaviour would 
enhance substantially our power to design and analyse data structures.

The need for new potential functions is clearly illustrated in [BR95] where the authors 
fail to prove strictly logarithmic performance of the path-balance heuristic, but suc-
ceed in proving that no improvement can be achieved with the potential of [ST85b].

Extension of all
properties of binary
splay trees to multi-

way search trees

Standard splay trees present some remarkable properties, among them the “working-
set property” (proved in [ST86b]), the “scanning theorem” (proved in [Tar85b]) and 
the “dynamic finger theorem”, proved in [Col01]—published 12 years after its first 
appearance). These results should be extended (and adapted suitably) to multi-way 
search trees.

The possibility of
probabilistic

splaying

Probabilistic considerations may obviously extend the power and the area of applica-
tions of self-adjusting data structures.

Formation of a
theory of other

“self-adjusting”
techniques

Splay is not the only form of self-adjustment—even if we restrict our attention to tree 
structures.  Only one or two other ideas of self-adjustment other than splay are known. 
This issue is wide open. See for example [Mar91].

Practical issues From a practical point of view our work can be exploited in the following two direc-
tions:
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4.2 Limitations of Multi-Way Splaying
1. Redesigning existing applications.
Applications in which a tree-based data structure is used may be freely redesigned:  
By our results it has become extremely probable that they admit a self-adjusting 
policy which will not affect—asymptotically—their behaviour, and moreover will 
bestow them with additional desirable characteristics.

2. Designing new data structures.
One may even try to invent new structures in areas where one should try to con-
front in the best possible way an upcoming history of unknown operations. We 
have mostly in mind Web applications. Our theory of “progress factors” may be 
inspiring in this direction—yet it has to be generalized to structures other than 
trees—e.g., general partial orders (graphs). 

In designing new structures the reader should keep in mind how to deal with defining 
template sets.  The following advice may be useful:

• Template sets need be “productive” (e.g., branching) not at every splay-step but at 
least at every second or third step.

• Template sets are necessarily exhaustive in some sense, but this does not mean that 
one should store them explicitly.  Implicit handling of splay-operation is quite pos-
sible and most likely the desirable approach when the number of templates is large 
and they can be described algorithmically.

• Even non-path-oriented schemata can be used—but they should appear only  
times along an access path

• Even not-branching schemata can be used—but they must either contain as a “fac-
tor” a branching schema, or be themselves factors of a branching schema.

4.2 Limitations of Multi-Way Splaying

Sleator and Tarjan have pointed from the very beginning the question of designing a 
B-tree like self-adjusting structure of degree , in order to achieve  nodes 
visited in an amortized sense.

The only structure achieving such an amortized complexity [Mar91] uses a collection 
of standard B-trees—but has various drawbacks:

1. It relies upon a collection of data structures—not a “single” one—thus complicat-
ing its implementation.

2. It does not (yet) have an explanatory theory supporting it, thus leaving us helpless 
in trying to analyse it.

3. It relies on its use of the B-tree structure, thus leaving us with our hands tied if we 
are interested in extending its use.

Since B-trees (in fact B+-trees) are omnipresent in data-base systems, one is strongly 
tempted to persistently look for self-adjusting B-tree-like search structures.

O 1( )

k O logkN( )
Multi-way self-adjusting data structures 95



4 Summary and Conclusions
Up to the present Sherk’s splay was the most likely (perhaps the only) candidate for 
such a structure. We have shown that it cannot provide us with a guarantee of 

 visited nodes per access operation.

From a theoretical point of view the following issues are left open:

Are there other
candidates for such

an improvement?

In this work we have offered one: the Merge-Split trees.  The complete analysis of 
Merge-Split trees—including lower bounds—and other possible variants is the first 
thing we would like to do towards this goal.

Other candidates are most welcome.

Analytical
techniques

As we have already noted in section 4.1, new tools for amortized analysis may be 
needed in order to understand fully the behaviour of splay and/or other self-adjusting 
techniques.

Our counterexample is a negative result and it is rare to speak about practical applica-
tions of a negative result.  Yet there exists a general practical recommendation 
which—to the best of our knowledge—is not to be ignored:  If theory gives us a green 
light then some day we shall move on; if it gives us a red light some day we shall stop.

So, if our application calls for a self-adjusting policy then B-trees should not stand 
before us as a taboo.  We should be flexible, changing our tack and trying both theo-
retically and practically to design other structures exhibiting the same “disk-access” 
behaviour as B-trees together with the wealth of other properties offered by self-
adjustment.

O logkN( )
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