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Abstract
Marker-less articulated human body pose recovery and tracking is a challenging
problem of great importance, with strong theoretical and practical implications.
The recent introduction of low-cost depth cameras triggered a number of interesting
new works, pushing forward the state of the art. However, despite the remarkable
progress, estimating the body pose in realistic, complex scenarios is still an open
research task.
In this thesis we propose and develop a markerless model-based method to recover
and track the full body pose, from RGB-D sequences, in arbitrary scenarios where
users can freely enter or leave the scene, move, act and interact with other users or
the environment. Our research focuses mainly on the problem of handling occlusions,
either across body parts belonging to the same user, or across different users. At
the same time, we attempt to tackle additional important issues encountered in the
problem at hand, such as dealing with the large diversity of human bodies or the
unconstrained initialization of tracking.
Towards this goal, we introduced the novel concept of Top View Reprojection
(TVR) of cylindrical objects, which uniquely defines the pose of a cylinder based
on certain quantitative appearance properties of its Top View, i.e. the view aligned
with the cylinder’s main axis. Based on this, the problem of estimating the pose
of a cylindrical object becomes that of estimating the corresponding Top View.
Interestingly, the developed formulation of TVR remains unaffected from factors
such as noisy or missing data.
Capitalising on the TVR concept, we represent the human body by a cylinderbased model, consisting of 11 body parts. The body is uniformly treated within the
TVR framework following a local optimization technique; body parts, represented
as cylinders, are examined in a top-to-bottom sequential order, starting from the
head. For each body part a set of hypotheses is generated and tracked over time
by a Particle Filter (PF). To evaluate each hypothesis, we employ a novel metric
that considers the virtual Top View of the corresponding body part. The latter,
in conjunction with regular depth information, effectively copes with difficult and
ambiguous cases, such as severe inter- and intra-person occlusions.
For evaluation purposes, we conducted several series of experiments addressing
realistic scenarios of gradually increased difficulty, involving varying number of users
interacting with each other. We further compared the performance of the proposed
method against that of state-of-the-art approaches using public or own-collected
datasets with ground truth annotation. The presented quantitative and qualitative
results attest for the effectiveness of our approach.
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PerÐlhyh
H ankthsh kai parakoloÔjhsh thc pìzac tou arjrwtoÔ anjr¸pinou s¸matoc, qwrÐc
thn qr sh optik¸n shmadi¸n, eÐnai èna apaithtikì prìblhma me shmantikèc jewrhtikèc kai praktikèc ptuqèc. H prìsfath eisagwg

kamer¸n bjouc (RGB-D

cameras)

qamhloÔ kìstouc eÐqe wc apotèlesma thn emfnish enìc pl jouc apì nèec endiafèrousec kai apodotikèc proseggÐseic sto prìblhma. Wstìso, par thn axioshmeÐwth
prìodo, h ektÐmhsh thc pìzac tou s¸matoc se realistik kai polÔploka peribllonta
paramènei èna anoiqtì kai krwc endiafèron ereunhtikì jèma.
Sthn paroÔsa diatrib

sqedisame, anaptÔxame kai axiolog same mia mejodolo-

gÐa gia thn ankthsh kai parakoloÔjhsh thc pìzac olìklhrou tou s¸matoc qwrÐc
th qr sh optik¸n shmadi¸n, se akoloujÐec apì

RGB-D

dedomèna. H proteinìmenh

mejodologÐa basÐzetai sth montelopoÐhsh tou anjr¸pinou s¸matoc, kai mporeÐ na
efarmosteÐ qwrÐc periorismoÔc sto senrio drshc twn qrhst¸n. Pio sugkekrimèna,
oi qr stec mporoÔn na mpaÐnoun kai na bgaÐnoun eleÔjera apì th skhn , na metakinoÔntai, na energoÔn kai na allhlepidroÔn me llouc qr stec

to Ðdio to peribllon.

H èreun mac epikentr¸netai kurÐwc sthn antimet¸pish problhmtwn pou prokÔptoun
apì epikalÔyeic, eÐte metaxÔ mer¸n tou s¸matoc tou Ðdiou qr sth, eÐte metaxÔ diaforetik¸n qrhst¸n. Tautìqrona, epiqeiroÔme na antimetwpÐsoume epiplèon shmantik
jèmata, ìpwc oi meglec diaforèc twn anjr¸pinwn swmtwn

h qwrÐc periorismoÔc

ekkÐnhsh thc parakoloÔjhshc.
Proc aut
toyhc (PK -

thn kateÔjunsh, eisaggame thn kainotìma ènnoia thc Probol c K-

Top View Reprojection)

gia kulindrik antikeÐmena, h opoÐa mporeÐ

na orÐsei monos manta thn pìza tou kulindrikoÔ antikeÐmenou basizìmenh se sugkekrimèna posotik qarakthristik thc Ktoy c tou, dhlad

thc ìyhc h opoÐa eÐnai

eujugrammismènh me ton kÔrio xona tou kulÐndrou. Dedomènou autoÔ, to prìblhma
thc ektÐmhshc thc pìzac enìc kulindrikoÔ antikeimènou metafrzetai sthn ektÐmhsh
thc antÐstoiqhc Ktoyhc. H qrhsimopoioÔmenh diatÔpwsh paramènei anephrèasth apì
pargontec ìpwc jorub¸dh

ellip

dedomèna.

Gia na epwfelhjoÔme apì thn ènnoia thc PK, anaparistoÔme to anjr¸pino s¸ma
wc èna montèlo basismèno se kulÐndrouc, apoteloÔmeno apì 11 mèrh. To s¸ma antimetwpÐzetai omoiìmorfa mèsa apì to plaÐsio thc PK, akolouj¸ntac mia teqnik topik c
beltistopoÐhshc. Ta mèrh, ta opoÐa anaparÐstantai wc kÔlindroi, exetzontai se mia
apì-pnw-pros-ta-ktw seiriak dom , ekkin¸ntac apì to kefli. Gia kje mèroc tou
s¸matoc, dhmiourgeÐtai èna sÔnolo apì upojèseic pìzac, to opoÐo kai parakoloujeÐtai
sto qrìno apì èna FÐltro SwmatidÐwn

(Particle Filter).

upìjesh, qrhsimopoioÔme mia kainotìma metrik

Gia na axiolog soume kje

h opoÐa lambnei upìyh thn eikonik

Ktoyh tou antÐstoiqou mèrouc s¸matoc. Autì, se sunduasmì me thn plhroforÐa
bjouc, mporeÐ na antimetwpÐsei epituq¸c dÔskolec kai amfisbht simec peript¸seic,
ìpwc autèc pou prokÔptoun apì èntonec epikalÔyeic, eÐte metaxÔ mer¸n tou Ðdiou
qr sth, eÐte metaxÔ diaforetik¸n qrhst¸n.
Gia thn axiolìghsh thc en lìgw mejodologÐac, diex qjhsan ektetamèna peirmata ta opoÐa stoqeÔoun se realistik senria, me aÔxonta bajmì duskolÐac kai me
kumainìmeno pl joc qrhst¸n na allhlepidroÔn metaxÔ touc. Epiprosjètwc sugkrÐname thn apìdosh thc proteinìmenhc mejìdou me thn apìdosh twn epikratèsterwn
sÔgqronwn mejìdwn, qrhsimopoi¸ntac dedomèna diajèsima apì ton pagkìsmio istì
kai dik mac dedomèna ta opoÐa emperièqoun plhroforÐa gia thn pragmatik

pìza twn

qrhst¸n. Tìso ta poiotik ìso kai ta posotik apotelèsmata pou parousizontai
pistopoioÔn thn apodotikìthta thc mejìdou mac.
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Chapter 1
Introduction
Articulated human body pose recovery and tracking refers to the process of estimating the kinematic structure of an observed person, given a sensor input [24].
Vision-based methods constitute the most popular approaches to the pose recovery
task, employing sensory input from cameras [25]. Their primary aim is to extract
and analyse the relevant information, captured in the sequence of images, and utilize
it in order to infer the pose of the observed body.
A basic categorization of vision-based methods is into marker-based and markerless approaches. Visual marker-based approaches require from the user to “wear” a
set of optical “markers”, usually in correspondence with the targeted body articulation. In order to recover the underlying body pose, the markers’ position in space
is accurately estimated and tracked over time. Then a selected human body model
is fitted on the acquired 3D positions to extract kinematically meaningful parameters of the assumed pose. Due to the fact that marker-based methods can produce
highly accurate results [26], there is an extensive variety of targeted applications,
ranging from the cinematographic and video games industry [27], to medical applications, such as orthopedics, or sports performance improvement [28]. However, the
fundamental drawbacks of marker-based methods, such as the limited freedom of
movement or the requirement of an expensive, dedicated hardware, prevent a wider
and more extensive applicability.
On the other hand, marker-less pose recovery methods, although in practice less
accurate, provide a more generic and less intrusive solution to the task at hand.
The task of recovering the 3D pose of the articulated human body, without relying
on optical markers, is the problem addressed within the current PhD thesis. It
constitutes a challenging problem, with great theoretical interest and important
practical applications.

1.1

Problem Statement

Marker-less visual human body pose recovery and tracking is a very challenging task,
of significant interest in the computer vision field. It involves the estimation and
tracking over time of the kinematic body configuration of one or more persons (users)
observed in a scene, without the need of “wearable” optical landmarks (markers).
The observed users may assume varying body poses and can possibly interact with
the environment or with each other. The input of the process consists of image
sequences provided either by regular color cameras or by the most recent RGB-D
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sensors [29] and the exploited features may vary, depending on the task at hand,
from image primitives -e.g. intensity gradient- to more descriptive features such as
pixel blobs or 3D point cloud.
Recovering the body pose involves matching of the observed features with an
underlying kinematic model representing the body structure. Therefore, the choice
of a kinematic model is of critical importance. The detail and the level of abstraction
of the chosen model are directly dependent on the targeted application, varying from
very few to more than 50 Degrees of Freedom [30]. In any case, the model needs
to be as detailed as possible in order to capture the diversity and complexity of
the observed body, enabling kinematically meaningful and robust estimation of the
assumed body pose.

1.2

Importance and applications

Capitalising on human pose recovery and tracking, a number of practical applications become possible. A list of such applications, although not exhaustive, includes
gaming, video indexing and retrieval, surveillance, behavior analysis, medical applications and, generally speaking, Human Computer Interaction (HCI) or Human
Robot Interaction (HRI) setups:
• Gaming. In recent years, the emergence of low-cost RGB-D camera sensors
has facilitated the large-scale applicability of body pose recovery in the field
of computer games. The most representative example is that of the Microsoft
XboX gaming console. The KinectTM RGB-D sensor [29] is employed to capture users in the foreground. Based on the pose recovery method of Shotton et
al. [20], the user’s body configuration is estimated and translated into gaming
commands, e.g. swinging a tennis racket.
• Video indexing and retrieval. Video indexing, based on body pose recovery,
involves segmentation, analysis and abstraction of a video sequence to capture
the articulated motion of users in it, typically used in fields such as cinematography [31] or sports casting [32] or, more recently, in social media applications.
• Surveillance. Visual surveillance of humans is, nowadays, increasingly used in
a variety of contexts, such as critical event detection, security, crowd control
and so forth. Due to the vast amount of data captures, manual annotation is
inefficient. Therefore, automatic body pose recovery for surveillance tasks [33]
is of significant importance in the current category of applications [34].
• Behavior analysis. Tracking of users and the recognition and interpretation of
the assumed actions may give rise to human behavior analysis. An example
of such application is that of pedestrian detection for enhancing automotive
safety [35].
• Medical applications. A relatively recent category of applications, which use
visual body pose estimation techniques, is targeting medical tasks. Of particular importance in the field is the so called, “home-based rehabilitation” [36,37],
where a camera system tracks the pose of a patient, in order to monitor the
execution of a given set of exercises and prevent possible injuries.
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• HCI - HRI. Typically, most of the aforementioned applications can be characterized as Human Computer Interaction (HCI) tasks. Additionally, recent
advances in robotics, in combination with visual human tracking methods, increased the employment of service robots in a variety of tasks which involve
interaction with humans (Human-Robot Interaction - HRI). Relevant applications include guidance robots [38,39] (e.g. in a museum), servant robots [40,41]
(e.g. bartending) and robot companions [42].
Clearly, the range of applications is very wide, and only a selected subset is
outlined above. Further to that, visual human pose estimation and tracking involves
interesting and challenging theoretical aspects. On one hand, visual analysis of
humans exhibits the need for better understanding the structure of the human visual
and interpretation system, or studying in detail the kinematics of the human body.
On the other hand, higher level tasks, such as interpreting the actions of humans or
modeling human behavior, are also of great importance.
In summary, given the fast advances in the computer vision field, in conjunction
with the wide spread of recording devices and the advent of innovative applications,
it is safe to assume that vision-based methods for the recovery and tracking of the
human pose will continue to play a role of ever-increasing significance.

1.3

Task Challenges

Human pose estimation and tracking has been the subject of intense investigation
for the last four decades. Additionally, the most recent emergence of low cost realtime depth cameras, such as the KinectTM sensor [29], led to numerous important
approaches to the pose extraction and tracking problems, effectively pushing forward
the state of the art (e.g. [20,21,43]). Nevertheless, despite the achieved performance
in controlled or semi-controlled scenarios, coping with highly complex cases involving
multiple users remains a challenging problem.
Major challenges encountered in marker-less pose estimation approaches can be
summarized as follows:
• High dimensionality. Depending on the level of detail of the employed body
model, the state space may vary from few (e.g. 10) to more than 50 dimensions [30], which has a direct impact on the overall performance of the
approach. A common way to tackle this is by employing local optimization
techniques, where the body and, consequently, the state space, is broken down
into parts, and pose recovery is done independently for each part.
• Environment. While recovering the pose in (semi-)controlled indoor environments, such as a living-room or an office, has encountered substantial progress,
coping with unconstrained environments is non-trivial. Factors such as variability in lighting or cluttered background can severely affect the performance
of visual methods [44]. The latter, in combination with user interactions,
impose additional challenges to body tracking methods, since accurate segmentation of users and individual body parts is rather challenging, or even
next to impossible.
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• Human diversity. Regardless of the chosen model, the human body presents
great diversity. Differences in visual appearance, along with variations of the
body shape and proportions, limit the generalization of visual processing methods. Unpredicted variations of the perceived user, due to e.g. different clothing, constraints further the accuracy of pose estimation. One way to cope with
this is by using a “flexible”, kinematically constrained, skeleton representation
of the human body [20, 21].
• Initialization. Initializing the model constitutes a very interesting task that
is inevitable in visual pose estimation. Due to the problem dimensionality,
searching through the whole state space for an arbitrary initial pose imposes
high computational costs. A straightforward way to cope with this is by requiring an explicit pose to commence tracking, e.g. T-pose as in [45]. However,
such techniques are limiting when dealing with realisic, free-form interactionscenarios. Therefore, more “relaxed” techniques, allowing for abstract pose
initialization, have also been proposed [20, 46].
• Self-occlusions. Due to the body complexity, and assuming a realistic scenario
where a user can move freely, certain body parts may occlude other ones,
directly affecting the pose estimation. Although, kinematic constraints and
tracking over time of the body parts offer a reliable solution [46], self-occlusions
remain one of the most challenging issues in body pose recovery.
• Inter-occlusions. In a free-form human interaction scenario, users may act and
interact with other users or the environment freely. Consequently, parts of the
users’ body may be occluded by other users or by objects in the scene. This,
in combination with possible self-occlusions, imposes extra difficulties for the
task at hand [47].

1.4

Proposed approach

From the above, it is obvious that marker-less visual body pose estimation and
tracking is a task of significant importance, imposing numerous hard, yet interesting,
challenges to researchers. In this context, we formulated and developed a robust
model-based methodology able to recover the body pose of the observed users in
RGB-D sequences, addressing at the same time several of the task specific challenges.
Briefly, we model the human body as a set of 11 body parts (head, upper and
lower torso, upper and forearms and upper and lower legs) represented as cylinders.
We exploit the Top View Reprojection (TVR) properties of cylindrical objects to
recover the pose of each body part in a local optimization schema, where body
parts are examined in a top-to-bottom order and treated uniformly within the TVR
scoring framework. The estimated pose is finally tracked over time using a separate
Particle Filter for each body part.

1.5

Thesis Contributions

The main contribution of our approach is the introduction of the Top View Reprojection (TVR) concept in a model-based framework to uniformly treat the body parts
4

representing the human body. The employed TVR scoring function is uniformly
defined, in the sense that it is not dependent on a specific body part, offering a
robust general-purpose metric for the estimation of the underlying pose.
An important advantage, resulting from the TVR employment, is that the body
pose recovery process is invariant to human diversity. To be able to deal with the
large variety of user body sizes, we employ established anthropometric measurements
to compute the size of all body parts proportionally to the estimated height of the
user, as described in section 3.2. On top of that, the formulation of the employed
scoring function allows for high tolerance to user segmentation faults and enables
coping with model and appearance variations, caused, for example, by the users’
clothes.
Interestingly, the strongest contribution of the TVR-based approach is that it
robustly tackles the problem of occlusions, both self-occlusions and occlusions among
users or between users and the environment. As will be shown in detail in Chapter 5,
the employed TVR scoring function is able to cope effectively with severe occlusions,
by incorporating both 2D and 3D information provided by the RGB-D sensor.
At the same time, limitations exist in our formulation, regarding certain aspects.
Due to the high complexity and computational cost, totally arbitrary initialization
of the tracking procedure is not yet achieved, although a semi-arbitrary initialization
is offered, e.g. by assuming almost standing initial position of the user. Computational costs also prohibit real time execution of the body pose estimation, featuring
processing rates of 3 to 4 frames per second. Finally, while pose estimation in indoor
environments presents very robust results, transferring to more complex, outdoor
setups is, for the time being, far from being plausible, mostly due to the incapability
of RGB-D sensors to perform outdoors.
The above conclusions have been extracted through exhaustive experimentation
and testing of the proposed body pose estimation methodology. This is also supported by the several peer reviewed publications that resulted from the current
thesis:
• Sigalas, M., Pateraki, M., Trahanias, P.: Full-body pose tracking - the top
view reprojection approach. Submitted for publication to the Special Issue on
Multimodal Human Pose Recovery and Behavior Analysis, IEEE Transactions
on Pattern Analysis and Machine Intelligence, IEEE - TPAMI, 1st Revision,
(2015) [47].
• Sigalas, M., Pateraki, M., Trahanias, P.: Visual estimation of attentive cues
in HRI: The case of torso and head pose. Accepted for publication in the 10th
International Conference on Computer Vision Systems (ICVS), (2015) [48].
• Sigalas, M., Pateraki, M., Trahanias, P.: Robust articulated upper body pose
tracking under severe occlusions. In: Proc. IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS). (2014) 4104–4111 [46].
• Sigalas, M., Pateraki, M., Oikonomidis, I., Trahanias, P.: Robust model-based
3d torso pose estimation in rgb-d sequences. In: IEEE International Conference
on Computer Vision Workshops (ICCVW), IEEE (2013) 315–322 [49].
• Pateraki, M., Sigalas, M., Chliveros, G., Trahanias, P.: Visual human-robot
communication in social settings. In: Proceedings of ICRA Workshop on Se5

mantics, Identification and Control of Robot-Human-Environment Interaction.
(2013) [38].
• Giuliani, M., Petrick, R., Foster, M.E., Gaschler, A., Isard, A., Pateraki, M.,
Sigalas, M.: Comparing task-based and socially intelligent behaviour in a robot
bartender. In: Proceedings of the 15th ACM on International conference on
multimodal interaction, ACM (2013) 263–270 [41].
• Sigalas, M., Baltzakis, H., Trahanias, P.: Gesture recognition based on arm
tracking for human-robot interaction. In: Intelligent Robots and Systems
(IROS), 2010 IEEE/RSJ International Conference on, IEEE (2010) 5424–
5429 [50].
• Sigalas, M., Baltzakis, H., Trahanias, P.: Visual tracking of independently
moving body and arms. In: Intelligent Robots and Systems, 2009. IROS 2009.
IEEE/RSJ International Conference on, IEEE (2009) 3005–3010 [51].
Additionally to the published works, demo sessions of the developed visual system have been held within CVPR 2013 and ICCV 2013 International Conferences.
Finally, research in the context of the current PhD thesis has provided major contributions to three scientific research projects:
• FP7-Information Society Technologies program, European Commission, JAMES
research project (Contract No. IST-045388).
• FP7-Information Society Technologies program, European Commission, FirstMM research project (Contract No. IST-248258).
• FP6-Information Society Technologies program, European Commission, INDIGO research project (Contract No. IST-045388).

1.6

Thesis Outline

The rest of this thesis is organized as follows: the most significant works in the relative literature are presented in Chapter 2. An overview of the proposed methodology
is given in Chapter 3 along with the employed computational tools in Chapter 4.
The proposed formulation and methodology are presented in detail in Chapter 5
and are supported by extensive qualitative and quantitative experimental results,
as presented in Chapter 6. Finally, Chapter 7 concludes the thesis, outlining the
major contributions of this work, together with remaining open challenges and basic
directions for future work.
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Chapter 2
Literature Review
Markerless body pose estimation has been an active research area in computer vision for decades. Accordingly, numerous image-based methods have been developed
and interested readers may refer to Moeslund et al. [24, 52], Poppe [53] or PerezSala et al. [2] for relative literature surveys. Recently, the release of the Microsoft
KinectTM sensor [29] has led the growing trend to use 3D information, which provides a robust cue in dynamic scenes, surpassing the inherent ambiguity in image
data. An overview of state-of-the-art body pose estimation and tracking approaches
using depth information can be found in [54–56].
Various taxonomies have been proposed in order to classify the state-of-the-art
approaches in the pose recovery area. For example, Moeslund et al. [24,52] use a categorization based on the subsequent phases of the pose estimation process, namely
initialization, tracking, pose estimation and recognition. Another taxonomy is the
one used by Perez-Sala et al. [2], consisting of five modules based on the exploited
features for the pose recovery: appearance, viewpoint, spatial relations, temporal
consistence and behavior. A common categorization of pose recovery approaches, as
for example in [53], is between model-based and model-free approaches. However,
this distinction may be misleading due to the fact that almost all methods use an
underlying body model, either implicitly or explicitly. To overcome this ambiguity, in the current thesis, human pose estimation methods are categorized based on
whether they model explicitly the human body or not into: generative approaches
and discriminative approaches, respectively. Briefly, generative approaches model
explicitly the human body appearance and the underlying kinematic constraints
while, discriminative approaches, learn directly the mapping from the image space
to pose space.
A critical aspect for all approaches, regardless the categorization, is the representation of the human body. The employed body model, and its level of detail,
depends directly on the targeted task and affects both processing (e.g. type of
acquired features) and performance of the method.
The rest of this chapter is organized as follows. First we present an overview
of the employed body models. Then, a selection of the contemporary approaches,
both generative and discriminative, is described, followed by a more detailed analysis
on the current state-of-the-art method of Shotton et al. [20, 21, 57, 58]. Finally, a
short discussion on the remaining open challenges concludes the literature overview
chapter.
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2.1

Body modeling

In the field of body modeling, a variety of body representations has been proposed
and employed. The chosen model depends directly on the task at hand and is used
to facilitate the process of pose estimation by affecting the type of exploited features
and the efficiency of each approach. Briefly, body models can be divided into: spatial
models, which do not present a strong kinematic background, structural models,
which are kinematically constrained, and hybrid models, which combine features
from both aforementioned model types.
Spatial models are used to encode the configuration of the body. A “relaxed”
way to achieve that is modeling the body projections onto the image plane, usually
as ensebles of parts, where the location of each part is detected, in the image, based
on valid body poses. These representations are not physically (or kinematicaly)
consistent and, hence, they are able to deal with a high variability of body poses
and locations [2].
Pictorial structures [3] (figs. 2.1(a) and (b)) provide a general framework for
object recognition and are widely used for human pose estimation. They are a 2D
generative assemble of parts where each part is detected with a specific detector
and the corresponding constraints between parts are modeled following Gaussian
distributions. The body is then composed from the detected parts following specific
grammar models [59](fig. 2.1(c)), as in [5, 60, 61]. Similarly, Wang et al. [6] use
poselets [62] to model the human body as a hierarchical combination of body “pieces”
(fig. 2.1 (d)). Multi-view trees (fig. 2.1 (e)) are a efficient alternative, because of
the fact that a global optimum can be found based on dynamic programming [7],
hard pose priors [63] or branch and bound algorithms [64]. Furthermore, “looselimb” models (fig. 2.1 (f)) are also used as an extension of pictorial structures in 3D,
taking also into account temporal information [8, 65]. The name is derived from the
loose attachment between body parts.
On the other hand, structural modeling of the human body provides a more
“firm” way to respresent the kinematic constraints between body parts, usually as
kinematic chains within a tree configuration (fig. 2.1 (g)), where each node corresponds to a body joint with specific degrees of freedom (DoF). The number of DoFs
varies depending on the task at hand, from 10 DoFs for the upper body pose estimation to full-body pose recovery with more than 50 DoFs [30], which leads to a
very high dimensionality of the possible pose space. Techniques, such as imposing
kinematic constraints (angular limits) on the joints [46] or using Principal Components Analysis (PCA) over the possible 3D poses [10, 66], are used to cope with the
high-dimensionality problem.
Finally, hybrid approaches also exist, combining the advantages of both ensemble
of parts representations and structural models (fig. 2.1 (h)), where the structural
models along with the corresponding appearance are learned from body deformations
of different body poses [7]. For example, in [67] body parts are detected using multiview pictorial structures and the 3D reconstruction is estimated by projecting 3D
examples over the 2D image observations. Typically, these approaches provide a
higher degree of generalization while preserving kinematic consistency.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 2.1: Examples of body models as a ensembles of parts, borrowed from [2]:
(a) Original pictorial structures [3] and (b) extended pictorial structures [4]. (c)
Human model based on grammars: coarse filter (left), different part filters with
higher resolution (middle), and model for spatial locations of parts (right) [5]. (d)
Hierarchical composition of body “pieces” [6]. (e) Different trees obtained from the
mixture of parts [7]. (f) Spatio-temporal loopy graph [8]. (g) Ellipsoidal structure
model: two samples of 3D pose estimation during a dancing sequence [9]. (h) Hybrid
model: 2D projections (left) of the possible 3D poses (right) [10].
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2.2

Generative approaches

Generative approaches, in most cases, utilize a geometric model of the human body
and estimate the pose by attempting to fit the model onto the observations. For
example, Siddiqui and Medioni [11] employ a skeleton model (fig.2.2(a)) with fixed
width cylinders, in a combined bottom-up and top-down data driven process in a
Markov Chain Monte Carlo (MCMC) framework. Individual detectors are used to
detect the head, the forearm and the hand and Markov chain dynamics are used to
generate pose samples and fit the hypothesis onto the observation.
Similarly, Zhu and Fujimura [45] build heuristic labeling detectors, based on
depth information, to locate image segments which correspond to the upper body
parts (head, torso, arms) on the image. A polygonal human model, attached to
an underlying kinematic model, is then fitted on the detected segments using the
Iterative Closest Point (ICP) algorithm. Building on this approach, Zhu and Fujimura. [12] (fig.2.2(b)) also address the full body pose recovery problem, within
a bayesian inference framework, coping with self-occlusions and tracking recovery
from failure issues.
An interesting work is that of Wei and Chai [13] (fig. 2.2(c)) where 3D human
poses are reconstructed from a small number of 2D image point correspondences
obtained from uncalibrated monocular images. 3D human poses and camera parameters are recovered by a two-step optimization process: first the skeletal size
and the camera parameters are estimated using a gradient optimization framework
and then the corresponding 3D pose is reconstructed based on these estimations and
the underlying angular and physical constraints. Extending this work, Valmadre and
Lucey [68] managed to recover the pose assuming non-rigid bodies and alleviate the
depth ambiguities of body parts.
A hybrid pose estimation approach is the one presented by Schwarz et al. [14].
Geodesic distances between body parts are used to detect and label the points of
interest. 3D anatomical features along with inverse kinematics are used in order
to fit a skeleton model (fig. 2.2(d)) onto the observed depth image. Additionally,
motion information, obtained from the optical flow between sequential intensity
images, is used to differentiate across body parts, and, thus, cope with self-imposed
occlusions.
Similarly, Wei et al. [69], propose a hybrid approach where detection and tracking are combined in order to cope with self-occlusions. An initial estimation of
the 3D body pose is based on a per-pixel classification process using randomized
decision trees [70] and is, then, refined based on the kinematic constraints of the
body model. Tracking, enables for occlusion detection and handling, while it also
enhances robustness and effectiveness.
In the work of Michel et al. [15], the task of human body tracking is treated
as an optimization problem, solved using stochastic optimization techniques. Initially, the depth maps from two RGB-D sensors are used to reconstruct the volume
of the observed user. Variations of the Particle Swarm Optimization (PSO) are
then employed to fit the 35 DoF model (fig. 2.2(e)) onto the extracted volume.
More specifically, the authors evaluate the performance of the baseline PSO (bPSO)
and that of the perturbed PSO (pPSO - initially introduced by Oikonomidis et al.
in [71]). Finally, the authors experiment with another variant, called HYBRID, in
order to automatically estimate the various body sizes by using the OpenNI NiTE
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 2.2: Sample models of generative approaches. (a) Skeleton model and the
corresponding 3D pose, extracted from [11]. (b) Hierarchical joint link model with
28 DoF [12]. (c) Human skeleton model consisting of 17 bones and 6 DoF [13].
(d) Human skeleton, used in [14], superimposed on the depth image (top) and the
corresponding side view (bottom). (e) 35 DoF model, employed in [15]. (f) Neck,
shoulder, elbow, hand exemplar joint quadruple [16].
skeletonization module [72] size estimation.
Recently, the concept of skeletal quads has been introduced by Evangelidis et
al. [16] for discriminating actions in recognition scenarios. A skeletal quad is a
compact (6D) view-invariant skeletal feature encoding the relative position of joint
quadruples (e.g. neck, shoulder, elbow and hand, as in fig. 2.2(e)) adopting a Fisher
kernel representation [73]. In this sense, a Gaussian Mixture Model (GMM), learnt
on training data, generates the skeletal quads which are encoded into a Fisher vector.
The resulting vectors are the input to a multi-class linear SVM to recognize the
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assumed action.

(a)

(b)

(c)

Figure 2.3: (a) Ellipsoid-based upper body model. (b) curvature analysis on the
silhouette contour, in order to locate the shoulder joints. (c) “Pseudo-distance”
technique for ellipsoid fitting.
Our first attempt to address the pose recovery task is the model-based method
for the upper body pose estimation presented in [49]. The employed model consists
of 5 parts (namely the torso, the 2 upper arms and the 2 forearms) represented
as ellipsoids while the shoulder joints are represented by spheres, as illustrated in
fig. 2.3(a). The first step is to analyse the curvature properties of the extracted
silhouette contour, as shown in fig. 2.3(b), in order to estimate the location of the
shoulder joints. The detected shoulders are the seed to segment the point clouds belonging to the shoulder joints, the torso and the arms, respectively. The segmented
point clouds are then used to estimate the assumed body pose, by fitting the corresponding ellipsoid using the “pseudo-distance” technique (fig. 2.3(c) ). Clearly, the
aforementioned method was a premature, yet very promising, attempt to cope with
the pose extraction problem.

2.3

Discriminative approaches

As mentioned, discriminative approaches to human pose estimation learn directly
the mapping from image space to pose space, hence, they provide a fast inference
in real-world databases, high flexibility to image descriptors and easy adaptation
to different learning methods [74]. On the other hand, the often lack of an explicit
body model may lead to physical and kinematic inconsistencies.
Depending on the task at hand, mapping can be instructed based on different
image descriptors of varying complexity and dimensionality, such as silhouettes [75–
77], gradients [78, 79] or edges [80–82]. Some of these descriptors require image
preprocessing (e.g. background subtraction) or detection and segmentation of the
user, in order to work efficiently. To relax this requirement, alternative descriptors
have also been employed, such as hierarchical multi-level image descriptors such as
HMAX [83, 84], spatial pyramids [83] or vocabulary trees [83] which do not need
prior localization or segmentation.
Ye et al. [17] (fig. 2.4(a)) match the input depth map with a set of pre-captured
motion exemplars to generate a body configuration estimation. They further rely on
the coherent drift point (CDP) algorithm to solve non-rigid point registration and
provide accurate pose estimation under the presence of occlusions. Yet, the authors
state that failures exist in cases when there is no similar pose in the database for
which reasonable point correspondence can be estimated using CPD.
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(a)

(b)

(c)
Figure 2.4: Illustrative images for 3 discriminative approaches. (a) Two views of
the mesh model and the underlying kinematic model employed in [17]. (b) Sample
of training meshes used to learn the parameters of the CRF in [18]. (c) Labeling
of the head, hands and feet (right image) given the color-coded depth image (right
image) [19].
Similarly, in [85], an exemplar-based method is used to learn an inhomogeneous
systematic bias for body pose correction and tagging. Graph Cuts [86] and Probabilistic Graphical Models [87], as well as hybrid approaches combining local pose
optimization and global retrieval techniques, such as the one presented in [88], have
also been successfully utilized to infer the body pose.
Kalogerakis et al. [18] use 3D meshes (fig. 2.4(b)) to represent the parts of various objects; among them the human body as well. They propose a data-driven
approach for the simultaneous segmentation and labeling of each part, as a problem
of optimizing a Conditional Random Field (CRF) [89], where the objective function
is learned from a collection of labeled training meshes and the basic terms of the
CRF are learned using JointBoost classifiers [90] by selecting relevant, to the particular task, features among a set of hundreds of possible geometric features. A 3D
mesh is also utilized in [19] (fig. 2.4(c)) along with geodesic maps, in order to detect
the head, hands and feet.

2.4

Current state-of-the-art

Clearly, the most widely used method is the one provided with the Microsoft Kinect
SDK [91], based on the initial learning-based pose estimation approach of Shotton
et al. [20]. The key contribution of this work is the intermediate pixel labeling into
body parts proposals, which are then used to infer the underlying joints and, thus,
the body pose, as shown in fig. 2.5.
Given an input depth image, body parts are segmented and labeled based on a
per-pixel classification procedure. A simple, 3D translation invariant feature vector
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Figure 2.5: Overview of the methodology proposed by Shotton et al. [20]. A single
depth image is used to label pixels into body parts proposals which lead to the pose
extraction.
is associated with every pixel in the image. The computed features are formulated
as depth comparison between two image pixels, as depicted in fig. 2.6(a). The yellow
crosses depict the examined pixel and the red circled depict the offset pixels, with
respect to which the depth comparison features are calculated. The selected features
are very computational efficient, due to the fact that they need no preprocessing
while, at the same time, they require only few memory and arithmetic operations.

(a)

(b)

Figure 2.6: Images extracted from [20]. (a) The yellow crosses indicate the pixel
being classified and the red circles the offset pixels. Same offset pixels (as observed
in the left and right sub-images) result to different depth responses. (b) Randomized Decision Forests. A forest is an ensemble of trees, consisting of split nodes
(blue) and leaf nodes (green). Red arrows indicate possible paths on a tree given a
particular input.
Although the depth comparison features are weak indicators for the underlying
body part, in combination in a decision forest they are sufficient for the classification
of all trained parts. Randomized decision trees and forests [70, 92–94] are fast and
effective multi-class classifiers used for many tasks [95–97] and are suitable for fast
parallel implementation on a GPU [98]. To train the decision forest a large dataset
of hundreds of thousands of realistic synthetic depth images is used, containing
humans of highly varied sizes, shapes or assumed poses.
As shown in fig. 2.6(b), a forest is an ensemble of decision trees, each consisting
of split (blue) and leaf (green) nodes. To classify a pixel, one traverses each tree,
14

beginning from the root, and at each split node computes the corresponding depth
feature which, in comparison to a feature threshold, leads to the selection between
left and right branch. When a leaf node is reached, the corresponding learned
distribution, over the body part labels, is stored and the distribution for all trees in
the forest are averaged in order to give the final part classification. Finally, spatial
modes of the inferred distributions are computed using mean shift [99]. Since the
detected modes lie on the surface of the body, they are pushed back into the scene,
by a learned depth offset, to generate the final joint proposal.

Figure 2.7: Image extracted from [21]. Offset joint regression (OJR) instead directly
regresses the joint positions, in place of the initial body part classifier (BPC) which
first predicts a body part label, as an intermediate step prior to joint localization.
A number of extensions of the original approach of Shotton et al. [20] have been
proposed [21, 57, 58], in order to cope with some of the existing drawbacks. For
example in [21], an offset joint regression is presented, in place of the previously
described body part classifier (BPC), as shown in fig. 2.7. The idea behind this is
similar with the one presented in [20] with the difference that a regression forest
is employed instead of a decision forest and that the intermediate body part representation is eliminated. By doing so, performance is significantly increased, by
relaxing possible kinematic inconsistencies while dealing more robustly with cases
of occlusions across different body parts.

2.5

Summary and open challenges

Evidently, a large body of research deals with the problem of articulated body pose
extraction and tracking. Despite the fact that most of the contemporary approaches
perform well in usual cases, when dealing with complex, realistic interaction scenarios, limiting factors appear, affecting the overall effectiveness. One such drawback
is the inherent requirement for an initialization period, either explicitly, demanding
a specific predefined pose [45,100] or implicitly, by registering and tracking the user
over a time-window [20]. Furthermore, scalability and generalization of pose recovery are still open research issues, since state-of-the-art methods, such as the Kinect
SDK [20], are practically tuned for specific setups and environments. Additionally,
the absence of a kinematic/anthropometric model leads to kinematic inconsistencies
in the provided poses. Even more importantly, a serious limitation of most of the
state-of-the-art approaches, is the poor capability to cope with severe occlusions,
and hence the inferior performance in such cases. Although some works have attempted to address self-imposed occlusions [17], coping with inter-person occlusions
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remains problematic.
A summary of the reviewed methodologies, with respect to the addressed challenges of the articulated human tracking, is depicted in Table 2.1. Information
regarding each approach is divided in two categories: technical information and
addressed challenges. The first category refers to the employed body model and
the technique used to estimate the body pose. The second category refers to the
performance, of the corresponding approach, with respect to the most significant
of the challenges mentioned in section 1.3: performance in realistic-unconstrained
indoor environments, ability for arbitrary initialization and tackling self- and interocclusions. The performance of each approach is evaluated based on whether a
certain challenge is addressed, explicitly or implicitly. If a challenge is explicitly
addressed, or explicitly not addressed, we use the symbols 3 and 7, respectively,
whereas if it is implicitly addressed, or implicitly not addressed, we use the symbols
+ and −, respectively.
From the above, it is obvious that the research is focused on providing accurate
estimations for the scenarios of a single-person in an semi-controlled indoor scenario.
Moreover, the problem of arbitrary initializing the model is still poorly studied,
while, for both methodological categories, the problem of occlusions across different
users is, almost not examined. Accordingly, we may safely conclude that significant
research challenges currently exist in the field under consideration.
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Discriminative Approaches

Generative Approaches

Table 2.1: Overview of the reviewed methods. The table is divided into two
categories. The first category contains technical information about the employed
body model and the technique used to extract the underlying body pose. The second
category refers to the performance, of the corresponding approach, with respect
to the most significant of the challenges mentioned in section 1.3: performance
on realistic-arbitrary indoor environments, ability for arbitrary initialization and
tackling self- and inter-occlusions. The performance of each approach is evaluated
based on whether a certain challenge is addressed, explicitly or implicitly, or not.
Explicit coping, or not, with an issue is annotated with 3 and 7, respectively,
whereas implicit coping, or not, is annotated with + and −, respectively.

Examined
Work
Siddiqui and
Medioni [11]
Zhu and
Fujimura [45]
Zhu and
Fujimura [12]
Wei and
Chai [13]
Valmadre
and Lucey [68]
Schwarz
et al. [14]
Wei
et al. [69]
Michel
et al. [15]
Evangelidis
et al. [16]
Sigalas
et al. [49]
Ye
et al. [17]
Shen
et al. [85]
Hernandez
et al. [86]
Charles and
Everingham [87]
Baak
et al. [88]
Kalogerakis
et al. [18]
Plagemann
et al. [19]
Shotton
et al. [20]
Shotton
et al. [21]

Technical
Challenges
Information
Addressed
Body
Employed
Realistic
Arbitrary
SelfInterModel
Technique environment Initialization Occlusions Occlusions
29 DoF
MCMC
7
−
+
7
skeleton
28 DoF
ICP
7
7
+
7
skeleton
28 DoF
Bayesian
7
−
3
7
skeleton
ICP
37 DoF
Levenberg
3
3
3
7
skeleton Marquardt
37 DoF
Least
3
3
3
7
skeleton
squares
38 DoF
Gauss−
7
3
7
skeleton
Newton
34 DoF
Decision
−
7
3
7
bone model
Trees
35-DoF
PSO
−
+
3
7
model
20-joint
Learnt
−
+
+
−
skeleton
GMM
27 DoF
Finite
−
3
3
7
ellipsoids differences
19-joint
skeleton
20-joint
skeleton
7-part
body
10-part
PSM
20-joint
skeleton
8-part
3D mesh
5-part
3D mesh
31-part
model
31-part
model

CDP

−

3

3

7

Regression
forest

7

3

3

7

Graph cuts

7

3

3

7

−

+

3

7

−

+

+

7

−

+

+

−

+

+

+

7

+

3

3

7

+

3

3

7

Shape
templates
Dijkstra
variant
CRF
Supervised
learning
Random
forest
Regression
forest
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Chapter 3
Methodology overview
The current PhD thesis proposed, developed and evaluated a unified body pose estimation methodology using input data from RGB-D image sequences. The overall
method builds up on the concept of Top View Re-projection (TVR) (section 3.1),
initially presented in [46], competent at consistently treating the different body
parts. We exploit the TVR minimum ratio property for cylindrical objects in the
pose estimation domain, by following a model-based approach, assuming the human
body to comprise of cylindrical segments, corresponding to the different body parts,
as well as spherical joints (section 3.2). The cylindrical modeling of the human
body benefits from the TVR property, supporting the formulation of a reliable scoring function (section 5.2), towards robustness and effectiveness in handling severe
occlusions, occurring due to obstructive body parts of the same or different users.
For each body part a number of pose hypotheses is sampled from its configuration
space, considering the underlying kinematic model. Each of the pose hypotheses
is evaluated against the TVR scoring function and the hypothesis with the best
score yields for the assumed pose and the location of the connected joints. The full
body pose is consequently extracted from the estimated poses of the individual body
parts, processed in a top-to-bottom order and enforcing a local optimization schema.
The overall framework for body pose recovery integrating the aforementioned TVR
scoring function and the sampling/update of pose hypotheses of each body part is
discussed in section 3.3 and the framework is schematically presented in fig. 3.1.

3.1

Top View Re-projection (TVR)

The idea behind the Top View Re-projection (TVR) stems from the natural observation that the visible area of any object, i.e. it’s projection on an image plane,
varies according to the point of view of the camera and becomes minimum at certain
views, depending on the object’s shape. This is quantitatively formulated by introducing the reprojection ratio freproj of an object, namely the ratio of the number of
reprojected (visible) points NP r to the total number of 3D points of the object N3D :
freproj =

NP r
N3D

(3.1)

Interestingly, in the case of cylindrical objects, the reprojection ratio has a single
minimum when the view axis of the camera is aligned to the major axis of the
object, namely the object’s Top View. This property is illustrated in fig. 3.2. Given
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Figure 3.1: Overview of the pose recovery methodology. The first step (top) concerns
the user segmentation and depth-based ordering and the second step (bottom) the
pose recovery and tracking.

a simulated 3D point cloud representing a cylinder of known size (either circular or
elliptical) we generate multiple views, by rotating the cylinder around the x-axis,
with and without occlusion (bottom row and top row, respectively). For each view
of the cylinder, the corresponding ratio of the reprojected points to the total number
of 3D points in the point cloud is computed and is shown in the respective 2D graph
of each image. As can be observed, freproj varies according to the view and becomes
minimum at the cylinder’s Top View, as shown in the middle column of fig. 3.2.
The Top View minimum ratio property of cylindrical objects can therefore be
exploited to derive the pose of a human body part, assuming the latter is modeled
by a cylinder. With this in mind, we first attempted to employ the TVR concept in
order to estimate the pose of the human torso, modeled as an elliptical cylinder [46],
as discussed in more detail in section 5.1. Given the 3D point cloud of the user,
captured by a single RGB-D camera, we generate multiple virtual (hypothetical)
views of it as if the camera is moving along the surface of a semi-sphere around
the user according to fig. 3.3. Each virtual view is a hypothesis for the Top View
of the observed torso (or the cylinder representing the torso) and, consequently, a
hypothesis for the user’s torso configuration. Each hypothesis is scored based on the
corresponding reprojection ratio (freproj ) and the hypothesis with the best score is
denoted as the object’s Top View. Thus, the actual torso pose is directly extracted
as a by-product of the estimated Top View.
20

(a)

(b)

(c)

Figure 3.2: Different views of a simulated 3D point cloud of an elliptic cylinder
which rotates around the x-axis without occlusions (top row) and while occluded by
another object (bottom row) and the respective 2D graph of the re-projection ratio.
In both cases, the re-projection ratio becomes minimum at the cylinder’s Top View,
as shown in the middle column.

3.2

Body modeling

The minimum reprojection ratio property of cylindrical objects can be straightforwardly exploited to estimate the pose of any part of the human body, assuming that
the latter is modeled as a set of cylinders. Given this, the human body is represented by the part-based, kinematic structure of fig. 3.4, consisting of 11 body parts;
namely the head, the upper and lower torso, the left and right upper and forearms
and the left and right upper and lower legs (fig. 3.4(a)). Each part is modeled as
a cylinder, either elliptical, in the case of upper and lower torso, or circular for the
rest of the body parts. These are connected to each other with 10 joints in total,
which are divided into two categories, as depicted in fig. 3.4 (b): spherical joints,
shown as red spheres, and hinge joints, shown as yellow spheres. Joints of the first
category have three Degrees of Freedom (DoF) referring to the joints of the neck,
the torso, the two shoulders and the two hips. The rest of joints, namely the two
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Figure 3.3: Illustrative generated virtual views of the observed user. Reprojection
ratio is minimized at the Top View, denoted with the green rectangle. The small
images depict the reprojected points from the corresponding virtual view.
elbows and the two knees, belong to the second category and have one DoF. Thus, a
22 DoF kinematic model is set, consisting of 11 cylindrical parts, similar to the one
presented in [101]. The cylindrical modeling of the human body benefits from the
TVR property and greatly facilitates its application for the full body pose recovery
and tracking.
Table 3.1: Average body sizes proportionally to user’s height. The average percentage for women and men sizes, extracted from [1], are given in comparison with
the ones of the employed model.
Size
Head
Upper arm
Forearm
Shoulder breadth
Torso height
Upper leg
Lower leg

Women average
14%
18.5%
20%
25%
36%
24%
24.5%

22

Men average
14%
19%
19.5%
27%
36.5%
26%
25%

Employed model
13%
18%
19%
26%
38%
25%
24%

(a)

(b)

(c)

Figure 3.4: (a) 11-part body model: head, upper and lower torso, upper and forearms
and upper and lower legs. Body parts are modeled either as elliptical (upper and
lower torso) or circular cylinders. (b) Joints of the human body: Red spheres
represent the spherical joints while spheres in yellow represent the hinge joints. (c)
Anthropometric measures of an adult human, expressed as a percentage of the user’s
height (H).
To dynamically infer the size of each body part, we use established anthropometric measurements for the human body [1,102]. Assuming an adult human, individual
body part sizes can be expressed proportionally to the user’s height H, as illustrated
in fig. 3.4 (c), and also tabulated in Table 3.1. Table 3.1 presents a comparison
between the proportions of the employed model and the ones extracted from [1] for
both men and women. As can be observed, the experimentally established anthropometric model of fig. 3.4 (c) differs slightly from the one presented in [1], in order
to handle proportional variations among users -of same or different gender- without
affecting the overall performance.
Table 3.2: Joint angular limits of the employed model, expressed as angular difference of the two connected body parts with respect to the axis system of the
predecessor part.
Joint
Neck
Torso
Left shoulder
Right shoulder
Left hip
Right hip
Elbows
Knees

x-angle (degrees)
−30o . . . 60o
−30o . . . 45o
−60o . . . 180o
−60o . . . 180o
−45o . . . 100o
−45o . . . 100o
−10o . . . 160o
−100o . . . 10o

y-angle (degrees)
–
−30o . . . 30o
−90o . . . 90o
−90o . . . 90o
−90o . . . 90o
−90o . . . 90o
–
–
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z-angle (degrees)
−45o . . . 45o
−30o . . . 30o
−10o . . . 180o
−180o . . . 10o
−10o . . . 90o
−90o . . . 10o
–
–

Finally, the employed model is used to constrain the workspace of each body part
via angular limits and distinguish between valid and invalid poses. The kinematic
model of the human body is used implicitly, in the sense that the imposed limits
do not refer to the joints themselves but to the two connected body parts. More
precisely, the angular limits are based on the angular difference between the configurations of a certain body part and the corresponding predecessor part, expressed
with respect to the axis system of the latter. For example, the angular limits imposed on the neck joint refer to the angular difference of the configurations of the
upper torso and the head (predecessor body part), expressed on the axis system of
the head. Obviously, in the case of the neck joint, the y − angle is let free, since the
head is modeled as a 2-DoF circular cylinder. Table 3.2 presents the angular limits
used in our implementation, which, again are experimentally established, aiming
at the maximum flexibility of the model on one hand, and the minimum loss in
performance, on the other.

3.3

Methodological formulation

Given the above model, the full body pose is extracted by applying sequentially the
TVR concept on each of the body parts. Figure 3.1 depicted the two main steps
of the overall body pose recovery methodology, initiating from a user-segmentation
and ordering step to the main pose recovery and tracking part:
1. User segmentation. Users are detected and the corresponding point cloud
is segmented from the scene. Additionally, a set of anthropometric measures
is estimated for each segmented user, based on the height of each user.
2. Pose recovery and tracking. Users are processed according to a depth
ordering with respect to the camera. TVR is employed to recover the pose of
each body part, in a top-to-bottom order, starting from the head, and extract
the full body pose. Individual body part poses are tracked by a separate
Particle Filter (PF), consisting of three steps, as depicted in fig. 3.5:
• Hypothesis sampling. At each iteration, a set of valid pose hypotheses
is generated for the corresponding body part from the kinematic model
(section 3.2), respecting at the same time established anthropometric
constraints.
• Hypothesis evaluation. Generated hypotheses are evaluated based on the
TVR scoring function.
• Hypothesis update. The N-best hypotheses which best satisfy the TVR
scoring function are used to extract the current part pose and are propagated to the next sampling step.
Initially, face detection, on the RGB image, steers the detection of all users
and the segmentation of the corresponding point clouds from the scene. The face
location is used to estimate the user’s height which is used to compute a set of
anthropometric measures for each of the corresponding users. Additionally, users
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Figure 3.5: Particle Filter schema for the recovery and tracking of the pose of each
body part.
are ordered and processed according to the depth distance of the face to the camera,
that is beginning from the one closer to the camera and moving backwards.
To estimate the full body pose of each user, we follow a local optimization technique, by processing individual body parts separately in a top-to-bottom sequential
order, starting from the head. Based on the model described in section 3.2, the pose
of each part indicates the location of the connecting joint which, in turn, facilitates
the processing of the subsequent body part. For example, the location of the neck
joint is derived from the head pose and is used for estimating the pose of the torso.
Correspondingly, the torso pose results to the location of the shoulders which, in
turn, are connected to the arms and so forth.
The pose of each part is tracked over time by means of a Particle Filter (PF).
Initially, multiple hypotheses are generated/sampled from the configuration space
of the corresponding part, defined by the underlying kinematic model. Each of the
hypotheses is evaluated against the TVR score, described in section 5.2, and the
hypothesis with the best score yields for the assumed pose and the location of the
connecting joint(s). Finally, the set of N-best hypotheses is propagated to the next
iteration and these hypotheses are used as seed for the next sampling step.
The above formulation of the proposed methodology is described in detail in
chapter 5. Before proceeding, however, we deliver for the sake of clarity a detailed
overview of the computational tools used throughout our methodology. The reader
being familiar with these computational tools, may skip the next chapter and jump
directly to chapter 5.
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Chapter 4
Mathematical and Computational
tools
This chapter aims to describe the mathematical and computational tools employed
at each methodological phase, as illustrated in fig. 4.1. Initially, in order to detect
and segment the users, we first identify regions in the image which depict human
faces and hands [23, 39, 103, 104] (obviously we are interested only in faces), based
on the original skin-color tracking methodology of Argyros and Lourakis [22]. Additionally, for the evaluation of each hypothesis, the latter needs to be rendered
using the ray tracing techniques for quadrics [46,105]. Finally, the recovered pose is
tracked over time by means of a separate Particle Filter (PF) [106].

4.1

Face detection

As an initial step prior to face detection, background is subtracted from an image
using the technique proposed by Stauffer and Grimson [107], that employs an adaptive Gaussian mixture model on the background color of each pixel. Foreground
areas are then processed to detect skin-color blobs, using the skin-color tracking
methodology of Argyros and Lourakis [22], and tracked over time using the propagated pixel hypotheses algorithm [104]. The detected skin-colored blobs are then
classified as hands and faces [23,39] based on their geometric and motion properties.
The employed methodology consists of four processing layers: pixel probability assignment, pixel assignment to blobs, skin-colored blob tracking and hands and faces
classification.

4.1.1

Pixel probability assignment

Within the first layer, foreground pixels are assigned a probability of whether or
not they depict human skin color. This is formulated into the probability P (s|c)
of each pixel depicting skin color s, given its color c. Color c is assumed to be a
2D variable encoding the U and V components of the Y U V color space, omitting
the Y-component to increase robustness to illumination changes. According to the
Bayes rule, P (s|c) can be computed as:
P (s|c) =

P (s)P (c|s)
P (c)
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(4.1)

Figure 4.1: Computational tools used throughout the thesis.
where P (s) is the prior probability of foreground skin-colored pixels, P (c) is the
prior probability of foreground pixels having color c and P (c|s) is the likelihood
of color c being skin color. All three components in the right side of eq. (4.1) are
computed off-line during training.

4.1.2

Pixel assignment to blobs

After probabilities have been assigned, hysteresis thresholding and connected components labeling are used to extract solid skin color blobs. In order to decide if a
color is skin-color, P (s|c) > Tmax should stand, where Tmax is a suitable selected
threshold (based mostly on the scene). Points which satisfy the above condition
are the seeds of potential blobs. Adjacent points with P (s|c) > Tmax belong to the
same blob. For the neighboring points of the seed ones, hysteresis thresholding is
employed to determine whether or not they should be treated as skin-colored ones.
Therefore, adjacent to skin-color points with P (s|c) > Tmin , where Tmin < Tmax , are
recursively added to the corresponding blob. A connected components algorithm is
then responsible to assign labels to image points of each blob. Finally, in order to
eliminate small blobs, formed due to noise, size filtering is applied.
Due to the fact that the input set is relatively small, wrong results may give
rise to false positives or negatives. In this case, the user can manually correct this
error by providing the ground-truth to the tracker. Moreover, the results of the
tracker can be used as a self-adaptation method, by continuously updating the prior
probabilities.
Adaptation to illumination changes
Despite the fact that the chosen color representation provides illumination invariance
up to a scale, poor results may still occur due to illumination changes. In order to
cope with this, the tracker maintains two sets of prior probabilities. Off-line training
ones (P (s), P (c) and P (c|s) ) and Pw (s), Pw (c), Pw (c|s) which correspond to the
updated on-line probabilities for the detections in the w most recent frames. As
illumination variations are context-dependent, the second set represents better the
actual probabilities and can adapt to illumination conditions. Skin-color detection
is then performed based on:
P (s|c) = γP (s|c) + (1 − γ)Pw (s|c)

(4.2)

where P (s|c) and Pw (s|c) can be computed by eq. (4.2) using, however, the updated
prior probabilities produced from both the training set and the detections during
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the last w frames. γ is a sensitivity parameter which defines the influence of the
training set in the detection process.

4.1.3

Skin-colored blobs tracking

The detected blobs are associated with object hypotheses, which are tracked over
time. The relation here is not necessarily one-to-one which means that a blob can
be supported by more than one hypotheses and vice versa. An example of such a
case is two crossing hands which in reality are two different skin-colored objects but
are detected as one blob.
Let N be the number of skin-colored objects in the scene at time t and oi ≤ i ≤
N , the set of skin-colored pixels of the ith object. Given the spatial distribution of
skin-colored objects of interest, namely hands and faces, the latter are approximated
by ellipses. The ellipse model is denoted as hi = hi (cxi , cyi , αi , βi , θi ) where (cxi , cyi )
is the ellipse centroid, αi and βi the length of its major and minor axis, respectively,
and θi its orientation on the image plane.
During tracking, hypotheses are generated, removed and tracked. The proposed
data association algorithm is analyzed in the following sections. For illustration
purposes in this presentation, we borrow fig. 4.2 from the work [22] by Argyros and
Lourakis, with three skin-colored blobs (b1 , b2 and b3 ) and four object hypotheses
(h1 , h2 , h3 and h4 ) produced from the previous time frame.

Figure 4.2: Cases of detected blobs and object hypotheses, borrowed from the work
by Argyros and Lourakis [22].

Object hypothesis generation
In order to generate a new object hypothesis, there should be at least one skincolored object which is not supported by any of the existing hypotheses. This means
that none of that blob’s pixels lie into any of the ellipses of the object hypotheses,
namely the intersection of the blob with all existing ellipses is empty. Such a case
is blob b1 in fig. 4.2.
A safe metric for deciding whether or not a blob lies into an ellipse is the distance
of each blob’s pixels from the ellipses. The distance D(p, h) of a point p = p(x, y)
from an ellipse h = hi (cx , cy , α, β, θ) is defined as follows:
√
D(p, h) = ~u · ~u
(4.3)
where



cos θ − sin θ
~u =
sin θ cos θ
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x − cx y − cy
,
α
β


(4.4)

A value of D(p, h) equal or smaller than 1.0 implies that a point lies on or inside the
ellipse, respectively, while D(p, h) > 1.0 means that the point is outside the ellipse.
Therefore, generation of a new object hypothesis for a blob b is triggered whenever:
∀p ∈ b, min{D(p, h)} > 1.0
h∈H

(4.5)

The parameters of the new object hypothesis ellipse can be derived directly from
the statistics of the distribution of blob’s points. The centroid of the blob becomes
the center of the ellipse while the rest of the parameters can be computed from
the covariance

matrix of the distribution of blob’s points on the image plane. Let
σxx σxy
Σ=
be the covariance matrix of blob’s points distribution. Then, the
σxy σyy
parameters of the ellipse are defined as:
p
α = λ1 ,
p
β = λ2 ,
(4.6)


−σxy
−1
θ = tan
λ1 − σyy
where
σxx + σyy + Λ
,
2
σxx + σyy − Λ
λ2 =
,
2
q
λ1 =

and Λ =

(4.7)

2 .
(σxx − σyy )2 − 4σxy

Elimination of false hypotheses
An object hypothesis has to be eliminated when it is not supported by any skincolored blob. This can occur when the object moves out of the camera’s view or when
the object is occluded entirely by a non skin-colored object. Hypothesis h1 in fig. 4.2
demonstrates such a case. A hypothesis is allowed to exist for a certain amount of
time before being eliminated, in order to cope with situations of poor skin-color
detection or temporal occlusion of the skin-colored object due to movement.
Object hypothesis tracking
With hypotheses generation and elimination in place, all of the remaining blobs
should support the existence of past object hypotheses. This actually regards a
data association task, which is based on two rules:
• If a skin-colored pixel of a blob lies inside the ellipse of some object hypothesis,
then this pixel is considered to belong to this hypothesis.
• If a skin-colored pixel of a blob lies outside all ellipses, then it is associated
with its closest object hypothesis, using the distance metric of eq. (4.3).
These two rules manage to cope with two problems that can arise during the
data association process. Apart from the simple case, where a skin-colored blob is
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easily associated with an ellipse, cases where (a) a blob is located within two or
more hypotheses (blob b2 in fig. 4.2) or (b) a hypothesis covers two or more blobs
(hypothesis h4 in fig. 4.2), can occur.
In a situation where two or more object hypotheses are “competing” for a single
skin-colored blob, the pixels of the blob which lie inside an ellipse are assigned to the
corresponding object hypothesis. If there are pixels which lie inside more than one
ellipse, then they will be assigned to all corresponding hypotheses. Finally, pixels
outside all ellipses are associated with their closest hypothesis, by using the distance
metric of eq. (4.3). It is not safe to make any assumption and remove any of the
existing hypotheses because there’s no knowledge of whether the blob is actually
one skin-colored object or multiple occluded ones.
In the case where the ellipse of a hypothesis covers more than one blobs, similar
strategy is followed. If the hypothesis was assigned to one of the blobs at a previous
frame, then it is assigned to that blob. If none of the blobs is predicted by that
hypothesis, then the hypothesis is assigned to the blob with which shares the largest
number of skin-colored pixels.

4.1.4

Hands and faces classification

The detected and tracked skin-colored blobs are then classified into faces and hands,
or more specifically into three classes: faces, left hands and right hands. Obviously,
for the needs of this thesis we further utilize only the face blobs. The input of the
classifier is a feature vector Ot which is extracted at each time instant t and is used
to update the belief Bt about the class F of each blob. The feature vector Ot consists
of the following components:
• The periphery-to-area ratio rt of the current blob, providing a measure of the
complexity of the blob’s contour.
• The vertical ut and horizontal vt speed of the tracked blob.
• The orientation θt of the blob.
• The location lt of the blob within the image.

(a)

(b)

Figure 4.3: Figures borrowed from [23]. (a) Independence assumption. (b) Naive
Bayes classifier to compute P (Ot |F = f ).
The belief Bt of a blob belonging to class f at time instance t, given all observations Oi up to t, is computed as a probability:
Bt = P (F = f |O1 , . . . , Ot−1 , Ot ).
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(4.8)

By assuming the Markov property and independence assumptions, as indicated in
fig. 4.3(a) (borrowed from [23]), the computation of Bt is simplified as:
Bt = αP (Ot |F = f )Bt−1

(4.9)

where α is a normalization factor to ensure that the beliefs Bt sum up to one.
P (Ot |F = f ) is computed based on the naive Bayes classifier of fig. 4.3(b) (borrowed
from [23]) as:
P (Ot |F ) = P (rt |F )P (ut |F )P (vt |F )P (θt |F )P (lt |F ).

(4.10)

All the probabilities in the right side of eq. (4.10) are estimated off-line during
training and are stored in 1D look-up tables that facilitate real-time computations.

4.2

Hypothesis rendering - Ray tracing

During the hypothesis evaluation step, described in chapter 5, we render each hypothesis in order to extract the depth map and score accordingly. To render the
body parts hypotheses we use the ray tracing technique and the projective geometry
of quadrics, described thoroughly in [46, 105]. This technique is perfectly suitable
for the task at hand, due to the cylindrical modeling of body parts. Cylinders,
here aligned with the y-axis, can be represented in homogeneous coordinates as a
symmetric 4 × 4 matrix Q:

1
0 0 0
a2
0 0 0 0 

(4.11)
Q=
 0 0 12 0 
b
0 0 0 −1
where a and b are the semi-major and semi-minor axes, respectively, as illustrated
in fig. 4.4(a). In case of circular cylinders (e.g. arms) a = b.

(a)

(b)

(c)

Figure 4.4: Quadric surfaces. (a) elliptic cylinder, (b) pair of planes, (c) truncated
cylinder.
Matrix Q describes an infinite cylinder. The model primitives, however, are finite
cylinders, i.e. cylinders truncated by two clipping planes. A pair of planes π0, π1,
parallel to the xz-plane (fig. 4.4(b)) can be described by:


0
0
0
0
1) 
0
1
0 − (y0 +y
2

Qπ = 
(4.12)
0
0
0
0 
1)
0 − (y0 +y
0
y0 y1
2
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For any quadric Q, the surface of the resulting truncated quadric by the clipping
pair of planes Qπ, illustrated in fig. 4.4(c), is defined by the points X which satisfy:
X T QX = 0
and X T QπX ≥ 0

(4.13)

Figure 4.5: Ray tracing for rendering a truncated cylinder.
In order to render a quadric, we cast a ray for each image pixel and find their
intersections, if any. The ray tracing technique is illustratively shown in fig. 4.5. The
camera center 0 and a point x in image coordinates, define a ray X(t) = [x, t]T in 3D
space, calculated using the camera intrinsic parameters. The point of intersection
of the ray with the quadric can be found by substituting X by X(t) in eq. (4.13)
X(t)T QX(t) = 0

(4.14)

and solving for t. In case the ray intersects the quadric (green and red rays in
fig. 4.5), eq. (4.14) has two solutions, while in case the ray is tangent to the quadric
eq. (4.14) has a unique solution. Apparently, if the ray and the quadric do not
intersect (blue ray in fig. 4.5), eq. (4.14) does not have a real solution. In the case
of a truncated quadric the following condition should hold true:
X(t)T QπX(t) ≥ 0

(4.15)

so that the ray intersects the quadric within its boundaries, as does the green ray
in fig. 4.5.

4.3

Particle filtering

The particle filter is a nonparametric Bayes filtering technique which can model
nonlinear transformations of random variables [106]. The key idea is to represent the
target distribution by a set of random weighted samples drawn by this distribution
and to compute estimates based on these samples and on these weights. Figure 4.6
illustrates the general idea of Particle Filters. Random samples (measures), which
approximate the distribution of the unknowns, are recursively generated. As new
observations arrive, the samples and weights are propagated by exploiting Bayes
theorem.
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Figure 4.6: Flow Diagram of the Particle Filter Algorithm
The samples of the posterior distribution are called particles and are denoted as:
Xt := x1t , x2t , . . . , xM
t

(4.16)

where M is the number of particles in the particle set Xt . Each particle represents a
hypothesis on the current state at time t and its likelihood is (ideally) proportional
to its Bayes posterior:
xm
(4.17)
t p(xt |y0 , y1 , . . . , yt )
where 1 ≤ m ≤ M and yi with 0 ≤ i ≤ t the observations up to time t.

Figure 4.7: Particle Filter Resampling. Particles are drawn over the posterior distribution and propagated according to their weights.
The efficiency of the particle filter lies basically on the resampling (or importance
sampling) step which transforms the temporary set of M particles into another set
of particles of equal size which will finally be propagated and will constitute the seed
for the next resampling. Figure 4.7 presents the idea of importance resampling on a
nonlinear distribution. The approximated posterior, i.e. the importance weight, is
denoted by blue and the samples with yellow. Obviously, the higher the weight of a
particle is, the higher the probability for that particle to be drawn is. Additionally,
fig. 4.7 also illustrates that the true state is more likely to be approximated by
particles sampled from a dense area of the sample space.
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Chapter 5
TVR-based body pose estimation
This chapter describes in detail the exploitation of the Top View Re-projection
concept (section 3.1) in order to estimate the full human body pose. First, we
describe our initial attempt, aiming at the estimation of the human torso pose [46].
We then build on this, to provide a unified pose estimation methodology for the
full human body by employing a uniform approach for each and every part of the
human body.
To achieve this, we follow the methodology briefly described in section 3.3. Given
the location of the face of each user in the scene, we estimate the pose of each body
part separately, in a top-to-bottom order, beginning from the head. For the recovery
and tracking of the pose of each part we employ the particle filter schema illustrated
in fig. 3.5. Initially, a set of hypotheses is generated, based on (and constrained
from) the underlying kinematic model. Each hypothesis is then evaluated against
the TVR properties and the hypotheses which best satisfy these criteria yield for
the assumed pose and are propagated to the next sampling iteration.
In order to cope with the inherent challenges of the task at hand, such as severe
occlusions across different users or across body parts of the same user, we developed
an appropriate scoring function for the hypotheses, which encompasses both 2D
(TVR) and 3D information. As will be shown in the subsequent sections, the scoring
formulation achieves high detection rates while the multiple-hypothesis tracking
schema guarantees for high accuracy, even in very degenerate cases.

5.1

Basic TVR

In an early attempt [46], we employed the TVR concept to estimate the pose of the
human torso from RGB-D sequences, in the practical scenario of upper body pose
estimation, including the two arms. Similarly to the model described in section 3.2,
the human torso is modeled by a single elliptical cylinder, as illustrated in fig. 5.1(a).
The first step consists of detecting skin-colored blobs and classifying them into faces
and hands, as described in section 4.1. The 3D point cloud of each user is segmented
from the scene (will be discussed in detail in section 5.3.1) based on the location
of the corresponding face. The detected face and the corresponding segmented 3D
point cloud facilitate the tracking of the 2D user’s area on the image plane, as
shown in fig. 5.1(b). Tracking of the user’s area is employed in order to detect
possible occlusions across different users. Such cases are detected whenever areas of
different users overlap with each other, such as the case denoted with the red outline
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in fig. 5.1(b), and play an important role on the recovery of the torso pose. On the
other hand, the detected hands will be used for the recovery of the arms pose.

(a)

(b)

(c)

Figure 5.1: (a) Elliptic cylinder model of the human torso. (b) Tracking of the
human area, indicating occlusions across users. (c) Re-projections of the point
cloud from three exemplar hypothetical views.
As stated previously, the location of the face leads to the segmentation of the
3D point cloud, belonging to the corresponding user, from the scene. Given the
segmented 3D point cloud of the user we generate multiple virtual (hypothetical)
views of it (discussed in section 5.3.2), as if the camera is moving along the surface
of a semi-sphere around the user and looking towards him, according to fig. 3.3.
Each virtual view is a hypothesis for the Top View of the observed torso (or the
cylinder representing the torso) and, consequently, a hypothesis for the user’s torso
configuration.
The corresponding re-projection (fig. 5.1(c)) is then used in the scoring procedure
of the hypothetical pose, similarly to eq. (3.1). However, despite the fact that in
the case of simulated data (fig. 3.2), freproj has a single, well defined, minimum
at the object’s Top View, this is not the case when addressing real RGB-D data.
While freproj remains a strong indicator for the actual Top View of the torso, noise
imposed by the sensor or the environment (e.g. caused by illumination changes) and
occlusions, either across different users or between parts of the same user, alter the
function’s behavior -by creating several local minima, valleys and plateaux or even by
shifting the global minimum- and, therefore, affect the overall performance. Another
differentiation from the case of synthetic data, is that there is no knowledge on which
of the 3D points belong to the torso and which don’t, which leads to erroneous cases
where misaligned torso hypotheses exhibit a low re-projection ratio. To cope with
the aforementioned problems, we formulate the basic TVR score (bTVR), based on
which we evaluate each hypothesis, as:
fbT V R = freproj × falign × foccl

(5.1)

where freproj is the reprojection ratio, falign represents an alignment term that penalizes misalignments between hypotheses and observation data, and foccl is the
occlusion factor. Details regarding each of the factors are given in the next sections.
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5.1.1

Reprojection ratio freproj

Let a hypothesized cylinder for a specific body part, in the examined case the torso,
and let the 3D points from the segmented user point cloud (section 5.3.1). The reprojection ratio freproj is computed as the ratio of the number of reprojected points
NP r lying inside the hypothesized cylinder to the total number of 3D points lying
inside the hypothesized cylinder N3D as in fig. 5.2. In this way each hypothesis
controls the segmentation of the respective body part via the minimum reprojection
ratio property. The top row of fig. 5.2 depicts the hypothesized cylinder superimposed on the segmented point cloud of the user, while the bottom row depicts the
corresponding hypothesized Top View reprojection, of both the cylinder’s periphery
(gray ellipse) and the points lying in it. Clearly, cases (a) and (c) of fig. 5.2 yield
low reprojection ratios while (b) is an erroneous case with high freproj .

(a)

(b)

(c)

Figure 5.2: Scoring of three exemplar upper torso pose hypotheses (top) and their
corresponding top views with the reprojected points (bottom). (a) The hypothesis
with the minimum freproj and falign . (b) An erroneous hypothesis with high freproj
and falign . (c) Hypothesis with a low reprojection ratio freproj which is penalized
due to its misalignment (high falign ).

5.1.2

Alignment term falign

The alignment term coins its name due to the alignment between hypothesis and
actual observation. While the reprojection ratio remains a strong indicator for the
Top View and respective body part pose, there are cases where freproj favors certain
pose hypotheses due to the small number of 3D points lying inside the hypothesized
3D cylinder, although they do not align to the observation, as the case presented in
fig. 5.2(c). The introduction of falign penalizes those hypotheses increasing low scores
via the ratio of the number of 3D points visible from the physical camera viewport
representing each hypothesized 3D cylinder Ncyl to the number of 3D points that
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intersect with the hypothesized cylinder N3D . The former can be approximated by
the cylinder’s area giving rise to falign being computed as:
falign =

5.1.3

Ncyl
.
N3D

(5.2)

Occlusion factor foccl

In the current implementation, given that the torso occupies a significant portion
of the user’s area, foccl is derived from the user area tracking step (fig. 5.1(b)) and
can be approximated as a by-product of the percentage of occluded area Poccl as:
foccl = 2 − Poccl ,

Poccl ∈ [0 · · · 1].

(5.3)

Since Poccl assumes values within the range of [0 · · · 1], foccl is formulated as 2 − Poccl
in order to avoid the zero value and the instability imposed by values close to it.
foccl can be considered as a normalization factor, aiming to compensate for the ratio
changes caused by the occlusions. By adjusting the projection ratio criterion, we
favor occluded hypotheses which would satisfy the reprojection ratio freproj , if they
weren’t occluded.

5.1.4

Arm pose estimation

In order to exploit the effectiveness of the described approach on the recovery of the
torso pose, we employ the bTVR approach in the practical scenario of the upper
body tracking, namely the torso and the two arms. For the sake of completeness, we
briefly describe the assumed technique for the arm pose recovery, as initially given
in [46].

(a)

(b)

(c)

Figure 5.3: Arm pose estimation. (a) 2D ellipse is fitted on the reprojected points
to recover the yaw angle of the torso. The ellipse extrema yield for the 3D location
of the two shoulders.
The bTVR methodology is employed in order to estimate the two of the three
DoF of the human torso, namely the pitch and roll angles of the corresponding
elliptical cylinder, as illustrated in fig. 5.1(a). For the estimation of the yaw angle,
we follow a 2D ellipse fitting technique, as depicted in fig. 5.3(a): a 2D ellipse, the
size of which is the 2D equivalent of the 3D cylinder size, is fitted on the point cloud
reprojections for the selected Top View. Clearly, the resulting ellipse provides with
the yaw angle of the torso’s cylinder. Additionally, the ellipse’s extrema readily
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Table 5.1: Denavit-Hartenberg parameters for the 4-DoF model of the human arm
employed in our approach.
i
1
2
3
4
5

θi (degrees) αi (degrees) ai (cm) di (cm)
θ1
−90◦
0
0
θ2 − 90◦
−90◦
0
0
◦
◦
θ3 + 90
+90
0
lu
θ4
−90◦
0
0
◦
θ5 = 0
+90
0
lf

range (degrees)
−90◦ . . . 90◦
−90◦ . . . 90◦
−230◦ . . . 90◦
0◦ . . . 145◦
0◦ . . . 350◦

provide with the 3D location of the two shoulders, which, in turn, will be used for
the estimation of the arms pose.
Each arm is modeled using the 4-DoF kinematic model shown in Fig. 5.3(b),
similar to the one presented in [108], and described by the Denavit-Hartenberg
parameters shown in Table 5.1. Angles θ1 , θ2 , θ3 refer to the 3 DoFs of the shoulder
joint, while angle θ4 refers to the DoF of the elbow joint. lu and lf refer to the
lengths of the upper and forearm, respectively. Since we are not interested in the
orientation of the palm, we practically discard the fifth angle by setting θ5 = 0.
Based the detected shoulders and the corresponding palms, we generate multiple
arm hypotheses, constrained by the employed arm kinematic model. Given the 3D
~ and the palm P~ , the elbow is constrained to lie on a 3D
location of the shoulder S
~ vector with center C
~ (red disc in Fig. 5.3(c)), given by:
circle around the SP
~ )
~ =S
~ + i (SP
C
l

(5.4)

l2 + lu 2 − lf 2
2l

(5.5)

where
i=

~ k, lu is the upper arm length and lf the forearm length. Given two unit
l = kSP
~ and to each other, we estimate possible
vectors, v~1 and v~2 , perpendicular to SP
elbow positions E~k as:
~ + r(v~1 cos(θk ) + v~2 sin(θk ))
E~k = C

(5.6)

p
~ , constrained
where r = lu 2 − i2 is the circle radius and θk is the angle about the SP
by the kinematic model.
The above arm hypothesis sampling procedure is illustrated in fig. 5.3(c). To
cope with possible data noise or errors introduced from previous computations, the
detected shoulders and palms are represented as 3D gaussian distributions, with
mean value µ the location of the corresponding joint. In the case of shoulders, the
standard deviation σ is the shoulder joint size, derived from the anthropometric
proportions. In the case of palms, σ is inversely proportional to the confidence of
the skin classifier, according to a predefined scale factor. Shoulder and palm pairs
are then sampled from the corresponding distributions, illustrated as spheres. For
each pair, a 3D circle (depicted by red color) about the shoulder-palm axis defines
the elbow legal locations. In total, the elbow workspace forms a doughnut-like area,
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constrained by the kinematic model, from which samples are drawn uniformly, to
produce the arm hypotheses set. For each arm, the corresponding hypotheses are
tracked over time by means of a separate particle filter, ensuring temporal and
spatial consistency.
Each particle is in turn rendered, following the ray tracing technique described in
section 4.2 in order to generate a hypothetical depth map, which, compared to the
observed depth map, is used to evaluate the hypothesis. For the rendering process,
each arm is represented by a circular cylinder, the sizes of which are estimated based
on the employed anthropometric measurements. For each rendered hypothesis, the
corresponding depth map is generated and compared against the observed one. The
discrepancy between the hypothetical and observed depth maps is used as the metric
to evaluate the particle. A predefined number of particles with the best score (i.e.
minimum depth discrepancy) are propagated to the next frame where the sampling
procedure is repeated. By tracking multiple hypotheses simultaneously we achieve
a twofold result, that is (a) cope with noise and loss of data and (b) deal effectively
with inter- and intra-person occlusions.

5.1.5

Basic TVR evaluation

The derived formulation of the bTVR score guarantees high detection rates and
accuracy, even in cases of severe occlusions. This is illustrated in fig. 5.4, where the
score of several torso pose configurations, namely different pitch and roll angles, is
compared against ground truth data for different occlusion scenarios, namely 0%,
30% and 60% of occlusion. Bottom axes represent the pitch and roll angles and
the vertical axis is the corresponding bTVR score for each pitch/roll configuration.
More precisely, the pitch and roll axes indicate the angular distance from the ground
truth which lies on the center of the bottom grid, namely at (0,0). As observed,
fbT V R maintain the global minimum property despite the fact that in the cases
of occluded torso the function’s behavior is altered with the appearance of local
minima, indicating a torso configuration coinciding to the actual ground truth.

(a)

(b)

(c)

Figure 5.4: Indicative graphs of fbT V R score under different percentages of occlusion
compared to ground truth data: (a) no occlusion, (b) 30% and (c) 60% occlusion.
The two bottom axes are the pitch and roll angles, namely the hypothesis configuration, and the vertical axis is the corresponding fbT V R . Pitch and roll angles are
given as angular distance from the ground truth, which lies at (0,0), the center of
the bottom grid. While additional local minima appear, fbT V R presents a strong,
well defined, global minimum, at -or close to- the actual pose configuration.
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bTVR effectiveness
The employment of the Top View reprojection approach for the recovery of the
torso pose, resulted to highly accurate results, as described in [46]. To attest on this
we conducted a series of experiments of varying difficulty level. The experiments
took place in various areas of an indoor environment and involved single or multiple
persons, moving, acting and interacting freely in the scene. We briefly present some
illustrative intermediate results of the bTVR pose recovery methodology, in fig. 5.5
and fig. 5.6. In the latter, the performance of the bTVR approach (middle image)
is compared against that of the NiTETM skeletonization module and the results of
the quantitative comparison are also illustrated in Table 5.2.

Figure 5.5: bTVR evaluation. Single user in the scene performing various poses
containing self-occlusions.

Figure 5.6: bTVR evaluation. Body pose tracking for multiple users. The performance of our methodology (3D pose in blue background) remains unaffected in
cases of occluded users. On the contrary, the performance of NiTETM (in gray
background) severely deteriorates.
Table 5.2: bTVR Comparative Assessment Results. µE=mean angular error
throughout the sequence, σE= standard deviation of error.
Under
Occlusions
µE (degrees) σE (degrees) µE (degrees) σE (degrees)
Overall

bTVR

7.40 ◦

3.70 ◦

11.39 ◦

6.48 ◦

NiTETM

8.03 ◦

4.20 ◦

14.14 ◦

7.57 ◦

Table 5.2 provides obtained statistics, namely the mean angular error (averaged
difference between the actual and the estimated angle) µE and its standard deviation
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σE, over a series of sequences for the two methodologies, based on ground truth data
extracted with technique described in section 6.1. In order to better highlight the
performance of the bTVR in the presence of occlusions, results in Table 5.2 are
divided in two parts: (a) overall results for the complete set of sequences used,
and (b) results for specific parts of the sequences, where inter-person occlusions
are present. The latter have been manually detected and serve as the means to
illustrate the effectiveness of bTVR-based pose estimation in such cases. As can
be observed, overall bTVR compares favourably to NiTETM both in µE and σE.
More importantly, results in cases of occluded interacting users demonstrate accurate
performance of the proposed methodology and its superiority over NiTETM .
As observed, the bTVR torso pose recovery approach demonstrates very accurate performance in realistic interaction scenarios, under the presence of severe
occlusions. The latter is our major advantage compared to other tracking methodologies, such as the NiTETM skeletonization module. However, possible extension
to recover the pose of the full body faces additional difficulties, due to which performance of the current formulation may be problematic. Newly imposed challenges
for the recovery of the full-body pose are listed below:
• Abstract part segmentation. The recovery of the pose of each body part needs
to be done without previous segmentation of the corresponding point cloud.
Although this is almost trivial for the torso, due to the fact that it occupies
a significant portion of the user’s point cloud, segmenting several parts of
various sizes is not. Therefore, a robust pose recovery methodology should
ensure accurate part segmentation.
• Severe occlusions across body parts. In the case of the torso pose recovery, the
bTVR approach deals with the biggest part of the human body. It is therefore
safe to assume that at least a portion of it would be visible at all times. This
is not the case when addressing the full body pose, where small parts, such as
the forearms, may even be fully occluded. This issue becomes even harder to
address, given the fact that there could be multiple, partial or full, occlusions,
caused by multiple users with multiple body parts.
• Collisions across body parts. When dealing with the full human body, a robust
methodology should cope with possible collisions across (hypothetical) body
parts. The bTVR formulation, however, is not capable to tackle the named
collisions. Therefore, a more sophisticated formulation which takes into account the 3D spatial information for all users and the corresponding body
parts is necessary.
In order to cope with the above issues, we reformulate the bTVR into a unified
scoring function, namely the unified TVR (uTVR), facilitating the recovery of each
body part individually, thereby treating the human body in a uniform manner. This
is discussed in detail in the forthcoming section.

5.2

Unified TVR

Due to the fact that the TVR approach is mainly based on the minimum reprojection
ratio property of cylindrical objects, the estimation of the full body pose is greatly
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facilitated by the employed cylinder-based model (fig. 3.4(a)). As explained above,
in the case of simulated data (fig. 3.2), freproj has a single, well defined minimum at
the object’s Top View. In the previous section we presented the bTVR formulation
to estimate the pose of the human torso, tackling with some of the problems imposed
when dealing with real data. However, the estimation of the full-body pose entails
greater complexity due to a series of reasons, as also mentioned in the previous
section.
Firstly, we seek the best out of a sampled set of hypothesized 3D cylinders,
namely the one that is best aligned to the point cloud of the segmented body part
and for which the reprojection ratio becomes minimum. In this aspect, segmentation
is less trivial when dealing with several body parts of different sizes. Additionally,
occlusions may also affect the overall performance, namely alter the ratio’s behavior, by creating local minima, valleys and plateaux or even by shifting the global
minimum. Moreover, collisions across different body parts or different users should
also be taken into consideration, thus penalizing or exempting collided hypotheses.
Consequently, the formulation of a unified scoring function fuT V R , aiming to select the best hypothesis, must incorporate the above aspects in order to effectively
cope with different body parts and challenging cases of severe occlusions and frequent interactions among users. Towards this goal the scoring function fbT V R is
(re)formulated as:
fuT V R = freproj × falign × fdiscr
(5.7)
where freproj and falign are the reprojection ratio (section 5.1.1) and the alignment
term (section 5.1.2), respectively, and fdiscr represents a discrepancy term that compensates for erroneous minima caused by occlusions and/or collisions across body
parts. The computation of freproj and falign is the same as within the bTVR scoring,
whereas the occlusion term foccl is now encapsulated within the discrepancy term
fdiscr , as will be described in the next section.

5.2.1

Discrepancy term fdiscr

The term fdiscr integrates aspects of occlusions and collisions, aiming to:
(a) compensate for minima caused by occlusions, by favoring occluded hypotheses
which would have better score if they were not occluded.
(b) favor hypotheses with high overlapping areas between the segmented point
cloud and the 3D cylinder.
(c) penalize invalid hypotheses which collide with other body parts.
Accordingly, fdiscr is formulated as:
fdiscr = foccl × fcoll × fovl

(5.8)

where foccl is the occlusion factor, fcoll is the collision factor and fovl is the overlap factor. In order to compute fdiscr and the individual factors, the corresponding
cylinder is first rendered using the ray tracing technique, as described in section 4.2.
Based on the rendered hypothesis, we generate the corresponding depth map, which
in comparison with the depth map of the point cloud characterizes each pixel accordingly, as described in detail in the next section.
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Pixel characterization and computation of scoring factors
During the calculation of the freproj , the points lying inside the hypothetical cylinder
are segmented to form the 3D point cloud of the corresponding body part, and used
to generate the depth map of that part, namely D3D . Additionally, the rest of the
point cloud, is used to generate the depth map of the scene, namely Dall . On the
other hand, the 3D rendering of the cylinder is used to generate the corresponding
depth map of the hypothesis, namely Dcyl .
The acquired depth maps are, in turn, processed in order to characterize each
point of the cylinder and evaluate the discrepancy term fdiscr . This is done by superimposing the depth maps onto each other, and each of the pixels is characterized
based on the corresponding values as:
• Inlier pixels Pin . Pixels with valid depth in Dcyl and in D3D or in Dall , for
which their absolute difference is below a certain threshold T , experimentally
estimated. This implies that we allow for pixels outside the hypothesis but
close to it (up to distance T ) to be considered as inliers. By doing so, we
achieve higher flexibility in the evaluation of each hypothesis, without affecting
the overall performance, clearly assuming a value for T that is small enough.
• Outlier pixels Pout . Pixels with valid depth in Dcyl but not in D3D and in Dall .
This is an obvious characterization for pixels belonging to misaligned depth
maps.
• Occluded pixels Poccl . Pixels with valid depth in Dcyl and in Dall , for which
their difference is above the threshold T and the value of Dcyl is greater than
the value of Dall , i.e. when the hypothesis lies behind the point cloud of the
rest of the scene.
For a better understanding of the pixel characterization procedure, assume the
torso example illustrated in fig. 5.7, where we attempt to recover the torso pose of
the user in the back. For visualization purposes, instead of presenting the derived
depth maps, we use the actual representations of both the hypothesis and the segmented point cloud. Additionally, a side view of the scene is provided for better
describing the pixel characterization procedure. Figure 5.7(a) depicts the RGB input while fig. 5.7(b) and (c) depict the 3D point cloud and the corresponding side
view, respectively, of the scene with a hypothetical torso pose (hypothetical green
cylinder) superimposed onto the point cloud of the targeted user, i.e. the partially
occluded one. Here, the green cylinder can be considered as describing the Dcyl , i.e.
the depth map of the hypothesis. During the evaluation of the reprojection ratio
freproj we segmented the 3D point lying inside the hypothesis D3D , while the rest of
the scene’s point cloud is denoted as Dall , as illustrated in fig. 5.7(d) and (e), where
the latter depicts the side view of the former. The resulting depth maps are finally
used to characterize each pixel as inlier Pin , outlier Pout or occluded Poccl , illustrated
with green, red and purple color, respectively, in fig. 5.7(f), based on the conditions
described previously.
This pixel characterization will be used in order to evaluate the individual factors
of the discrepancy term fdiscr . The normalization factor fovl is taken as the ratio of
the number of outlier pixels Pout to that of inliers Pin . This term can be considered as
the 3D equivalent of the alignment term falign , aiming to penalize those hypotheses
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(a)

(b)

(c)

(d)

(e)

(f))

Figure 5.7: Pixel characterization; the torso example. For visualization purposes,
torso is modeled as a single-part ellipsoid cylinder. Also, a side view of the scene is
provided to better understand the concept of pixel characterization. (a) RGB input.
(b) 3D point cloud of the scene with a hypothetical torso pose superimposed onto it.
(c) Side view of the point cloud and the hypothetical cylinder. (d) Characterization
of 3D points into D3D (green points) and Dall (red points), based on the hypothesis.
(e) Side view of D3D and Dall . (f) Side view depicting pixel characterization, based
on depth map super-imposition, into inlier pixels Pin (green pixels), outlier pixels
Pout (red pixels) and occluded pixels Poccl (blue pixels).
which do not match with the 3D point cloud. The occlusion factor foccl , on the
other hand, is computed based on the percentage of the estimated occluded pixels
Poccl to the total number of pixels NDcyl of the hypothesis depth map. Finally, the
collision factor fcoll is calculated based on the percentage of collided pixels to the
total number of cylinder pixels NDcyl . The number of collided pixels, annotated
here as Ncoll , is estimated during the hypothesis rendering process, by comparing
the hypothetical cylinder with the already existing body parts in the scene.
Accordingly, foccl , fovl and fcoll are computed as:
Poccl
Poccl
,
∈ [0 · · · 1]
foccl = 2 −
NDcyl
NDcyl
Pout
Pout
fovl = 1 +
,
∈ [0 · · · 1]
(5.9)
Pin
Pin
Ncoll
Ncoll
,
∈ [0 · · · 1]
fcoll = 1 +
NDcyl
NDcyl
where NDcyl is the total number of 3D points of the hypothesized cylinder. Notice
that fcoll and fovl are not allowed to assume zero values by the addition of the unity
45



term, and foccl assumes the 2 −

Poccl
NDcyl



formula in order to favor larger values of

the second term.

5.3

Full body pose estimation

Figure 3.1 depicted the two main steps of the overall body pose recovery methodology, initiating from a user-segmentation and ordering step to the main pose recovery
and tracking part. The User segmentation step is used to detect all users in the
scene, segment their corresponding points clouds and order users with respect to the
depth of the corresponding head, starting from the one closer to the camera and
moving backwards. This step also encompasses the estimation of a set of anthropometric measures for each segmented user, based on the estimated height of each
user, as described in section 3.2.
The Pose recovery and tracking step utilizes the uTVR scoring function to recover the pose of each body part; the latter are examined in a top-to-bottom order,
starting from the head and moving downwards. Each part, yields for the location of
the corresponding joint, which enables for the pose recovery of the subsequent body
part. Therefore, given the pose of the head we acquire the location of the neck joint
which further enables the estimation of the upper torso pose. The pose of the upper
torso is used, in turn, to locate the shoulder joints which are used to estimate the
pose of the upper arms and so forth.
Individual body part poses are tracked by a separate Particle Filter (PF), consisting of three steps, as depicted in fig. 3.5:
• Hypothesis sampling. At each iteration, a set of valid pose hypotheses is generated for the corresponding body part, constrained by the underlying kinematic
model and the estimated anthropometric constraints (section 3.2).
• Hypothesis evaluation. The generated hypotheses are evaluated based on the
uTVR scoring function as described in section 5.2.
• Hypothesis update. The hypothesis with lowest fuT V R is used to extract the
current part pose and the location of the connecting joint. The N-best hypotheses are, in turn, propagated to the next sampling step.
As can be observed, not all N-best hypotheses are used for the pose extraction of
the subsequent body part. If that was the case, the dimensionality of the problem
would raise geometrically, rendering the tracking mechanism problematic. Instead,
at each time frame, we use only the best hypothesis to estimate the pose and locate
the connecting joint(s). Nevertheless, this does not affect the performance of the
uTVR methodology. In contrary, as will be shown, the uTVR approach is benefited
by the multi-hypotheses schema which increase robustness and temporal consistency.

5.3.1

User segmentation

The first step of our methodology is to detect and segment each user from the scene,
as illustrated in fig. 5.8. Initially, skin-colored blobs are detected in the RGB image
and, in turn, classified into faces and hands based on their geometric and spatial
properties, as described in section 4.1. The detected faces (fig. 5.8(b)) are assigned
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to the corresponding users. The 3D location of each face is used to estimate the
user’s height and, consequently, to approximate the anthropometric parameters of
the model. Additionally, users are ordered based on the face depth, starting from
the one closer to the camera and moving backwards, and are processed accordingly.

(a)

(b)

(c)

(d)

Figure 5.8: (a) Indicative input from the RGB-D sensor. RGB image is depicted in
the left part and the corresponding 3D point cloud of the depth channel is depicted in
the right part. (b) Detected faces by skin-color classification on the RGB image. (c)
Approximated reprojection of scene’s overview, rotated by 90◦ around the horizontal
axis of the camera system and reprojected on image plane. Users are ordered based
on the detected face depth. (d) Point cloud of each user is segmented based on the
scene overview. Grey area depicts the 3D points shared by users 1 and 2.
The 3D face position steers the segmentation of the user’s point cloud, by employing a technique similar to the one presented in [109]. Assuming that the camera
is roughly parallel to the floor, the 3D point cloud of the whole scene is rotated
by 90◦ around the horizontal axis of the camera system. The reprojection of the
point cloud onto the image plane provides an approximation of the scene’s overview
(fig. 5.8(c)). Reprojected points within a specific radius, approximately the size of
the shoulder breadth, from the projection of the face center are considered to belong
to the current user. Finally, a connected components technique is applied on the
border points, in order to capture possibly extended limbs which may lie outside the
examined area.
However, in a realistic scenario, where multiple users move, act and interact
with each other freely, accurate segmentation is often impossible. This is because
individual 3D point clouds of users may be adjacent or overlapping with each other,
as in the handshake example of fig. 5.8 where users 1 and 2 share the same subset of
3D points (fig. 5.8(d)), which in degenerate cases may be problematic. Interestingly,
the formulation of the uTVR scoring, as described in the previous sections, copes
efficiently with such situations of cluttered segmentation.
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5.3.2

Pose estimation and tracking

Given the location of the face and the corresponding user’s 3D point cloud, we
employ a local optimization technique to infer the full body pose. Body parts are
individually processed in a top-to-bottom sequential order. The pose of each body
part indicates the location of the connecting joint which, in turn, is utilized for
estimating the pose of the subsequent part. In other words, given the face location,
we estimate the pose of the head which, in turn, is used to extract the position of
the neck joint. The neck is used to recover the upper torso pose which yields for the
location of the two shoulder joints and so forth. When the pose of a specific body
part is recovered, the respective segmented 3D points are subtracted from the user’s
point cloud and are not used in the subsequent processing of the remaining body
parts.
The pose of each part is tracked over time by means of a Particle Filter (PF).
Initially, multiple hypotheses are generated/sampled from the configuration space
of the corresponding part, defined by the underlying kinematic model and the estimated anthropometric constraints. Each of the hypotheses is evaluated against
the uTVR score, described in the previous sections, and the hypothesis with the
best score yields for the assumed pose and the location of the connecting joint(s).
Finally, the set of N-best hypotheses are propagated to the next iteration and are
used as seed for the next sampling step.

Hypothesis generation / sampling
At each frame, the location of the corresponding joint steers the generation of a set of
body part configuration hypotheses, tracked and maintained over time by a separate
Particle Filter. Based on the kinematic model and the anthropometric constraints
presented in section 3.2, each configuration particle (hypothesis) refers to the pitch,
roll and yaw angles of the corresponding cylinder. Additionally, the underlying
kinematic model is further utilized in order to eliminate invalid hypotheses.
The particles are generated and maintained using the Sampling/Importance Resampling (SIR) algorithm, based on the likelihood of each hypothesis. In order to
avoid excess computational costs, only the best hypothesis of a body part is utilized
for deriving the location of the corresponding joint, and thus steering the pose estimation of the adjacent body part. This effectively keeps the number of hypotheses
constant throughout the whole process.

Hypothesis evaluation
The hypothesis evaluation has been described in detail in section 5.2. For each pose
hypothesis, the corresponding cylinder is aligned to the user’s point cloud, which
is used to segment the 3D point belonging to the examined body part and, subsequently, produce the depth map of the body part D3D . The segmented 3D points,
i.e. those lying inside the hypothetical cylinder, along with their reprojections, are
used to estimate the reprojection ratio freproj and the alignment term falign .
On the other hand rendering of the hypothesized 3D cylinder generates the hypothesis depth map Dcyl , which is compared against the depth map of the segmented
point cloud D3D and the depth map of the rest of the scene Dall in order to characterize the hypothesis pixels into inliers Pin , outliers Pout and occluded pixels Poccl ,
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which will be used to estimate the overlap fovl and occlusion foccl factors. Additionally, ray tracing is also employed to estimate the number of collided points Ncoll ,
used to estimate the collision factor fcoll based on the percentage of collided pixels
with respect to the total number of cylinder pixels NDcyl . Given the above factors,
we estimate the corresponding discrepancy term fdiscr using eq. (5.8) which in conjuction with freproj and falign , lead to the calculation of the uTVR hypothesis score
fuT V R , by means of eq. (5.7).

Hypothesis update
Clearly, the hypothesis which best satisfies fuT V R yields for the pose of the corresponding body part and is used to calculate the location of the connecting joint(s).
Additionally, a predefined number of N-best particles are propagated to the next
frame where the sampling procedure is repeated. Not all N-best hypotheses are
used to extract the location of the connecting joint and the subsequent part. This
would increase dramatically the complexity of the task at hand, significantly increasing computation times. Instead they are propagated and used as sampling
seeds achieving a twofold result, that is (a) cope with noise and loss of data and
(b) deal effectively with erroneous detections, providing robustness and temporal
consistency to the uTVR pose recovery methodology.
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Chapter 6
Results
In order to evaluate the performance of the proposed approach, we conducted an
extensive series of assessment experiments of varying setup and difficulty level. All
experiments are divided in two categories: (a) experiments performed on a publicly
available database with ground truth annotation, and (b) experiments that were
conducted by us in various areas of an indoor environment, involving single and
multiple persons. In the latter case, we employed visible markers to provide ground
truth annotation for the captured data.
In the first category of experiments, we addressed the quantitative and comparative assessment of the proposed methodology by employing the Berkeley Multimodal
Human Action Database (MHAD) [110]. MHAD includes video-data of 12 human
subjects performing 11 different activities. Therefore, a total of 132 (12 × 11) video
files are present in MHAD, each one accompanied by ground truth data for each
joint of the performing human. The results obtained from this evaluation are used to
quantitatively characterize our method, as well as for comparative analysis against
state-of-the-art methods, such as the one proposed by Michel et al. [15] and the
OpenNI skeletonization module [72].
It should be noted that the MHAD dataset is not particularly appropriate for
rigorously evaluating uTVR. As already presented in previous chapters, uTVR addresses challenging cases of multiple users, featuring inter- and intra-occlusions.
Unfortunately, and to the best of our knowledge, currently there is no publicly
available dataset with data that would suit the proposed uTVR. Consequently, we
adopted MHAD since it constitutes a widely used dataset, and at the same time we
conducted experiments that were designed by us in order to systematically evaluate
our 3D human-tracking method. More specifically, our experiments involved one or
two users, equipped with prominent visual markers that facilitated the extraction
of ground truth data. This set of experiments allowed the thorough quantitative
evaluation of uTVR, as well as its comparative assessment against the state-of-theart skeletonization module provided in the Microsoft Kinect SDK [91] (based on the
pose recovery methodology of [20, 21].
Besides the quantitative evaluation, numerous experiments were conducted to
qualitatively assess the proposed approach. In this case, scenarios of increasing
difficulty were addressed, in order to provide an illustrative overview of our method’s
performance. Therefore, in the qualitative-evaluation section we provide illustrative
examples of sequences containing one, two and four users, of varying postures and
somatometric characteristics. The users move, act and interact arbitrarily in the
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scene, exhibiting (at times) severe occlusions, either across different users or across
different body parts of the same user.

6.1

Quantitative evaluation

As already explained, quantitative assessment included two categories of experiments: (a) experiments performed with data from MHAD, and (b) experiments
with our own collected data. Both cases are presented in the sequel, with emphasis
on the quantitative and comparative characterisation of the proposed 3D human
tracking method.

6.1.1

Evaluation based on MHAD

The first part of the quantitative analysis concerns the evaluation of the uTVR-based
methodology on the Berkeley Multimodal Human Action Database (MHAD) [110].
The dataset features 12 human subjects of both genders and of various sizes, as
depicted in the left-most images of each column in fig. 6.1. Each subject performs
a set of 11 activities: jumping in place, jumping jacks, bending, boxing, both hands
waving, right hand waving, clapping, throwing ball,sit down/stand up, sit down and
stand up.
A motion capture system provides the ground truth information about the location of each joint of the users. Each user is observed by a set of cameras, both
conventional RGB cameras and RGBD Kinect sensors [29]. Throughout our experiments we use the RGBD data provided by the “frontal” kinect (namely kin01).
Figure 6.1 depicts illustrative examples from the MHAD-based evaluation process,
showing 10 different users, of both genders and of varying ages, posture and sizes,
performing various activities. The leftmost image of each column shows the RGB
input of the “frontal” kinect, the middle image shows the estimated body skeleton
superimposed on the corresponding depth input, while the rightmost image shows
the 3D representation of the recovered pose. The extracted results are evaluated
against the ground truth provided by the motion capture system.
As in [15], we employ the metric proposed in [111] for the quantitative analysis of
our method’s performance. We compute the mean error µE and the corresponding
standard deviation σE (i.e. the estimation precision), by measuring the distances
between the actual location of the subject’s joints and the corresponding estimated
locations. Additionally, we measure the accuracy A of our method, by calculating
the percentage of these distances which are within some predefined threshold, set to
10 cm for all experiments.
In order to preserve direct correspondence with the analysis carried out in [15],
we follow the same experimental setup, by conducting two sets of experiments. The
first set concerns the evaluation of performance across different users. In that sense,
12 different subjects perform the same activity, i.e. activity 04 - boxing. Table 6.1
summarizes the quantitative results for this set of experiments. As can be observed,
the performance of uTVR is quite accurate, and compares favourably to other, stateof-the-art methods. High accuracy rates and low overall errors are achieved, and
at the same time our method outperforms other methods in terms of estimation
precision (σE).
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Figure 6.1: Exemplar frames from the MHAD-based evaluation. 10 human subjects
perform 10 different activities: (a) jumping in place, (b) jumping jacks, (c) bending,
(d) boxing, (e) both hands waving, (f) right hand waving, (g) clapping, (h) throwing
ball, (i) sit down/stand up, (k) sit down.

The second set of experiments concerns the evaluation of performance with respect to different activities. For this purpose, we utilized sequences of the same
person (subject id 09) performing all 11 activities. The comparative results of this
second set are shown in Table 6.2. Again, uTVR features accurate performance,
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Table 6.1: Comparative analysis using MHAD, with respect to different users.
Performance statistics of our method are compared against those of the bPSO,
pPSO, HYBRID and NiTE. µE is the mean error from the ground truth and σE
the corresponding standard deviation, measured in cm. A depicts the percentage of
estimations lying within 10cm from the ground truth.
Method µE(cm) σE(cm)
A
NiTE
5.29
4.95
87.3%
bPSO
6.22
6.95
82.3%
pPSO
4.18
3.31 94.4%
HYBRID
4.55
4.41
92.5%
uTVR
4.43
2.97 90.5%

and the extracted statistics are comparable to those of the other state-of-the-art
methods.

Table 6.2: Comparative analysis using MHAD, with respect to different activities.
Performance statistics of our method are compared against those of the bPSO,
pPSO, HYBRID and NiTE. µE is the mean error from the ground truth and σE
the corresponding standard deviation, measured in cm. A depicts the percentage of
estimations lying within 10cm from the ground truth.
Method µE(cm) σE(cm)
A
NiTE
5.45
4.62
86.3%
bPSO
5.06
4.88
89.5%
pPSO
3.93
2.73 96.3%
HYBRID
4.45
3.54
94.2%
uTVR
4.27
3.05
94.8%

Overall, in both experimental scenarios, uTVR performed very satisfactorily. In
all cases it outperformed the body pose methodology of the OpenNI library [72] and
performed comparably to PSO-based tracking proposed by Michel et al. [15]. As
already noted in the introduction of the current chapter, the aforementioned comparison is certainly not in favor of our methodology, since the MHAD dataset cannot
exploit the full potential of uTVR. It contains sequences of uncluttered scenes, with
one, well separated person, performing various activities. However, some of the main
contributions of the uTVR-based methodology cope with cluttered backgrounds and
occlusions across different users. The latter are by no means evaluated with the use
of MHAD, effectively disfavoring uTVR. Further to that, datasets in MHAD are
captured with two RGB-D sensors, a “frontal” and a “rear” one. Still, our method
makes use of data provided by one RGB-D sensor, which introduces an additional
disfavoring factor.
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6.1.2

Evaluation with own datasets

To cope with the above, and provide with more representative quantitative assessment, we conducted additional comparative experiments, based on own collected
sequences, annotated with ground truth data. Four interaction sequences, summing
up to a total of more than 2000 frames, have been acquired as xed files via the Microsoft Kinect Studio and processed in order to provide with performance statistics
about our methodology, using marker-based ground truth data for the body joints.
In two of the sequences, a single user is present, while in the other two sequences,
two users are present with apparent occlusions among them. In the experiments involving two users, one person assumed a “dummy role”, that is to partially occlude
the second person. The latter was the subject that was tracked and was used to
obtain quantitative assessment figures.
As already stated, the quantitative experiments serve a three-fold purpose: a) to
examine the effectiveness of the uTVR scoring function formulation, b) to assess the
effectiveness of the multi-hypothesis tracking technique and c) to extract statistics
about the performance of the uTVR-based methodology with respect to the performance of the state-of-the-art skeletonization module provided in the Microsoft
Kinect SDK [20, 21, 91]. Before proceeding, however, to the quantitative analysis,
we first describe the employed technique for the ground truth extraction.
Ground truth extraction
In order to obtain the ground truth, we use a visual marker-based acquisition technique within a two-camera setup, as illustrated in Fig 6.2. Prominent color markers
are attached on the both sides of the user’s body, corresponding to the underlying
joints. Semi-automatic annotation on the RGB-D sequences leads to the computation of the 3D position of each joint. For a more accurate reference, however, the
information used is not the exact 3D location of the joints but the relative angles of
consecutive joints. Therefore, the mean error µE and the corresponding standard
deviation σE refer to angular errors, while the accuracy A is refers to the percentage
of estimations lying within a certain threshold from the ground truth; throughout
all experiments this threshold has been set to 10 degrees. This way, we compensate
for the displacement between the actual joint and the corresponding marker on the
surface of the body.
The second (rear) camera is placed behind of the user and slightly elevated
in order to avoid interference between the two cameras. The two-camera setup
guarantees that all markers are visible by at least one of the cameras at all times
and, therefore, enable for providing ground truth information even for occluded
joints. It is worthy mentioning that the rear camera is only used for this purpose
-i.e. ground truth computation of occluded joints- and is not utilized for the pose
recovery process.
Unified TVR evaluation
The first assessment task regards the formulation of the uTVR scoring function
(see eq. (5.7)) and, more specifically, the effect of each individual fuT V R term. For
this purpose we calculate the performance of various combinations of the individual
factors consisting fuT V R , each time leaving one term out, under three occlusion
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Figure 6.2: Two-camera setup for the ground truth extraction. Prominent color
markers have been attached on both sides of the the user’s body, denoting the
underlying joint. Each marker is visible by at least one of the two cameras at all
times.
scenarios. Specifically, we measure the estimation statistics for the torso part, in
terms of mean angular error µE, standard deviation σE and accuracy A, for the
three cases that fuT V R is computed as freproj × falign , falign × fdiscr or freproj × fdiscr ,
under the three occlusion scenarios: no occlusion, 30% of occlusion and 60% of
occlusion. In other words, in the first case we leave out, in the computation of
fuT V R , the fdiscr term, in the second we leave out the freproj term, in the third we
leave out the falign and in the last case we examine the overall performance for the
given scenarios. To do so, we have manually annotated the frames with the targeted
occlusion, throughout all four ground truth sequences. For each occlusion scenario,
we compared our estimation for the torso configuration against the ground truth,
and extracted the relevant statistics.
Table 6.3 depicts the results of the fuT V R evaluation. From this table we can
safely end up with three conclusions. First, freproj , which is the initial formulation
of the TVR concept, is a strong indicator for the assumed pose. This stems from
the negative effect on the measured statistics when it is left out. On the other hand,
the discrepancy term fdiscr enables for the efficient handling of severely occluded
cases, by constraining the overall state space and thus leading to high accuracy and
small detection errors. Finally, it is clear that the effect of the falign term is not as
significant as that of the other two terms. Still, all three terms play their role and
are required for the formulation of the final fuT V R score, in order to achieve high
performance in all scenarios and to robustly tackle occlusions.
Multi-hypothesis assessment
To assess the effect of tracking multiple hypotheses we conducted a series of experiments, utilizing the above-described set-up, where tracking was performed with
a varying number of hypotheses. More specifically, the number of hypotheses, the
aforementioned N-best in section 5.3.2, that was tested was in the range of 1 - 11.
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Table 6.3: fuT V R evaluation, the torso case. Different scoring functions are examined under three occlusion scenarios: 0%, 30% and 60%. µE is the mean angular
error, σE standard deviation of error (both expressed in degrees), and A the accuracy of the estimation, namely the percentage of estimation within 10 ◦ from the
ground truth.

No Occlusions
µE

σE

A

30% of Occlusion

60% of Occlusion

µE

µE

σE

A

σE

A

freproj × falign 11.3 ◦ 10.1 ◦ 80%

13.8 ◦ 13.0 ◦ 74%

15.7 ◦ 14.4 ◦ 70%

falign × fdiscr

15.9 ◦ 15.4 ◦ 71%

17.6 ◦ 16.3 ◦ 65%

18.8 ◦ 17.1 ◦ 57%

freproj × fdiscr

10.8 ◦ 6.7 ◦

12.3 ◦

15.2 ◦ 12.8 ◦ 79%

fuT V R

9.5 ◦

89%

9.1 ◦

84%

4.5 ◦ 96% 11.5 ◦ 6.7 ◦ 91% 14.2 ◦ 7.8 ◦ 84%

In each case, the average pose error (in degrees) of each body part was derived for
the complete quantitative data set, as well as for (manually annotated) subsets that
include cases with significant occlusions for the corresponding body part.
The error graphs for the two cases -overall and under occlusions depicted with
blue and red colors, respectively- are graphically presented in Fig. 6.3 for each body
parts. More precisely, the top row illustrates the average pose error (in degrees) for
the upper and lower torso parts, the middle row illustrates the average pose error
for the upper and forearms and the bottom row illustrates the average pose error
for the upper and lower legs. As it can be observed, in both cases the error drops
with the number of hypotheses. However, analysis of the statistics leads to two
interesting conclusions. On one hand the effect of multi-hypothesis tracking is much
more significant in the cases where the corresponding body part is occluded. On
the other hand though, the importance of the impact differs across body parts; pose
error for body parts with low motion flexibility (such as the two torso parts and the
upper legs) drops significantly slower than for body parts which are more likely to
move, such as the arms ad the lower legs. This fact enables us to adjust the number
of hypothesis according to the examined body part, facilitating the operation of
the proposed pose extraction method with low error rates and, at the same time,
without taxing it computationally. For the sake of completeness, the number of
hypothesis we set the number of propagated hypotheses to five for the cases of the
torso and the upper legs, and to ten for the rest parts, as it has been experimentally
verified that further increase in the number of hypotheses had a minimal effect on
the pose error.

6.1.3

Comparative evaluation

For the actual quantitative assessment, each sequence has been processed by our
methodology and the skeletonization module provided in the Microsoft Kinect
SDK [91]. Instead of measuring the explicit location of each joint, we compute
the relative angle error across joints for a more representative comparison. More
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Torso

(b) Lower Torso

(c) Upper Arms

(d) Forearms

(e) Upper Legs

(f) Lower Legs

Legs

Arms

(a) Upper Torso

Figure 6.3: Average error in body pose estimation as a function of the number of
hypotheses tracked for each body part: (a) upper torso, (b) lower torso, (c) upper
arms, (d) forearms, (e) upper legs and (f) lower legs. Blue graphs refer to the
complete data set; red graphs refer to the subset that included cases with significant
occlusions. It is obvious that the multi hypothesis tracking facilitates greatly pose
recovery for the cases where occlusions occur and for the body parts with high
flexibility, such as the arms and the lower legs.
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precisely, we measure the angular error for the torso joints, namely the shoulders,
the neck and the torso joint, the angular error across the arm joints, namely shoulders, elbows and palms, and the angular error of the leg joints, namely the hips, the
knees and the feet. Table 6.4 provides the obtained statistics, namely the mean angular error (averaged difference between the actual and the estimated angle) µE and
its standard deviation σE, together with the correspondning accuracy A, namely
the percentage of estimations within 10 ◦ from the ground truth. In order to better
highlight the performance of the proposed methodology in the presence of occlusions, results in Table 6.4 are divided in two parts: (a) overall results for the four
sequences, and (b) results for specific parts of the sequences, where inter-person occlusions are present. The latter have been manually detected and serve as the means
to illustrate the effectiveness of uTVR-based pose estimation in such cases. As can
be observed, overall our methodology compares favourably to Microsoft Kinect SDK
both in µE and σE, while it exhibits higher accuracy rates at all examined cases.
However, more importantly, in almost all of the examined cases of occluded interacting users, our method outperformed the state-of-the-art, demonstrating significantly
more accurate performance.
Table 6.4: Comparative Assessment Results. µE=mean angular error throughout
the sequences, σE= standard deviation of error and A=the accuracy rate. µE and
σE are expressed in degrees.

uTVR
Under
Occlusions

Overall
µE

σE

Microsoft SDK

A

µE

σE

Under
Occlusions

Overall
A

µE

σE

A

µE

σE

A

Torso
9.50 ◦ 4.56 ◦ 96% 13.36 ◦ 6.22 ◦ 87% 12.95 ◦ 5.70 ◦ 92% 18.89 ◦ 7.43 ◦ 82%
Joints
Arm
7.39 ◦ 4.50 ◦ 92% 17.10 ◦ 6.30 ◦ 82% 7.38 ◦ 4.30 ◦ 89% 20.22 ◦ 9.07 ◦ 75%
Joints
Leg
8.67 ◦ 5.74 ◦ 93% 13.03 ◦ 7.40 ◦ 82% 8.47 ◦ 5.59 ◦ 91% 14.8 ◦ 9.50 ◦ 79%
Joints

Snapshots from the above quantitative experiments are shown in Fig. 6.4, where
results are presented on four exemplar frames extracted from a sequence used for the
quantitative evaluation. For each frame, we provide the original rgb input (far-left
image) and the resulting skeleton of the recovered pose for the proposed methodology
(middle image within the green frame) and the Microsoft Kinect SDK skeletonization
module (far-right image within the red frame). In cases where no occlusions occur
in the scene, as the one presented in 6.4(a), the performance of both methodologies
is similar, as also described in Table 6.4. However, whenever the tracked user is
occluded, the performance of the Kinect SDK methodology deteriorates, whereas,
as can be observed, the performance of the proposed method remains unaffected.
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frame 295
frame 340
frame 380
frame 395
frame 420
frame 480
Figure 6.4: Illustrative frames of a full body pose tracking sequence used for the
comparative evaluation, where only the user in the back is tracked and the user in
front plays the ”dummy” role of the occluder. The results of both the proposed
methodology (middle image within the green frame) and the Microsoft Kinect skeletonization module (far-right image within the red frame) are given as the skeleton
of the underlying pose.

6.2

Qualitative analysis

Additionally to the experiments for quantitative and comparative results, we have
extensively evaluated our methodology in numerous scenarios of varying difficulty,
with single and multiple users, involving intra- and inter-person occlusions. All
experiments have been conducted in an indoor office environment. Illustrative instances from the named experiments are presented in Figs. 6.5, 6.6 and 6.7, where
the left-most image depicts the RGB input, the middle image depicts the derived
skeletonized pose and the right-most image depicts the 3D equivalent of the pose.
Figure 6.5 depicts a single user assuming various poses with self-occlusions occuring. Figure 6.6 depicts a slightly more complex scenario, involving two users, where
both intra- and self- occlusions occur. Finally, Fig. 6.7 depicts the case of four users
acting and interacting with each other, featuring, again, both intra- and self- occlusions. The latter is of increased complexity, not only because of the number of users,
but also due to the length of the sequence counting approximately 1500 frames. As
can be observed, the proposed methodology succeeded in effectively tracking the
pose of the full body in all cases, remaining unaffected by interactions and intraor inter-person occlusions. Moreover, tracking in long sequences has been consistent, attesting, once again, for the effectiveness of the uTVR-based pose recovery
methodology.
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frame 40
frame 90
frame 130
frame 160
frame 190
frame 220
Figure 6.5: Full body pose tracking results for the single user scenario, under the
presence of occlusions across different parts of the user’s body. In all instances, the
far-left image is the RGB input while the middle and far-right images illustrate the
skeletonized pose and the estimated 3D pose, respectively.

frame 100
frame 170
frame 235
frame 275
frame 305
frame 340
Figure 6.6: Full body pose tracking results for the single user scenario, under the
presence of occlusions across different parts of the user’s body. In all instances, the
far-left image is the RGB input while the middle and far-right images illustrate the
skeletonized pose and the estimated 3D pose, respectively.

frame 590
frame 775
frame 1050
frame 1200
frame 1300
frame 1400
Figure 6.7: Full body pose tracking results for the multiple users scenario in a long
sequence with more than 1500 frames. Four users, of different sizes, act and interact
with each other freely in the scene, causing multiple and severe intra-occlusions. In
all instances, the far-left image is the RGB input while the middle and far-right
images illustrate the skeletonized pose and the 3D pose, respectively.

Chapter 7
Discussion
This thesis presented a unified model-based approach for the pose estimation of
the articulated human body in complex, realistic scenarios, under the presence of
intra- and inter-person occlusions. The latter is a major advantage of the proposed
approach compared to the state-of-the art, and is also supported by the obtained
quantitative and qualitative results. This has been achieved by the introduction and
formulation of the Top View Reprojection (TVR) concept, competent at treating the
different body parts in a consistent manner.
Accordingly, the employment of the TVR is one of the main contributions of this
thesis. TVR offers a uniquely defined metric, invariant under discrepancies across
users’ bodies or assumed poses, which is used to recover the pose of the corresponding
part. As discussed in section 1.5 and shown throughout this thesis, the formulation
of the TVR and its employment on the body pose estimation problem offers a
multitude of benefits to the targeted research field.
As already stated, the TVR framework facilitates a generic treatment to the task
of estimating the pose of the articulated human body. In that sense, all body parts
are uniformly processed, eliminating the need of intermediate body part descriptors.
Interestingly, TVR can potentially be exploited for the pose recovery of general
cylindrical objects. Hence, it can be advantageous in various applications, even
outside of the scope of human pose tracking.
The derived TVR formulation, reinforced by the cylinder-based modeling, enables for high tolerance on human body diversity, caused by the users’ gender or
posture. Model sizes are implicitly estimated with respect to the height of the user,
based on established anthropometric measurements. The employed proportions, presented in Table 3.1, are set close to the average of the anthropometric measurements
for both genders, and are adjusted accordingly to enable for maximum flexibility.
This is also attested by the presented results, where users of different gender, size
and posture, are effectively tracked.
On top of that, the employed model and the formulated score function, enable
for high tolerance to segmentation faults. As observed throughout the provided
results, the proposed methodology effectively coped with cases where accurate body
segmentation is not feasible, such as in the case of the sitting action in the MHAD
dataset or in the interaction scenarios presented in the illustrative analysis section
(section 6.2).
However, the most important property of the TVR concept regards its potential
to cope with severe occlusions, either across body parts of the same user, or across
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different users. The TVR formulation, again, enables for uniquely treating occlusions
within the TVR scoring function. As demonstrated, the behavior of the employed
TVR scoring function remains unaffected by the presence of occlusions, providing
solutions close to the actual assumed pose.

7.1

Future work

The current thesis aimed at providing a robust solution to the articulated body pose
estimation and tracking, tackling with the challenges imposed by the task at hand.
Despite the fact that this has been achieved to a great extent, there are still issues
which remain open for further investigation.
Although the TVR approach exhibits high tolerance to body diversities, this is
not the case for appearance changes caused by external (with respect to the actual
body itself) factors, such as clothing variations. This is a common problem throughout the relevant literature, leading to kinematic inconsistencies of the recovered pose
and, thus, to poor performance. Clothing variations, along with similar issues, have
not been addressed in this thesis and is an immediate goal of potential future work.
Initializing the model is another challenge of significant importance. In modelbased approaches this is not trivial, mostly due to the high complexity of the problem, which leads to large execution times. Common ways to address the problem is
by requiring from the user to assume a certain pose to commence tracking. However,
this grately limits the range of applicability, since, for example, “manual” initialization is not an option when dealing with unconstrained environments. Due to this,
we intend to focus on fully automated model initialization without making any assumptions about the initial body configuration. This task may be greatly benefited
by state space segmentation techniques, or by 2D skeleton fitting pre-processing,
e.g. using geodesic distances.
Performance in unconstrained environments is also an interesting factor. Although the method presented in this thesis can perform effectively in (semi)controlled indoor environments, transforming it to a more complex and realistic
scenario (e.g. public place surveillance) is a very difficult task. Such scenarios involve multiple people moving, entering or leaving the scene, acting and interacting
arbitrarily, which lead to unpredictable results. However, contemporary RGB-D
sensors cannot work in outdoor environments, due to intense illumination changes.
An alternative would be to use a stereo camera system, which, in turn, implies additional challenges such as accurate registration and depth map generation, high level
of noise and so forth.
Additionally, the employed optimization schema for the body pose recovery, is an
issue requiring further study. Local optimization for the body parts performs well in
most cases. However, examining body parts in isolation may also lead to erroneous
detections and kinematic inconsistencies. On the other hand, global optimization
techniques may tackle this, providing robust and accurate results, at the expense of
computational complexity.
The latter (i.e. computational complexity) constitutes a further challenge, open
for additional work. As already stated in section 1.5, computational costs hinder
real-time execution. More specifically, the current single core CPU implementation
provides processing rates of 3 to 4 frames per second. A first step towards speeding
up the developed system, is to exploit the parallel execution capabilities of modern
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GPUs, which, with a convenient optimization, can possibly lead to real-time pose
recovery and tracking.
Furthermore, a useful extension regards the use of the derived pose as a cue for
high level tasks, such as gesture recognition and behavior analysis. On top of that,
the pose recovery process can also benefit from such high level tasks, exploiting the
produced information for further refining the solution.
In conclusion, it is our strong belief that this thesis provided a framework from
which research in the field of body pose recovery can greatly benefit. The addressed
issues and the relevant impact on the field strongly attest for the effectiveness of
the TVR approach while, on the other hand, theoretical and practical aspects of
the proposed formulation demonstrate its importance for further scientific investigation.
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