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Evaluation of Network-aware Recommendation
Systems in Realistic Settings
Abstract
The current traffic trends and predictions foresee many challenges for future
mobile networks, which will need to efficiently serve traffic volumes orders of magnitude larger than those experienced today. Network-aware Recommendations has
been recently proposed as a paradigm that enables mobile networks to keep up with
the increasing data demand, by jointly designing communication networks and recommendation systems (RSs). Network-aware recommendations is a relatively new
research area having many underexplored topics and open research problems, some
of them having been discussed in this article. Network-aware recommendations (i)
are based on the fact that recommendation systems drive a significant fraction of
the demand for content in the Internet (e.g., more than 50% of user requests at
YouTube come from its recommendations and the respective percentage for Netflix is 80%), and (ii) steer recommendations towards content that can be delivered
efficiently through the networks (e.g., locally stored at a cache in the mobile edge
or exploiting coded transmissions). Most of the related work of the field applies
in theoretical scenarios, without making realistic evaluations, including real-world
setups and real-user ratings. In this work we are the first to experimentally evaluate (through measurements in a real service and experiments with users) the
performance of proposed network-aware recommendation approaches and investigate their feasibility and benefits from different points of view (such as network
performance, user experience, etc.). In detail we:
1. leverage public information provided by the YouTube API Service and conduct realistic simulations to evaluate the potential gains from the network
perspective
2. implement and use an experimental testbed to interact with real users and
demonstrate the benefits for the content providers’ and end users’ perspective, respectively
3. build statistical models to derive the user experience as a function of QoS and
user interest and to provide useful insights for the design of network-aware
RSs
We believe that our study is an important first step towards network-aware recommendations, by providing experimental and analytic evidence for their feasibility
and benefits and by discussing the interplay between networking and content recommendations.

Αξιολόγηση των Δικτυογνωστικών Προτασειακών
Συστημάτων σε Ρεαλιστικά Σενάρια
Περίληψη
Οι τρέχουσες τάσεις και προγνώσεις της κυκλοφορίας στο διαδίκτυο προβλέπουν πολλές προκλήσεις για τα μελλοντικά δίκτυα κινητής τηλεφωνίας, τα οποία θα πρέπει
αποτελεσματικά να εξυπηρετούν όγκους κίνησης μεγέθους μεγαλύτερης από αυτά
που βιώνουν σήμερα. Τα Δικτυογνωστικά Συστήματα Συστάσεων έχουν προταθεί πρόσφατα ως ένα παράδειγμα που επιτρέπει στα δίκτυα κινητών επικοινωνιών να
συμβαδίζουν με την αυξανόμενη ζήτηση δεδομένων, με το σχεδιασμό από κοινού
των δικτύων επικοινωνίας και των συστημάτων συστάσεων. Τα δικτυογνωστικά
συστήματα συστάσεων είναι ένας σχετικά νέος ερευνητικός χώρος που έχει πολλά
ανεξερεύνητα θέματα και ανοικτά ερευνητικά προβλήματα, ορισμένα από τα οποία
συζητώνται σε αυτό το άρθρο. Τα δικτυογνωστικά συστήματα συστάσεων(i) βασίζονται στο γεγονός ότι τα συστήματα προτάσεων οδηγούν ένα σημαντικό μέρος της
ζήτησης περιεχομένου στο διαδίκτυο (π.χ. περισσότερα από 50% των αιτημάτων
χρήστη στο YouTube προέρχονται από τις συστάσεις του και το αντίστοιχο ποσοστό
για το Netflix είναι 80%) και (ii) κατευθύνουν τις προτάσεις προς περιεχόμενο που
μπορεί να παραδοθεί αποτελεσματικά μέσω των δικτύων (π.χ. αποθηκευμένο σε τοπικό επίπεδο σε μια προσωρινή μνήμη (cache) ή μέσω εκμετάλλευσης κωδικοποιημένων
μεταδόσεων (coded transmissions)). Το μεγαλύτερο μέρος του ερευνητικού έργου
στον τομέα εφαρμόζεται σε θεωρητικά σενάρια, χωρίς να γίνονται ρεαλιστικές αξιολογήσεις, οι οποίες λαμβάνουν υπόψιν αληθινές ρυθμίσεις και αξιολογήσεις πραγματικών χρηστών. Σε αυτή την εργασία, είμαστε οι πρώτοι που αξιολογούμε πειραματικά (μέσω μετρήσεων σε πραγματική υπηρεσία και πειράματα με τους χρήστες)
τις επιδόσεις των Δικτυογνωστικών Συστημάτων Συστάσεων και διερευνoύμε τη
σκοπιμότητα και τα οφέλη τους από διαφορετικές οπτικές γωνίες (όπως η απόδοση
του δικτύου, η ικανοποίηση των χρηστών, και τα λοιπά.). Αναλυτικά:
1. αξιοποιούμε τις δημόσιες πληροφορίες που παρέχει η υπηρεσία API του YouTube
και διεξάγουμε ρεαλιστικές προσομοιώσεις για να αξιολογήσουμε τα πιθανά
κέρδη από την μεριά του δικτύου
2. σχεδιάζουμε και χρησιμοπούμε μια πειραματική πλατφόρμα για αλληλεπίδραση με
πραγματικούς χρήστες και αποδεικνύουμε τα οφέλη για τους παρόχους περιεχομένου και τους τελικούς χρήστες, αντίστοιχα
3. χτίζουμε στατιστικά μοντέλα για την εξαγωγή της εμπειρίας των χρηστών ως
συνάρτηση του δικτύου και του ενδιαφέροντος των χρηστών και για την παροχή
χρήσιμων στοιχείων για το σχεδιασμό των προτασειακών συστημάτων
Πιστεύουμε ότι η μελέτη μας είναι ένα σημαντικό πρώτο βήμα για τα Δικτυογνωστικά Συστήματα Συστάσεων, παρέχοντας πειραματικά και αναλυτικά στοιχεία για
τη σκοπιμότητά τους και τα οφέλη τους και συζητώντας την αλληλεπίδραση μεταξύ
δικτύων και συστάσεων περιεχομένου.
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Chapter 1

Introduction
The current traffic trends and predictions foresee many challenges for future mobile
networks, which will need to efficiently serve traffic volumes orders of magnitude
larger than those experienced today [13, 19]. The increased capacity of the 5G era
will lead to even greater traffic demand: users will consume more and more content.
To overcome this problem, a new paradigm has been recently proposed [46, 7, 8,
27, 61, 31, 21, 49, 33], wherein content providers and communication networks
cooperate for the joint design of content delivery networks and recommendation
systems.
The proposed approaches (i) are based on the fact that recommendation systems drive a significant fraction of the demand for content in the Internet (e.g.,
more than 50% of user requests at YouTube come from its recommendations [60],
and the respective percentage for Netflix is 80% [22]), and (ii) nudge recommendations towards content that can be delivered efficiently through the networks (e.g.,
locally stored at a cache in the mobile edge [46, 7, 27, 21] or exploiting coded
transmissions [49, 61]).
On one side, communication systems aim to improve the delivery of a content
(or, quality of service - QoS); on the other side, recommendation systems (RSs)
are designed to provide relevant recommendations and content that is interesting
for the user (or, quality of recommendation - QoR). In a converged approach, both
factors (QoS and QoR) affect – simultaneously, and in a interwined way – the user
experience (or, quality of experience - QoE).
However, RSs for multimedia content services are currently agnostic to the
QoS (or the delivery network). This may result in very poor performance for
the RS, in terms of user satisfaction or engagement. In fact, it is often observed
that network conditions and topology affect the video streaming (bit-rate, latency,
start-up delay, etc.) and may cause annoying impairments such as re-buffering or
changes in bit-rates [35, 18, 41]. This concern is expected to be amplified in the
future, as video delivery increasingly dominates network traffic, and larger portions
of such content must be delivered over mobile networks, which will struggle to serve
all content requests in high-QoS [19, 13].
1

2

CHAPTER 1. INTRODUCTION

Towards a new paradigm: QoS-aware recommendations.1 To bridge this
gap, we propose an approach that is applicable in today’s networks: recommending
content that can be delivered with high QoS (e.g., videos cached close to users) will
lead to improved user experience, higher user engagement and optimized network
performance. Specifically, we consider the YouTube service, and design a system/application that (i) obtains video relations from the YouTube API, based on
which (ii) it builds extended lists of directly and indirectly related videos, and (iii)
carefully steers initial recommendations –and thus user demand– towards cached
videos.
Our contributions are summarized as follows2 :
• We propose an approach that enables QoS-aware recommendations (Sec. 2).
• We design an algorithm (named CABaRet) that leverages available information provided by a RS, and returns QoS-aware recommendations (Sec. 3).
• We perform extensive measurements and evaluation over the YouTube service (Sec. 4). To our best knowledge, this is the first evaluation of a QoSaware recommendation approach in a real service and with realistic traffic.
• We analytically study the problem of caching optimization under recommendations from CABaRet, and propose an approximation algorithm. We show
that when caching is controlled by the network operator, an extra 2 times
increase in the cache hit ratio can be achieved (Sec. 5).
• We build an experimental testbed and conduct experiments with real users
to (i) test the performance of CABaRet in practice, and (ii) verify to what
extend the assumptions made hold in practice with real users (Sec. 6). We
are the first to test the concept of QoS-aware recommendations with real
user experiments.
• We publish the collected dataset and open-source the code of the testbed [26].
• We propose statistical models to quantify the user QoE as a function of the
video QoS and the user interest in it (Section 7).
Finally, we discuss our findings in Sec. 8 and conclude our paper (Sec. 9).
Overall, we provide strong evidence that QoS-aware recommendations can benefit both the users (better experience) the content provider (higher retention rate),
and the network operators (higher cache hit ratio). We believe that our study is
the first major step towards that direction.

1

In the remainder we use the terms QoS-aware, network-aware and cache-aware interchangeably.
2
A preliminary version of our work, appears in [27].

Chapter 2

System Overview
The proposed approach can be implemented in a lightweight system/application
that runs on mobile devices, and is triggered either by the network operator or by
the user. The system is composed of the user interface (UI), the back-end, and
the recommendation module, as depicted in Fig. 2.1.
User Interface (UI). The UI resembles the original content service UI. For
instance, in the YouTube case, the UI contains a search bar, a video player, and
a list of related videos1 . The users search, browse, and watch videos through the
UI.
Back-end. The back-end is responsible for (i) retrieving the list of cached video
IDs (e.g., in the form of a text file), and (ii) streaming videos to the UI. Depending
on the scenario, the list of cached video IDs can be already known to the network
operator, e.g., in the case of network-controlled caching. Alternatively, they can
be requested from the content provider directly2 , or discovered through offline
network measurements (e.g., latency [29], or DNS resolution [2]) by the network
operator. The video requested by the user is delivered/streamed from the CP’s
(e.g., YouTube’s) origin server, or the CP’s cache, or an edge cache (e.g MEC). In
case the caches are controlled by the content provider (which is the most prevalent scenario today), the user-service communication can be encrypted (e.g., https
requests directly to YouTube) and remain transparent to the network operator.
Recommendation Module. The recommendation module is triggered upon
each content request, and (i) receives as input the video v that the user currently
watches, (ii) retrieves from the YouTube API a list of video IDs directly/indirectly
related to v, (iii) extracts from the back-end the list of cached video IDs, and (iv)
builds a list of related and cached video IDs and recommends it to the user, according to the cache-aware recommendation algorithm of Sec. 3. This recommendation
process is lightweight and can return the list of recommendations very fast (e.g.,
∼1sec. in our prototype), without affecting the user experience.
1

In the remainder we use the terms content and video interchangeably.
Note that this refers to an aggregate list of the IDs of all the videos stored in a cache, without
containing any user information or violating privacy policies.
2
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Figure 2.1: System overview.

Chapter 3

QoS-Aware Recommendations
In existing approaches, e.g., [45, 7, 20], the “most related” contents that are also
cached, are recommended to users. However, this requires the system to be aware
of the content relations (e.g., similarity scores, user preferences/history, trending
videos), i.e., information owned by the content provider. Such data are unlikely
to be disclosed to third parties, due to privacy and/or economic reasons (e.g., advertising).
In our approach, the system leverages information about content relations that
is made publicly available by the RS of the content service (i.e., YouTube in this
paper). In particular, when a user watches a video v, the system requests from
the YouTube API a list of video IDs L related to v, i.e., the videos that YouTube
would recommend to the user. Then it requests the related video IDs for every
video in L and adds them in the end of L, and so on, in a Breadth-First Search
(BFS) manner. In the end of the process, the list L contains IDs of videos directly
and indirectly related to v, from which the top N cached and/or highly related
to v videos are finally recommended to the user. The list L is (i) much larger
than the list of videos recommended by YouTube, and thus it is more probable to
contain cached videos that are related to v, and (ii) built based on video relations
provided by YouTube itself, which satisfies a high quality of recommendations.
We detail our recommendation algorithm (CABaRet) in Sec. 3.0.1, and discuss
the related design implications in Sec. 3.0.2.

3.0.1

The Recommendation Algorithm

Input. The recommendation algorithm receives as input:
• v: the video ID (or URL) which is currently watched
• N : the number of videos to be recommended
• C: the list with the IDs of the cached videos
• DBF S : the depth to which the BFS proceeds
5
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Figure 3.1: CABaRet: example with DBF S = 2, WBF S = 3, N = 6. Cached
videos are denoted with black color.
• WBF S : the number of related videos that are requested per content from the
YouTube API (i.e., the “width” of BFS)

Output. The recommendation algorithm returns as output:
• R: ordered list of N video IDs to be recommended.

Workflow. CABaRet searches for videos related to video v in a BFS manner as
follows (line 1 in Algorithm 1). Initially, it requests the WBF S videos related to v,
and adds them to a list L in the order they are returned from the YouTube API.
For each video in L, it further requests WBF S related videos, as shown in Fig. 3.1,
and adds them in the end of L. It proceeds similarly for the newly added videos,
until the depth DBF S is reached; e.g., if DBF S = 2, then L contains WBF S video
IDs related to v, and WBF S · WBF S video IDs related to the related videos of v.
Then, CABaRet searches for video IDs in L that are also included in the list
of cached videos C and adds them to the list of video IDs to be recommended R,
until all IDs in L are explored or the list R contains N video IDs, whichever comes
first (lines 4–9 ). If after this step, R contains less than N video IDs, N − |R|
video IDs from the head of the list L are added to R; these IDs correspond to the
top N − |R| non-cached videos that are directly related to video v (lines 10–15 ).

7
Algorithm 1 CABaRet: Cache-Aware & BFS-related Recommendations
Input : v, N, C, DBF S , WBF S
1: L ← BF S(v, DBF S , WBF S ) //ordered set of video IDs
2: R ← ∅ //ordered set of video IDs to be recommended
3: i ← 1
4: for c ∈ L do
5:
if i ≤ N and c ∈ C then
6:
R.append(c)
7:
i←i+1
8:
end if
9: end for
10: for c ∈ L \ R do
11:
if i ≤ N then
12:
R.append(c)
13:
i←i+1
14:
end if
15: end for
16: return R

3.0.2

Implications and Design Choices

High-quality recommendations. Using the YouTube recommendations ensures
strong relations between videos that are directly related to v (i.e., BFS at depth 1).
Moreover, while the YouTube RS finds hundreds of videos highly related to v, only
a subset of them are recommended to the user [15]. The rationale behind CABaRet
is to explore the related videos that are not communicated to the user. To this
end, based on the fact that related videos are similar and have high probability
of sharing recommendations (i.e., if video a is related to b, and b to c, then it is
probable that c relates to a), CABaRet tries to infer these latent video relations
through BFS. Hence, videos found by BFS in depths > 1 are also (indirectly)
related to v and probably good recommendations as well.
To further support the above claim, we collect and analyze datasets of related
YouTube videos. Specifically, we consider the set of most popular videos, let P,
in a region, and for each v ∈ P we perform BFS by requesting the list of related
videos (similarly to line 1 in CABaRet). We use as parameters WBF S = {10, 20, 50}
and DBF S = 2, i.e., considering the directly related videos (depth 1) and indirectly
related videos with depth 2. We denote as R1 (v) and R2 (v), the set of videos found
at the first and second depth of the BFS, respectively. We calculate the fraction
2 (v)|
of the videos in R1 (v) that are also contained in R2 (v), i.e., I(v) = |R1 (v)∩R
.
|R1 (v)|
High values of I(v) indicate a strong similarity of the initial content v with the set
of indirectly related contents at depth 2.
Table 3.1 shows the median values of I(v), over the |P| = 50 most popular
contents in the region of Greece (GR), for different BFS widths. As it can be seen,
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Figure 3.2: Num. of requested related videos VS Num. of returned related videos
from the API.
I(v) is very high for most of the initial videos v. For larger values of WBF S , I(v) increases, and when we fully exploit the YouTube API capability, i.e., for WBF S =50,
which is the maximum number of related videos returned by the YouTube API,
the median value of I(v) becomes larger than 0.9. Finally, we measured the I(v)
in other regions as well, and observed that even in large (size/population) regions,
the I(v) values remain high, e.g., in the United States (US) region, I(v)=0.8 for
WBF S =50.
Table 3.1: I(v) vs. WBF S for the region of GR.
WBF S : 10
20
50
I(v) :
0.70 0.85 0.92
Tuning CABaRet. The parameters DBF S , WBF S can be tuned to achieve a desired
performance, e.g., in terms of probability of recommending a cached or highly
related video. For large DBF S , the similarity between v and the videos at the end
of the list L is expected to weaken, while for small DBF S the list L is shorter and
it is less probable that a cached content is contained in it. Hence, the parameter
DBF S can be used to achieve a trade-off between quality of recommendations
(small DBF S ) and probability of recommending a cached video (large DBF S ).
The number of related videos requested per content WBF S , can be interpreted
similarly to DBF S . A small WBF S leads to considering only top recommendations
per video, while a large WBF S leads to a larger list L. For the size of the list L it
holds that
DX
BF S
|L| ≤
(WBF S )n
n=1

where the equality holds when all videos found by the BFS are unique.

Chapter 4

Measurements and Evaluation
We conduct extensive measurements and experiments over the YouTube service1 ,
to investigate the performance (in terms of cache hit ratios) of our approach in
different scenarios. The setup of the scenarios is presented in Sec. 4.1, and the
results in Sec. 4.2 and Sec. 4.3 for two video demand types.

4.1

Setup

The YouTube API provides a number of functions to retrieve information about
videos, channels, user ratings, etc. In our measurements, we request the following
information:
• the most popular videos in a region (max. 50)
• the list of related videos (max. 50) for a given video
Remark : In the remainder, we present results collected in 2018, for the region of
Greece (GR). Nevertheless, our insights hold also in the other regions we tested
(e.g., US).
Caching. We assume a cache storing the most popular videos in a region. We
populate the list of cached contents with the top C video IDs returned from the
YouTube API.
Recommendations. We consider two classes of scenarios with (i) YouTube and
(ii) CABaRet recommendations. In both cases, when a user enters the UI, the 50
most popular videos in her region are recommended to her (as in YouTube’s front
page). Upon watching a video v, a list of N = 20 videos is recommended to the
user; the list is (i) composed of the top N directly related videos returned from the
YouTube API (YouTube scenarios), or (ii) generated by CABaRet with parameters
N , WBF S and DBF S (CABaRet scenarios).
1
Our experiments and use of the YouTube API conform to the YouTube terms of service
https://www.youtube.com/static?template=terms.
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Video Demand. In each experiment, we assume a user that enters the UI and
selects an initial video to watch in one of the following ways: (a) “front-page recommendations”: the user selects to watch one of the initially recommended (i.e.,
50 most popular) videos recommended in the front page; or (b) “search bar”: the
user types in the search bar a keyword of her interest, and selects one of the returned video recommendations. These two types of initial requests represent the
two most common ways of user behavior (note that the former captures also trending videos selections) [60]. We present the results for each of the aforementioned
initial video demand types separately, in Sec. 4.2 and Sec. 4.3, respectively; the
former is expected to have a more concentrated demand among the most popular
videos (and thus, higher CHR, since those are assumed to be cached), while the
latter a more varying demand that stresses the caching system.
After the initial video, the system recommends a list of N videos (r1 , r2 , ..., rN ),
and the user selects with probability pi to watch ri next. We set the probabilities pi to depend on the order of appearance –and not the content– and consider
uniform (pi = N1 ) and Zipf (pi ∼ i1α ) scenarios; the higher the exponent α of the
Zipf distribution, the more preference is given by the user to the top recommendations (user preference to top recommendations has been observed in YouTube
traffic [29]).

4.2
4.2.1

Results: “Front-Page” Video Demand
Single Requests

We first consider scenarios of single requests (similarly to [45, 7]). In each experiment i (i = 1, ..., M ) a user watches one of the top popular videos, let v1 (i), and
then follows a recommendation and watches a video v2 (i). We measure the Cache
Hit Ratio (CHR), which we define as the fraction of the second requests of a user
that are for a cached video (since the first request is always for a cached –top
popular– video):
CHR =

M
1 X
·
Iv2 (i)∈C
M

(4.1)

i=1

where Iv2 (i)∈C = 1 if v2 (i) ∈ C and 0 otherwise, and M the number of experiments2 .
CHR vs. BFS parameters. Fig. 4.1(a) shows the CHR achieved by CABaRet
under various parameters, along with the CHR under regular YouTube recommendations, when caching all the most popular videos (|C|=50). The efficiency
of caching significantly increases with CABaRet, even when only directly related
contents are recommended (DBF S =1), i.e., without loss in recommendation quality. Just reordering the list of YouTube recommendations (as suggested in [29]),
brings gains when pi is not uniformly distributed. However, the added gains by
2

We considered all possible experiments on the collected dataset.
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Figure 4.1: CHR under different BFS parameters.

our approach are significantly higher. As expected, the CHR increases for larger
WBF S and/or DBF S ; e.g., CABaRet for WBF S =50 and DBF S =2, achieves 8 to 10
times higher CHR than regular YouTube recommendations. Also, the CHR increases for more skewed pi distributions, since top recommendations are preferred
and CABaRet places cached contents at the top of the recommendation list.
In Fig. 4.1(b) we observe that, when higher preference is given to top recommendations, increasing the WBF S can increase CHR even with DBF S =1. However,
for uniform selection, significant gains cannot be brought only by increasing WBF S .
This indicates that, in such cases, considering also indirectly related contents (i.e.,
DBF S > 1, as CABaRet does), is required to yield a non-negligible increase in CHR
(cf. Fig. 4.1(a)).
In experiments concerning the –larger– US region, the CHR values are lower
for both regular YouTube (< 0.5%) and CABaRet (1% − 43%) recommendations,
due to the fact that the top popular videos appear with lower frequency in the
related lists. However, the relative gains from CABaRet are consistent with (or
even higher than) the presented results.
CHR vs. number of cached videos. We further consider scenarios with varying
number of cached contents C = |C|. In each scenario, we assume that the C most
popular contents are cached. Fig. 4.2(a) shows the CHR achieved by CABaRet, in
comparison to scenarios under regular YouTube recommendations. The results are
consistent for all considered values of C; the CHR under CABaRet is significantly
higher than in the YouTube case. Moreover, even when caching a small subset of
the most popular videos, CABaRet brings significant gains. E.g., by caching C = 10
out of the 50 top related contents CABaRet increases the CHR from 2% and 3.2%
to 17% and 50%, for the uniform and Zipf(α=1) scenarios, respectively.
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Figure 4.2: CHR under different BFS parameters

4.2.2

Sequential Requests

We now test the performance of our approach in scenarios where users enter the
system and watch a sequence of K, K > 2, videos (similarly to [20], and in contrast
to the previous case, where they watch only two videos, i.e., K = 2). At each step,
the system recommends a list of videos to the user by applying CABaRet on the
currently watched video. We denote as vk (i) the k th video requested/watched by
a user in experiment i. We measure the CHR, which is now defined as
CHR =

M K
1 XX
·
Ivk (i)∈C
M

(4.2)

i=1 k=2

where Ivk (i)∈C = 1 if vk (i) ∈ C and 0 otherwise, over M = 100 experiments per
scenario.
Moving “farther” from the initially requested video (which belongs to the list
of most popular and cached videos) through a sequence of requests, we expect
the CHR to decrease, due to lower similarity of the requested and cached videos.
However, as Fig. 4.2(b) shows, the decrease in the CHR (under CABaRet recommendations) is not large. The CHR remains close to the case of single requests
(i.e., for K=2 in the x-axis), indicating that our approach performs well even when
we are several steps far from the cached videos. In fact, caching more than the top
most popular videos appearing on the front page, would further reduce the CHR
decrease.

4.3

Results: “Search Bar” Video Demand

4.3. RESULTS: “SEARCH BAR” VIDEO DEMAND
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Up to now, we have considered a user that starts his/her viewing session by selecting one of the trending videos recommended in the YouTube homepage. While
this is a common behavior (in YouTube and similar services), we now consider the
other popular option for a user, which is to enter the YouTube webpage/app and
select a desired video (e.g., through the search bar or directly typing the video url)
irrespectively of the current trends. Our goal here is to quantify the CHR gains
when users start their session by searching a video through the search bar, and
test whether the proposed approach can still provide considerable benefits in this
“worst-case” scenario.
Remark: The cache stores the C top most popular YouTube videos, as in Sec. 4.1.
Hence, our results are comparable to the results of Sec. 4.2, and demonstrate the
performance of the same scheme for this second class of users (who have different
initial video demand).
Initial video demand through the “search bar”. We assume a user that
enters the UI and searches though the search bar for a video according to her
preferences (i.e., she does not watch one of the recommended trending videos as
in Sec. 4.1). While for the initial demand we could select randomly a video from
the entire YouTube catalogue, e.g., uniformly or with a probability proportional
to the total number of views, this would not capture the user behavior observed
in practice: not all contents are equally probable to be selected, total number of
views is not necessarily proportional to current demand (e.g., recent videos attract
more clicks than older videos), timely topics attract more attention, etc. Hence,
to simulate realistic “video searches” we apply the following methodology.
• The user types a keyword/phrase in the search bar. To obtain a dictionary
of keywords that correspond to popular and recent interests, we use the
Google Trends API [23]. For each region, we collect the top 10 keywords for
seven consequent days within a week in June 2019 (some examples of keywords from our dataset are “NBA Top Plays”, “Avengers Trailer”, “Grammy
Nominations”, “How to boil an egg?”, etc.).
• To map keywords (Google Trends) to YouTube videos, we pass each keyword
to the YouTube API, which returns a list of video IDs, i.e., the list that would
be returned if a user entered this keyword in the YouTube search bar. We
select the first video ID from the list of each keyword. In total, we collect
70 video IDs, of which we use the first 50 (for consistency with the top 50
trending videos in Section 4.1). We call the list of these 50 video IDs, as
“top Google trends”.
• In each experiment, we assume a user that enters the UI, watches one of the
50 “top Google trends” videos, and then select one of the N recommended
videos to watch next (as described in Section 4.1.
CHR vs. BFS parameters. Figure 4.3(a) shows the CHR (single requests Eq. (4.1)) achieved with different CABaRet parameters in various scenarios (x-axis).
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Figure 4.3: CHR under different BFS for “Search Bar” video demand and cache
populated with the (a) top-50 most popular videos, and (b) top-50 Google trends
The absolute values of CHR are in all scenarios 20%–65% lower compared to those
in Fig. 4.1(a), which corresponds to users with initial requests for the top popular
YouTube videos. While this decrease is expected in these more challenging scenarios (since the top YouTube videos are cached, but users start their viewing session
from arbitrary videos), CABaRet can still effectively exploit the caching vectors and
achieve, e.g., a CHR up to 32% and 57% in the Zipf(a=1) and Zipf(a=2) scenarios,
respectively, in which otherwise we would observe a percentage within 1%–2.4%
of cache hits under the original YouTube recommendations.
Moreover, we observe that the relative difference in performance between the
different recommendation schemes (e.g., YouTube vs. CABaRet) remains the same
as in Fig. 4.1(a): CABaRet significantly increases the caching efficiency by 10 times
(uniform) to more than 20 times (Zipf, a=2) even for the more diverse (and thus
challenging for the caching system) “Search Bar” video demand patterns.
CHR vs. set of cached contents. Figure 4.3(b) shows the CHR in the same
video demand scenarios presented in Fig. 4.3(a), but now under a different caching
policy. We consider a cache that stores 50 videos of the “top Google trends”. This
makes the caching policy more targeted to the “Search Bar” traffic demand, and
thus we expected an improved performance. The results in Fig. 4.3(b) verify this
intuition: in all scenarios the CHR of CABaRet is higher than in Fig. 4.3(a).
An interesting observation in the top Google trends caching scenarios is that
even with WBF S = 20 we can achieve high performance (CHR comparable to
WBF S = 50), which was not the case in the other scenarios we tested (e.g.,
Fig. 4.1(a) or Fig. 4.3(a)). This indicates that the main factor to improve performance is the depth of the BFS: for DBF S = 2 the CHR becomes significantly
higher; due to more diversity in “Search Bar” video demand and top Google trends,
we need to explore deeper in the video relationship lists.

Chapter 5

Caching Optimization
In this section, we extend our study by considering the scenario where CABaRet
and the caches are controlled by the same entity, e.g., the network operator.
In this scenario, the network operator can optimize caching decisions, thus
further increasing the efficiency of CABaRet recommendations. Note that still there
is no need for collaboration between the operator and the CP (e.g., possessing full
knowledge of the RS), assumed in previous works [45, 7, 20].
In the following, we first analytically formulate and study the problem of optimizing the caching policy, and propose an approximation algorithm with provable
performance guarantees (Sec. 5.0.1). We then evaluate the performance of this
joint caching and recommendation approach (Sec. 5.0.2).

5.0.1

Optimization Problem & Algorithm

Let a content catalog V, V = |V|, and a content popularity vector q = [q1 , ..., qV ]T .
Let L(v) ⊆ V be the set of contents
S that are explored by CABaRet (at line 1 ) for
a content v ∈ V, and denote L = v∈V L(v).
For some set of cached contents C ⊆ V, and a content v, CABaRet returns a list
of recommendations R(v) (|R(v)| = N ), in which at most N contents c ∈ C ∩ L(v)
appear at the top of the list. Therefore, CHR can be expressed as
N (C,v)

CHR(C) =

X
v∈V

qv

X

pi

(5.1)

i=1

where N (C, v) = min{|C ∩ L(v)|, N }, and pi is the probability for a user to select
the ith recommended content.
Then, the problem of optimizing the caching policy (to be jointly used with
CABaRet), is formulated as follows:
maxC CHR(C)

s.t., |C| ≤ C

(5.2)

where C is the capacity of the cache. We prove the following Lemma in [27].
15

16

CHAPTER 5. CACHING OPTIMIZATION

Lemma 1 ([27]). The optimization problem of Eq. (5.2): (i) is NP-hard, (ii)
cannot be approximated within 1 − 1e + o(1) in polynomial time, and (iii) has
a monotone (non-decreasing) submodular objective function, and is subject to a
cardinality constraint.
If we design a greedy algorithm that starts from an empty set of cached contents
Cg = ∅, and at each iteration it augments the set Cg (until |Cg | = C) as follows:
Cg ← Cg ∪ arg max CHR(Cg ∪ {v}),

(5.3)

v∈V

then the properties stated in item (iii) satisfy that it holds [28]


1
· CHR(C ∗ )
CHR(Cg ) ≥ 1 −
e

(5.4)

where C ∗ the optimal solution of the problem of Eq. (5.2).

5.0.2

Evaluation of Greedy Caching

Calculating the CHR from Eq. (5.1) requires running a BFS (CABaRet, line 1 )
and generating the lists L(v), for every content v ∈ V. In practice, for scalability
reasons, the most popular contents (i.e., with high qi ) can be considered by the
greedy algorithm in the calculation of the objective function Eq. (5.1), since those
contribute more to the objective function. To demonstrate the involved tradeoffs between scalability and performance, we consider two scenarios with synthetic
content catalogs of size |V|=1000 and |V|=10000 (where content popularity qi
follows a Zipf(a=1) distribution, and each content is related on average with 10
other contents), and calculate the CHR achieved by CABaRet (N=10, DBF S =2,
0
WBF S =5) when the greedy algorithm considers only a fraction V of the entire
0
catalog, V ⊆ V, and a cache of size C=10. Table 5.1 presents the achieved CHR,
normalized over the maximum CHR achieved when considering the entire catalog
V. We can see that even considering very small fractions of the content catalog,
can still achieve significant performance, while considering a 10% of the content
catalog can already achieve 90% and 86% of the maximum performance in the case
of |V|=1000 and |V|=10000, respectively.
Table 5.1: CHR under caching with the greedy algorithm considering only a frac0
tion of the most popular contents of the catalog, i ∈ V ⊂ V; values are normalized
over the maximum achievable performance.
0

|
fraction of the catalog |V
|V|
0
|V| = 1000
CHR(V )
CHR(V)
|V| = 10000

0.1%
0.72
0.40

1%
0.74
0.54

5%
0.89
0.82

10%
0.90
0.86

The reason that the greedy algorithm remains efficient even with this simplification, is that any video in the catalog is still candidate to be cached, e.g., a
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Figure 5.1: CHR vs. # cached contents with CABaRet parameters WBF S =50 and
DBF S =2, and video demand (a) “Front Page” video demand with pi ∼uniform,
and (b) “Search Bar” video demand with pi ∼Zipf(a=1) .
video with low qi can bring a large increase in the CHR through its association
with many popular contents. In fact, in our experiments, for the calculation of
1
Eq. (5.1), we consider only the 50 most popular videos, for which we set qi = 50
.
Nevertheless, in the different scenarios we tested, only 10% to 30% of the cached
videos (selected by the greedy algorithm) were also in the top 50 most popular.
In Fig. 5.1(a), we compare the achieved CHR for “Front Page” video demand,
when the cache is populated according to the greedy algorithm of Eq. (5.3) (Greedy
Caching) and with the top most popular videos (Top Caching). Greedy caching
always outperforms top caching, with an increase in the CHR of around a factor of
2 for uniform video selection (for the Zipf(a=1) scenarios we tested, the CHR values are even higher, and the relative performance is 1.5 times higher). This clearly
demonstrates that the gains from joint recommendation and caching [45, 7], are
applicable even in simple practical scenarios (e.g., CABaRet & greedy caching).
Finally, while greedy caching increases the CHR even with regular YouTube recommendations, the CHR is still less than 50% of the CABaRet case with top caching.
This further stresses the benefits from CABaRet’s cache-aware recommendations.
Similar findings can be seen in Fig. 5.1(b) for scenarios with “Search Bar” video
demand. A difference is that in these scenarios the CHR under YouTube recommendations with greedy caching is comparable to CABaRet recommendations with
top caching, which indicates that similar performance can be achieved by carefully selecting either only the recommendations (CABaRet +top caching) or only
the caching (YouTube+greedy caching). However, when combining both (CABaRet
+greedy caching), increases more than two times the CHR.
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Chapter 6

Experiments with Real Users
6.1

Experimental Testbed

We implemented an experimental platform with the architecture and main functionality of the framework presented in Sec. 2. Our goal is to conduct experiments
with real users to (i) evaluate the performance that can be achieved in practice,
and (ii) validate our assumptions, insights and measurement findings. We present
these results in two different points of view: (i) the network performance (Sec. 6.2)
and (ii) the user experience (Sec. 6.3).
Overview. The UI is designed to accommodate our experiments (rather than
resembling a real service or a prototype), and a screenshot is shown in Fig. 6.1
(more details in Sec. 6.1.1). For the back-end, we assume that a list of cached
video IDs is available at the time of the experiment (see Sec. 4.1), and we use the
YouTube API to embed a YouTube video player in our platform and serve video
contents to the participants of the experiment. Finally, the recommendation module is implemented as described in Sec. 2, using CABaRet as the recommendation
algorithm.
Open-source code. To facilitate future research on this topic, we open-source
the code of the experimental testbed [26]. Moreover, our implementation is modular and easily extensible. Thus, researchers and practitioners can use (as well as
configure, parametrize, modify, or extend) our testbed to conduct their own experiments. More specifically: (i) the UI can be easily configured to present a desired
number of recommendations N , include a search bar (e.g., to conduct experiments
similar to Sec. 4.3), add/remove rating questions, etc.; (ii) the list of cached video
IDs in the back-end can be arbitrarily modified; (iii) the researcher can implement
and use any other new algorithm (instead of CABaRet), by only modifying and
calling a different method in the recommendation module.
Collected dataset. We conducted an experimental campaign recruiting participants through mailing lists and social media, and collected 742 samples from users
in regions around the world. Adding to the open-source code, we also publish the
19
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dataset with the results of our experiments [26], which contains more information
than those presented in this paper1 . We believe that this dataset can be of interest
and facilitate researchers, since recruiting users and conducting experiments is an
arduous task.

6.1.1

Experiment Session

We invited users to visit our platform and participate in our experiment. We first
summarize here the steps of each experiment/session, and elaborate on some key
steps subsequently.
Action 1: The user enters the platform and is requested to select from a list
his/her preferred region.
Action 2: After selecting a region, she is redirected to a page with instructions
about the experiment. There, she is asked to start the viewing session by
selecting a video from a list of 20 trending (in the selected region) videos.
Action 3: When selecting a video to watch, the user is redirected to a page as
shown in Fig. 6.1, where: (a) The user watches the video (for as much time
as she wants); (b) 5 videos are recommended to the user to watch next; (c)
the user is requested to provide some ratings about her viewing experience,
including the relevance of recommendations (QoR).
Action 4: The user selects one of the 5 recommended videos to watch next, and
then step 3 is repeated. The maximum number of videos to watch is 5. After
the fifth video, the experiment session ends.
The information that is communicated to the users (when they enter the experimental platform) is that they are going to select, watch, and rate a series of
five YouTube videos for the purposes of a research study. No further information
is revealed to users about how we select the videos to recommend, to avoid biasing
their selections and ratings. We also inform the users that no personal information
is collected.

6.1.2

Experiment Setup

Region (Action 1). We offer as options a subset of the regions provided by
the YouTube API [57]; we selected 7 representative regions (different continents,
diverse demographics, available video data).
Initial list of videos (Action 2). For each region, we retrieve from the YouTube
API the list of 50 top trending videos. We randomly select 20 of them (for the
selected region) to present to the user.
1
We refer the interested reader to our report [47] for a more detailed analysis of the experimental results.

6.1. EXPERIMENTAL TESTBED
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Figure 6.1: Experimental platform - instance of a user experiment: (i) a user
watches a video (top/left), and is requested to (ii) rate her satisfaction from the
watched video and recommendations (bottom/left) and (iii) select one of the recommendations to proceed to the following video (right).
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Caching. We compiled a list of 500 videos IDs that are assumed to be cached2
; we consider a different list per region. In each list, we select to first include
the top 50 trending videos in this region. Then, for each of these 50 videos,
we request its 50 recommendations / related videos provided by YouTube API.
From these 2500 (50 × 50) total videos, we add in the list the 450 videos with
the higher number of views (“most popular”). We stress that this would not be
necessarily the “optimal” caching policy (see Section 5.0.2, or related literature,
e.g., see [46, 9, 61]), but rather it resembles a baseline popularity based caching
policy.
List of recommendations (Action 3b). The list of the 5 recommendations
given to the user when watching a video are generated by CABaRet. We tuned the
parameters of CABaRet as follows: the width of the BFS is 50 in the first depth,
and for the first 10 of the item found in the first depth we search in second depth
as well and retrieve a list of 50; in total we compile a list of 50 + 10 · 50 = 550
videos. This modification compared to the parameters used in Sec. 4 was done for
scalability reasons (number of available credits, time needed by the YouTube API
to respond, etc.).
Collected data (Action 3c). In each experiment session we collect the following
data:
• ID of watched video
• IDs of the final recommendation list (i.e., the 5 videos presented in the right
side in Fig. 6.1), and the positions of videos in this list
• ID of the initial YouTube recommendations; these videos were not presented
to the user
• IDs of videos that are (assumed to be) cached
• User ratings

6.2

Results: Network Performance

Finding 1: The CHR in the real-user experiments is 47%.
In our experiments with CABaRet recommendations, a percentage of 47% among
the videos selected and watched by real users, was for cached videos3 . While our
experimental results are admittedly preliminary for a quantitative analysis, they
2

Note that we do not cache any video, since this is not allowed by the terms of use of the
YouTube service.
3
Note that, similarly to the calculation of Eq. (4.1), this percentage does not include the first
video views of the experiments (i.e., Action 2 ), since all initial recommendations are for cached
videos.
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Figure 6.2: CHR vs. #requests in sequence K (C=500, WBF S =20, DBF S =2).
qualitatively verify that we achieve in practice (i.e., with real users) the CHR
values demonstrated in Sec. 4.
Moreover, in Fig. 6.2 we present how the CHR (calculated as in Eq. (4.2))
varies with the number of the sequence requests, i.e., when we move farther from
the initial recommendations for the top popular (and cached) videos. We observe
that our findings validate the corresponding measurement results in Fig. 4.2(b),
i.e., as expected the CHR decreases (from around 70% in the second step to 50%
after five steps), however, this decrease is not large.
The observed decrease in the CHR, when moving from the top popular list
is due to the fact that there can be found less (directly or indirectly) related
contents that are cached. Table 6.1 shows the fraction of sessions, in which no
cached content was found by CABaRet at xth request in sequence by a user. After
five requests, in 11% of the cases CABaRet did not find any cached related video
to recommend (i.e., resulting in at least 11% cache misses), while among the first
requests this percentage is only 2%.
Table 6.1: Percentage of experiment samples in which none of the videos in the
recommendation list was cached.
Request step
1
2
3
4
5
% experiment samples 2% 5% 8% 10% 11%
Finding 2: Users tend to select the top recommendations, even when
those are “nudged” towards cached contents.
However, what happens when at least one cached content can be recommended
(i.e., is directly or indirectly related to the currently watched content)? Figure 6.3
shows the CHR per step (x-axis) when at least one cached content is recommended
by CABaRet (we remind that cached contents are placed in the top of the list). We
can observe that the CHR is always more than 55% (and up to 70%), which
strongly indicates that users select the CABaRet recommendations, when they are
provided.
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Figure 6.3: CHR when at least one
recommended content is cached vs.
#requests in sequence K (C=500,
WBF S =20, DBF S =2).

Figure 6.4: QoR vs. #cached videos
in recommendation list

Finally, these results also provide and insights on the tuning of CABaRet: The
decrease in the CHR is mainly due to sessions where CABaRet did not find any
cached video in the related list L, and not due to the number of cached videos in the
recommendation list. Hence, for these sessions (with 0 cached recommendations)
we could tune CABaRet to search in larger depth/width for cached contents; even
finding one such content and placing it in the top of the recommendation list,
would lead to increased CHR.
In addition to this, we investigate whether the users ultimately liked the video
they selected to watch (and, e.g., were not misled by the recommendation). Table 6.2 shows the distribution of the Interest ratings for the cached and non-cached
videos. The interest for contents from initial YouTube recommendations (i.e., all
non-cached videos) is not significantly different than the interest in the cached
videos that the users watched. This further supports our arguments and provide
experimental evidence that (a) CABaRet can find high-quality recommendations,
and (b) nudging recommendations towards cached video, does not have a significant negative impact in user interest.
Table 6.2: Percentage of responses per Interest rating for the cached and noncached videos.
Rating of Interest
1-2F 3F 4-5F
Non-cached videos 24% 19% 57%
25% 18% 57%
Cached videos
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6.3

Figure 6.6: QoE as a function of QoS
and user interest.

Results: User Experience

Finding 1: Nudging recommendations towards high-QoS videos is not
perceived as intrusive.
One important concern is that users might perceive the “nudged” recommendations as significantly “worse”, and not be willing to select them. This could
nullify the expected impact on both network performance and QoS-aware recommendations. For this reason, we first study whether users are willing to select the
“nudged” recommendations. To quantify this, we define two metrics: (i) the hit
ratio, HR: this is the ratio of high-QoS videos that users selected, over the total
number of viewed videos, i.e., the “click-through” rate for the nudged videos; (ii)
the recommendation ratio, RR: this is the ratio of recommended high-QoS videos
over the total number of recommended videos.
In order to better understand how these metrics attempt to capture the impact of “nudging”, consider the following: Say 2 out of 5 recommendations where
“nudged”, i.e., 2 of the original 5 recommendations are now replaced with 2 high
QoS videos (according to the scheme described earlier). If the user picked uniformly among the original 5 recommendations, then nudging could be considered
non-intrusive if the click-through rate for the 2 high QoS videos remains around
40% (2 out of 5), while lower values would suggest that users tend to disregard
the nudged recommendations.
Figure 6.5 investigates this behavior. We first plot the HR (y-axis) as a function
of RR (x-axis) that would be achieved if users selected each time randomly one of
the 5 recommended videos, as explained earlier (blue line - “uniform”). We also
plot the respective HR values observed in our experiments (yellow dashed line).
For example, this plot shows that among all the sessions where only 2 out of 5
recommendations were for high-QoS videos (x = 2), the users selected one of these
2 recommendations in almost 70% of the cases (y ≈ 70%).
Hence, the HR (click-through rate) for nudged videos is not just close to the
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uniform average (the desired behavior), but well above, regardless of the RR value
(i.e., how many of the recommendations are nudged). While this might be surprising, we conjectured that the extra “gain” in HR comes from the fact that we
were placing the high QoS video(s) on the top of the recommendation list. It has
been observed that users tend to favor content higher up the list, even if videos
are equally interesting [60, 43]. Hence, for a fairer comparison, we also plot the
expected click-rate taking into account content position (red line - “Zipf”)4 . The
experimental results are still very close to this more realistic YouTube-like behavior
(“Zipf”).
Summarizing, the above observations provide useful evidence that using a carefully designed QoS-aware RSs would not have a negative impact on user preferences
and/or the performance of the RS. This finding becomes very important, because
QoS-aware RS have been shown to bring significant gains to the network performance [46, 9, 27, 61, 31, 21, 49], and, here, we are the first to provide experimental
evidence for the feasibility (in terms of user perception/acceptance) of QoS-aware
RSs.
Finding 2: QoS-aware recommendations bring a positive impact on the
overall user satisfaction from the video service.
A user would enjoy more a high-QoS video, among two videos in which she is
equally interested. However, nudging recommendations implies that we sometimes
offer less interesting videos to the user, with the intent to make up for this loss
with better QoS. Yet, what would be the impact of this action on the satisfaction
of the user? Will the user enjoy more the “less interesting” videos?
Table 6.3 shows the average user ratings for the QoS, interest, QoR, and QoE
among all high-QoS and low-QoS videos5 . We see that the impact on user perception of recommendation quality (QoR) is not significant for the nudged recommendations. Moreover, the difference on users interest in the viewed videos is
negligible. This indicates that nudging recommendations towards high-QoS content
does not affect negatively the user interest for the selected content.
Table 6.3: Average ratings (± confidence intervals), in 1 to 5 stars F, for the
groups of Low-QoS and High-QoS videos
Low-QoS Videos High-QoS Videos
QoS
1.87 (±0.14)
4.30 (±0.11)
Interest
3.54 (±0.16)
3.61 (±0.14)
QoR
3.60 (±0.15)
3.40 (±0.13)
QoE
2.40 (±0.20)
3.67 (±0.16)
4

The probability pi to select the content at the ith position (i = 1, ..., 5) follows a Zipf law
pi ∼ i1a with a = 0.78 [60]
5
For the QoR, we consider the ratings at the previous session of a video viewing, i.e., the
quality of the recommendation list that included the viewed video; the other ratings are from the
video session itself.
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While this is definitely promising, the more important observation is that providing QoS-aware recommendations has a very positive effect on the total user
satisfaction. The results in Table 6.3 (i) verify our intuition (and motivation of
our work) that the impact on QoS is clearly perceived by the users (cf. the large
difference in average ratings for QoS ), and (ii) demonstrate that the QoS is a main
factor affecting the overall user experience (QoE), i.e., a low-QoS video streaming
leads to poor user experience QoE. In fact, applying a chi-squared test in our data,
the null hypothesis “QoS and QoE are independent” is rejected with certainty (i.e.,
with a p-value ≈ 10−54 ).
Figure 6.6 presents in more detail the joint impact of interest and QoS on the
user experience (QoE ). A video available in low-QoS (e.g., for 1 or 2 in the y-axis)
leads always to poor user experience (less than 3 stars), even when the users are
very interested in the content of the video (e.g., 5 in x-axis). On the contrary,
we observe that even when the users are not very interested in the video, their
experience can be moderately good when the video is provided in high-QoS; cf.,
for example, the average QoE is higher than 3 for 2 in the x-axis (Interest) and 5
in the y-axis (QoS).
In general, the factors QoS and user interest affect very differently and in a
complex (non-linear) way the QoE. For example, denoting {x, y} the values for
interest and QoS, we observe that while {2, 5} gives a higher QoE than {5, 2}, an
opposite trend appears between the pairs {3, 5} and {5, 3}. We believe that the
findings in Fig. 6.6 motivate the need for a detailed investigation of this interplay,
which could further lead to better RS design; our analysis in Section 7 is towards
this direction.
Finding 3: QoS is a factor of (at least) equal significance to user interest for the retention rate in video services.
The results above indicate that QoS-aware recommendations can benefit the
users. But, is it worthwhile for content providers to adjust their RS to take QoS
into account? Could this benefit their services, e.g., the retention rates, as well?
We provide an initial answer to this in Fig. 6.7, where we present the average
ratings (y-axis) for interest, QoS, and QoR (x-axis), for all video sessions (dark
color bars) and for sessions after which the users abandoned the experiment (light
color bars)6 . These results can be interpreted as an analogy to the reasons that
make users to leave the video service. As we can see, the difference in the average
QoR ratings is negligible, while the ratings for interest and QoS are around 10% −
15% lower in the abandonment sessions. This indicates that low interest in the
content of the video or low quality of the video tend to affect the decision of
users to continue watching videos. While this is intuitive, our results quantify the
effect of each factor. Moreover, the no-impact of QoR implies that even if good
recommendations are provided to a user for future sessions, she may still leave the
service due to poor experience.
6
The last video sessions (after which the experiment ends) are not considered as abandonment
and thus are not taken into account in these calculations.
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Chapter 7

Modelling User Experience
The analysis of our results, e.g., see Fig. 6.6, indicate that non-linear trends may
exist in the relation between user interest, QoS, and QoE. This highlights the need
to go beyond previously proposed simple linear models [17] which may not be
adequate in practice. Hence, our goal in this section is to better understand and
model how the interest and QoS jointly affect the experience of a user.
Overview of modeling approach. Towards achieving the above goal, we select to model the interplay of QoS and interest with generalized linear models
(GLM), which allow to capture complex effects and at the same time are easily
interpretable and can reveal insights. This choice is in line with the increasing
demand (in the AI community in general [55], and the RS community in particular [16]) for explainable ML models and AI algorithms. For instance, building and
training a deep learning model that could fit our data (which are collected from an
experimental testbed), but could not be interpreted, would be of limited practical
value (e.g., for fitting data from an operating video streaming service).
In the following, we first carefully select the set of features to be used in such
a GLM (Section 7.0.1), and then we design a model to predict QoE and analyze
its structure to derive interesting insights (Section 7.0.2). The results show that
our approach can achieve a good trade-off between simplicity/explainability and
accuracy.

7.0.1

Feature Selection

Basic features. The basic features that affect the user experience, and for which
we have explicit user ratings, are the QoS and interest. While we have explicit
ratings for QoR as well, this factor does not significantly affect the user enjoyment
in the current video1 . In the remainder, we denote the basic features as x1 = QoS
and x2 = Int.
1
We formally verified this, by considering the QoR ratings in the models we present in this
section, and observing non-significant differences.
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Meta-features. To capture the more complex effects that the basic features
have on the QoE, we can use “meta-features”, namely, (i) non-linear functions
of single features g(xi ) (e.g., squares, logarithms), and/or (ii) complex functions
of combinations of features g(x1 , x2 ) (e.g., products, ratios), similarly to common
intelligible ML practices [32, 6]. However, there are unlimited options for possible
meta-features, and we need to narrow down the set of the meta-features we consider
and select only the most important.
(i) Univariate meta-features g(xi ): We start from the single feature functions
g(xi ) and test a wide range of functions g as predictors of the QoE ratings, i.e.,
ˆ = g(xi ). We find that linear functions, g(xi ) = α·xi +β, perform comparably
QoE
to non-linear functions. Thus, including non-linear univariate functions g(xi ) as
meta-features would not significantly improve a model’s predictive power.
(ii) Multivariate meta-features g(x1 , x2 ): We proceed to combinations of feaˆ = g(x1 , x2 ). Tature pairs, and test different regression models/functions QoE
ble 7.1 presents the prediction performance of the models we tested: specifically,
we first removed “outliers” from our dataset (i.e., samples where the QoE rating
is higher/lower than both QoS and interest; to avoid cases where users misinterpreted the quantities they were asked to rate), and used 5-fold cross validation to
train the models and calculate the mean absolute error (MAE). The results show
that the Multi-layer perceptron (MLP) regression model, in which we used a neural network with two hidden layers with 16 nodes each, achieves the lowest MAE
and thus provides the best meta-feature g(x1 , x2 ). However, MLP does not give
an (interpretable) closed-form function g(x1 , x2 ), which would be desired. Hence,
we use a visualization of its predictions in Fig. 6.8 (axes correspond to the feature values, from 1 to 5, and colored areas denote the QoE predictions: dark blue
corresponds to 1 and light green to 5). A careful inspection of the visualization
reveals an interesting pattern: the MLP meta-feature can be approximated well
by a function g(QoS, Int) ∝ min{QoS, Int} 2 .
Remark: For completeness, we tested several other functions g(x1 , x2 ) as well
(such as ratios, maximum, etc.), which were found to not be statistically significant
for the QoE predictions.
Summarizing, the selected features are:
x1 = QoS,

7.0.2

x2 = Int,

x3 = min{QoS, Int}

Model and Insights

We proceed to design an interpretable model, namely,
Pa GLM that uses a linear
ˆ
combination of the selected features, i.e., QoE = f ( i wi · xi ), where wi is the
weight of the feature xi , and f the model function. We consider three different
2
An equivalent approximation could be g(QoS, Int) ∝ QoS · Int; in our dataset the quantities
min{QoS, Int} and QoS · Int have a correlation coefficient 0.98.
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ˆ =
Table 7.1: Mean absolute error, MAE, of different regression models QoE
g(QoS, Int).
Models (linear)
Linear Regression
Logistic Regression
Ordinal Regression

MAE
0.56
0.50
0.48

Models (non-linear)
Decision Tree Regr.
SVR
MLP Regression

MAE
0.46
0.46
0.44

GLMs, namely, Linear, Logistic, and Ordinal regression3 . We train the models,
and calculate their MAE and prediction accuracy.
The Ordinal Regression model predicts in 95% of the cases the QoE
within ±1 of the real user rating. Table 7.2 shows that the Ordinal Regression
is the best performing model (Logistic Regression has comparable accuracy): the
QoE predictions deviate on average from the real ratings by ±0.41 (in a 1-5 scale).
A more detail look shows that 62% of the predictions are exact, and 95% are within
±1 of the real rating; only 5% predictions clearly cannot capture the experience
declared by the user.

GLMs

Table 7.2: Mean absolute error (MAE) and predictions accuracy of three GLMs
and two baseline models.
ˆ − QoE|:
Model
MAE prediction error, |QoE
=0 =1
>1
Linear
0.47 60% 37%
3%
Logistic
0.42 66% 29%
5%
Ordinal
0.41 62% 33%
5%
Dummy
1.25 19% 36%
45%
Vanilla-RS 0.80 49% 33%
18%
Taking QoS into account reduces more than 3 times the cases where the
QoE predictions fail significantly. To better quantify the added value of the
proposed model, we compare it with two baseline models, namely: (i) Dummy: a
ˆ = 3; (ii) Vanillamodel used for sanity check [44, 40] that always predicts QoE
ˆ = Int (similarly
RS : a RS that does not take QoS into account and predicts QoE
to today’s RSs). The results show that the proposed model performs 3 times
better than the worst-case (Dummy), and achieves 2 times lower MAE than a
QoS-unaware RS (Vanilla-RS ). The Vanilla-RS fails significantly (error > ±1)
to predict the user experience 3.6 more times than the proposed model (18% vs.
5%). Finally, the importance of using the meta-feature min{QoS, Int} can be seen
3

The model functions for Linear and Logistic Regression are f (x) = x and f (x) = 1+e1−x ,
respectively. Ordinal Regression is a variant of Logistic Regression, applied in cases where the
variables take values in an ordered scale (e.g., 1 to 5), and is common for modeling human levels
of preference.
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Feature
xi
QoS
Int
min{QoS, Int}

Weight
wi
0.17
0.30
0.53
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Figure 7.1: Parameters (left) and QoE predictions (right) of the proposed Ordinal
Regression model.
by comparing to the MAE of the corresponding model in Table 7.1, whose MAE
(0.48) is 15% larger.
The interpretation of the model suggests that a RS should get both QoS
and user interest to satisfy a minimum standard; then the RS can pay
more attention to user interest. The main motivation for using a GLM is
interpretability of results. In particular, the weights wi indicate the relevant importance of the feature xi , i.e., the larger the absolute value of the weight, the
higher the importance of the meta-feature in the model. In Fig. 7.1 (left) we
present the weights of the features in the proposed model. A main observation is
that the minimum of the user interest and QoS plays the most significant role.
This clearly indicates that users cannot be highly satisfied unless both the video is
delivered in high-QoS and lies within their interests; in other words, recommending a video with poor QoS is equally bad to a non-relevant recommendation. This
finding further supports the motivation of our paper, and stresses the need for
QoS-aware RSs in multimedia services.
Figure 7.1 (right) visualizes the proposed model, and allows to directly compare
{QoS,Int} options for potential recommendations; e.g., {4,3} is equivalent to {3,4}
and {3,5}, but {4,2} is worse than {2,4}.

Chapter 8

Discussion
While our results are admittedly preliminary, and would require more extensive
experimenting to become truly conclusive, we believe they already provide enough
interesting evidence to make a case for QoS-aware RSs. Next, we discuss follow-up
issues related to QoS-aware RSs and our experimental results.
QoS as “context”. The QoS could be considered as an extra dimension in the
“context” of a user session (e.g., a user watching a YouTube video). For instance,
if the user is mobile or in areas with low quality connectivity, QoS awareness
could be triggered in the RS. More specifically, research in context-aware RSs
is particularly timely, e.g., as indicated by the revived ACM RecSys workshop
CARS 2.0 [1] and recent related works, e.g., [52, 3, 37, 5, 54, 12, 11, 39]. The main
algorithmic approaches for incorporating contextual information into rating-based
RSs are pre-filtering, post-filtering, and modeling [52]. Similar approaches could
be considered for the design of QoS-aware RSs. Our work provides initial insights,
which can be helpful in the tuning of the pre/post-filtering algorithms, or the
development of models amenable to multi-criteria optimization [34, 42, 24, 25, 50].
Experiments in the wild. To better understand how the interest, QoR and QoS
jointly affect the experience and/or engagement of a user, more experimental work
is needed (e.g., through our testbed or real-world A/B tests). Future experiments
should include different types of QoS impairments as well (video quality, latency,
bit-rate changes, start-up delay, etc.), whose interplay with QoR and impact on
QoE (e.g., [41]) may differ from the rebuffering impairments that were considered
in our initial experiments. Experiments or measurements over a real streaming
service (“in the wild”), e.g., in collaboration with a content-provider, could allow
to quantify the QoE with more metrics (e.g., time spent in service, fraction of
video watched) that are less subjective than explicit user ratings.
Literature on QoS and RSs There exist works that considered recommendation
of web services [59, 10, 51, 48, 58], cloud services [17], or services at the mobile
edge [53], by taking into account the QoS. Their goal is to predict the QoS, e.g., by
using collaborative filtering techniques and taking into account user location [10,
51], user clusters [48], or time models [58]. Then, they inform the user about the
33
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available services and the expected QoS. However, this is different from what we
propose in this work, i.e., to incorporate QoS-awareness in the RSs themselves.
Moreover, we focus on video services, since they are of more interest today, as
they dominate traffic [13, 19], have stringent quality requirements [14, 19], and
make mobile networks struggle in the face of congestion [13].
Technical feasibility. QoS-aware RSs require to know the QoS with which each
content can be delivered. Content providers (CPs) can use the existing methods discussed above to predict the QoS. The continuous convergence of CPs and
communication systems, makes it easier for the CPs to obtain/measure the network conditions. For example, CPs increasingly deploy their own infrastructure
to bring content closer to the user, e.g., Netflix OpenConnect, Google Global
Cache, or bring their equipment inside the networks through CDNs [4]. Moreover,
the dividing lines between mobile network operators and CPs are becoming more
blurry, due to architectural developments, such as, Multi-access Edge Computing
and RAN Sharing, where the CP can use and control a virtual slice of the network [30]. Finally, advances in protocols for cross-layer (e.g., network/application)
design exist, e.g., the QUIC protocol [38], network cookies [56], in-network application security [36], further support the feasibility of a converged approach.

Chapter 9

Conclusion
As first class citizens in the Internet ecosystem, content RSs should increasingly
account for aspects intrinsic to the way the data is delivered. In this work, we proposed an approach that enables network-aware recommendations and evaluated
the gains both in network performance and user experience, respectively. We considered the YouTube service as our use case, and showed that significant gains can
be achieved by leveraging available information from its recommendation system.
Moreover, we reported results on how this very foundational aspect of content
delivery can impact RSs. We envision that the methodology and experimental
results presented in this paper are a first step towards embracing QoS into recommendations, to jointly improve the level of satisfaction of users, content providers
and networks.
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