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Abstract
A central tenet of neuroscience is the remarkable computational abilities of our
brains that arise as a result of populations of interconnected neurons. Indeed,
we find ourselves at an exciting moment in the history of neuroscience, as the
field is experiencing rapid growth in the complexity and quantity of the recorded
neural activity, as advances in experimental design, measurement techniques, and
computational analysis allow us unprecedented access to the dynamics of neural
activity in different brain areas. Thus, one of the goals of neuroscience is to find
interpretable descriptions of what the brain represents and computes, and also
to explain complex phenomena in simple terms. Considering this task from the
perspective of dimensionality reduction provides an entry point into principled
mathematical techniques that allows us to discover these representations directly
from experimental data, a key step to developing rich yet comprehensible models
for brain function. Dimensionality reduction methods produce low-dimensional
representations of high-dimensional data, where the representation is chosen to
preserve or highlight some feature of interest in the data.
In this master thesis, we employ two real binary datasets that refer to the spontaneous neuronal activity of two laboratory mice over time, and we aim to their
efficient low-dimensional representation. Real datasets compared to synthetic ones
are not so highly structured and background noise is more intense. Noise could
be a result of mistakes during the creation or the processing of the datasets or it
could also exist due to accidental firings produced by neurons. So, in order to get
insights regarding how neurons are connected to each other, we also need to be able
to discriminate the true from the noisy activation patterns. In order to address
both challenges, namely the low-dimensional representation of the data and the
discrimination between true and spurious activation patterns, we combine dimensionality reduction techniques with supervised machine learning. More specifically,
we propose a Sequential Adversarial Dictionary Learning Algorithm, which selects
sequentially the elements that are included in the dataset and fills the dictionary,
namely the new reduced space, only with those elements that contribute to the
better representation of the true, rather than the noisy activation patterns, which
have been synthetically created. The entry of an element in the dictionary, which
is based on the use of true and noisy activation patterns, justifies the name ”Adversarial”, which is used in the title of our algorithm. This method searches only
for repeated patterns with total synchronous firing activity. Thus, we also consider the idea of a more relaxed approach, where we can discover patterns that
have also some temporal correlation within a time window interval. Subsequently,
a supervised classifier is used, which takes as input the reconstructed signals in
order to discriminate the true from the noisy activation patterns.
Experimental results show that our algorithm creates a dictionary which, when
used to produce the reconstructed patterns given to the classifier, it results to a

classification accuracy of 60% in the case of synchronous firing activity and 90%
when we search for patterns in bigger time window intervals. By comparison, the
classifier achieves a classification rate of only 51% when raw data is used as input.
We also demonstrate that our system achieves better results both quantitatively
as well as qualitatively when compared with K-SVD, an established dictionary
learning algorithm.

Περίληψη
΄Ενα κεντρικό δόγμα του κλάδου των νευροεπιστημών είναι ότι οι εξαιρετικές υπολογιστικές ικανότητες του εγκεφάλου οφείλονται στις διασυνδέσεις που υπάρχουν ανάμεσα σε πληθυσμούς διαφόρων νευρώνων. Βρισκόμαστε σε μια εξαιρετική περίοδο στην
ιστορία του κλάδου της νευροεπιστήμης, καθώς το πεδίο βιώνει γρήγορη ανάπτυξη αναφορικά με την πολυπλοκότητα και τη ποσότητα της νευρωνικής δραστηριότητας που
καταγράφεται. Αυτό οφείλεται στη πρόοδο που έχει γίνει στον πειραματικό σχεδιασμό, στις τεχνικές μέτρησης αλλά και στις υπολογιστικές δυνατότητες που υπάρχουν
σήμερα, τα οποία μας επιτρέπουν πρωτοφανή πρόσβαση στην ανάλυση της νευρωνικής
δραστηριότητας σε διάφορες περιοχές του εγκεφάλου. ΄Ενας από τους στόχους της
νευροεπιστήμης είναι η εύρεση ερμηνεύσιμων περιγραφών σχετικά με το τι αναπαριστά
και υπολογίζει ο εγκέφαλος αλλά και η ερμηνεία πολύπλοκων φαινομένων σε απλή ορολογία. Θεωρώντας αυτό ως ένα πρόβλημα μείωσης διάστασης χώρου μας επιτρέπει
να ανακαλύπτουμε αναπαραστάσεις απευθείας από τα πειραματικά δεδομένα, το οποίο
είναι ένα βήμα κλειδί για την ανάπτυξη κατανοητών μοντέλων σχετικά με τη λειτουργία του εγκεφάλου. Οι μέθοδοι που χρησιμοποιούνται για τη μείωση διάστασης του
χώρου παράγουν από δεδομένα υψηλής διάστασης αναπαραστάσεις με χαμηλότερη διάσταση, οι οποίες διατηρούν και δίνουν έμφαση σε ενδιαφέροντα χαρακτηριστικά που
υπάρχουν στα δεδομένα μας.
Σε αυτή την εργασία χρησιμοποιούμε δύο διαφορετικά σύνολα δεδομένων με πραγματικές δυαδικές μετρήσεις, τα οποία αναφέρονται στην αυθόρμητη νευρωνική δραστηριότητα δύο εργαστηριακών ποντικιών, την οποία εμείς στοχεύουμε να αναπαραστήσουμε
αποδοτικά σε χαμηλότερη διάσταση. Τα πραγματικά δεδομένα, σε αντίθεση με τα συνθετικά, δεν είναι τόσο δομημένα και η ύπαρξη θορύβου είναι πιο έντονη. Ο θόρυβος
αυτός μπορεί να οφείλεται είτε σε λάθη κατά την δημιουργία ή την επεξεργασία των
δεδομένων, είτε σε τυχαία ενεργοποίηση κάποιων νευρώνων. Επομένως, για να μπορέσουμε να αποσπάσουμε χρήσιμες πληροφορίες για το πως συνδέονται οι νευρώνες
μεταξύ τους, θα πρέπει να μπορούμε να διαχωρίζουμε τα πραγματικά από τα θορυβώδη
πρότυπα ενεργοποίησης. Για να μπορέσουμε επομένως να αντιμετωπίσουμε και τις δύο
αυτές προκλήσεις, δηλαδή την αποδοτική αναπαράσταση των δεδομένων σε χαμηλότερη διάσταση αλλά και το διαχωρισμό ανάμεσα σε πραγματικά και θορυβώδη πρότυπα,
συνδυάζουμε τεχνικές εκμάθησης λεξικών και μηχανικής μάθησης με επίβλεψη. Πιο
συγκεκριμένα προτείνουμε έναν αλγόριθμο για εκμάθηση λεξικών, ο οποίος διαδοχικά διαλέγει τα στοιχεία από το σύνολο των δεδομένων που διαθέτουμε, και γεμίζει
το λεξικό, δηλαδή το νέο χώρο μειωμένης διάστασης, μόνο με εκείνα τα στοιχεία τα
οποία συνεισφέρουν στη καλύτερη αναπαράσταση των πραγματικών προτύπων ενεργοποίησης από ότι εκείνων με θόρυβο. Η απόφαση για την είσοδο ενός στοιχείου στο
λεξικό που βασίζεται στη χρήση πραγματικών ενθόρυβων προτύπων ενεργοποίησης
δικαιολογεί το χαρακτηρισμό ανταγωνιστικά που έχουμε δώσει για να περιγράψουμε τον αλγόριθμο μας. Αυτή η μέθοδος αναζητά επαναλαμβανόμενα πρότυπα, για
τα οποία υπάρχει μόνο απόλυτος συγχρονισμός διέγερσης ανάμεσα στους νευρώνες.
Θεωρούμε και μια πιο χαλαρή προσέγγιση αυτού του αλγορίθμου, βάσει της οποίας

μπορούμε να ανακαλύπτουμε πρότυπα που έχουν και χρονική συσχέτιση μεταξύ τους
μέσα σε ένα μεγαλύτερο χρονικό παράθυρο. Τέλος, χρησιμοποιούμε ένα ταξινομητή,
ο οποίος εκπαιδεύεται με τα ανακατασκευασμένα πραγματικά και ενθόρυβα πρότυπα
ενεργοποίησης.
Ο αλγόριθμος που προτείνουμε δημιουργεί ένα λεξικό, το οποίο χρησιμοποιείται για
να παράγει τα πραγματικά, θορυβώδη ανακατασκευασμένα πρότυπα, τα οποία στη συνέχεια δίνονται ως είσοδος στο ταξινομητή. Πειραματικά αποτελέσματα δείχνουν ότι
αυτός πετυχαίνει ακρίβεια ταξινόμησης 60% στην περίπτωση της απόλυτης συγχρονισμένης δραστηριότητας και 90% όταν αναζητάμε πρότυπα σε μεγαλύτερα χρονικά
παράθυρα. Συγκριτικά, όταν ο ταξινομητής εκπαιδεύεται με τα αρχικά δεδομένα επιτυγχάνει ακρίβεια ταξινόμησης 51%. Επίσης, μέσω πειραματικών αποτελεσμάτων
δείχνουμε τη καλύτερη επίδοση του αλγορίθμου μας τόσο ποσοτικά, όσο και ποιοτικά
συγκρίνοντας τον με τον KSV D, ένα καθιερωμένο αλγόριθμο για εκμάθηση λεξικών.
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Chapter 1

Introduction
1.1

The role of Dimensionality Reduction in the Analysis and Modeling of Brain Networks

A central tenet of neuroscience is that the remarkable computational abilities
of our brains arise as a result of populations of interconnected neurons. Indeed, we find ourselves at an exciting moment in the history of neuroscience,
as the field is experiencing rapid growth in the quantity and complexity of the
recorded neural activity. Many groups have begun to adopt multi-electrode
[34] and optical [33] recording technologies that can monitor the activity of
many neurons simultaneously in cortex and, in some cases, in deeper structures. Ongoing development of recording technologies promises to increase
the number of simultaneously recorded neurons by orders of magnitude [3].
At the same time, massive increases in computational power and algorithmic
development have enabled advanced multivariate analyses of neural population activity, where the neurons may be recorded either sequentially or
simultaneously.
Many recent studies have adopted dimensionality reduction to analyze these
populations and to find features that are not apparent at the level of individual neurons.
Dimensionality reduction is typically applied in settings in which there are M
measured variables, but one suspects that these variables covary according
to a smaller number of explanatory variables K (where K<M). Dimensionality reduction methods discover and extract these K explanatory variables
from the high-dimensional data according to an objective that is specific
to each method. These explanatory variables are often termed latent variables because they are not directly observed. Typically, any data variance
not captured by the latent variables is considered to be noise. In this light,
1

2

CHAPTER 1. INTRODUCTION

dimensionality reduction produces low-dimensional representations of highdimensional data, where the representation is chosen to preserve or highlight
some features of interest in the data. Namely, it provides a parsimonious
description of statistical features of interest and discards some aspects of the
data as noise.
Thus, these methods have achieved great success in modeling complex signals from images [26] to wireless sensor network [72] and neuronal [53, 18, 4]
data.

1.2

Motivation

If the dynamics of a multi-neuron recording can be largely accounted for by
only a small number of features relative to the number of neurons and/or
time-points, what might this tell us about potential models or mechanisms
for the neural activity? As it was also mentioned before, it suggests that
neurons do not fire independently, but rather act together in a coordinated
manner.
Examining how these neurons act coherently, for example which neurons participate and in which low-dimensional features, may teach us how the neurons are connected anatomically and functionally. Indeed, from research that
has been already conducted, tantalizing evidence of the neural mechanisms
underlying various phenomena has been revealed. This includes the selection and integration of sensory input during decision-making in prefrontal
cortex[42], the ability of premotor cortex to prepare movements without executing them [32], and odour discrimination in the olfactory system [45].
Furthermore, apart from the intuition that we can get about the functional
connectivity of neurons, dimensionality reduction, by giving a low-dimensional
summary of the high-dimensional population activity, is a natural approach
for performing exploratory data analysis.
So, from the above mentioned and in a further analysis, dimensionality reduction methods could have a prominent role in characterizing normal brain
organization as well as alterations due to various brain disorders such as
schizophrenia, autism, stroke, spinal cord injuries and Alzheimer’s disease.
And finally, as it was also presciently noted by Brown et al. [11], ”The future
challenge is to design methods that truly allow neuroscientists to perform
multivariate analyses of multiple spike train data”. Dimensionality reduction is one important way in which many researchers have answered and will
continue to answer this challenge.

1.3. CONTRIBUTION

1.3

3

Contribution

In this master thesis we propose a Sequential Adversarial Dictionary Learning Algorithm, which produces an interpretable dictionary of synchronicity
patterns among neurons. The dictionary is filled up with elements from the
dataset, but in order for an element to be eventually included in the dictionary, the element should have the following property: When it is used in the
dictionary, the clean signal, namely the true activation pattern of a neuron,
should be represented with smaller representation error than a noisy pattern.
Otherwise, the element is kept out of the dictionary. So, via the dictionary
that is produced from our system, data is represented in a lower-dimensional
space, and then the dictionary is also used in order to discriminate the true
from the noisy activation patterns. We also extend this idea and produce a
dictionary that can also capture patterns with temporal correlation in a time
window interval, beyond the totally synchronous patterns.

1.4

Organisation

The remainder of this thesis is organised as follows: In Chapter 2 we give
an overview of a neuron’s structure and function, and we discuss the background theory of sparse and redundant representations. A detailed description about related work and similar projects is in Chapter 3. In Chapter 4
we analytically describe our proposed approach and we also present K-SVD,
an established dictionary learning algorithm, which is used in order to be
compared with our proposed method. In Chapter 5, we demonstrate some
experimental results from the performance evaluation of our system and finally in Chapter 6 we sum up with some conclusions that came up from our
proposed approach and research study and we suggest future work plans and
possible extension of our system.

4
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Chapter 2

Background
2.1

Overview of neuron structure and function

Every animal somebody can think of - mammals, birds, reptiles, fish, amphibians - has a brain. But the human brain is unique. Although it’s not
the largest, it gives us the power to speak, imagine and think.
The brain performs an incredible number of tasks including the following:
• It controls body temperature, blood pressure, heart rate and breathing.
• It accepts a flood of information about the world around us from the
various senses (seeing, hearing, smelling, tasting and touching).
• It handles the physical movement when somebody is walking, talking,
standing or sitting.
• It lets someone think, dream, reason and experience emotions.
All of these tasks are coordinated, controlled and regulated by human brain.
Brain, spinal cord and peripheral nerves make up a complex, integrated
information-processing and control system, known as the nervous system,
as it is depicted in Figure 2.1. In tandem, they regulate all the conscious and
unconscious facets of our life.
The scientific study of the brain and nervous system is called neuroscience or
neurobiology [30]. Because the field of neuroscience is so vast and the brain
and nervous system are so complex, in this master thesis we will start with
the basics giving an overview of this complicated organ.
2.1.1

Neuron’s Basic Structure

Human brain is made of approximately 100 billion nerve cells, called neurons
[49, 63]. Neurons have the amazing ability to gather and transmit electrochemical signals - somebody can think of them like the gates and wires in a
5
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Figure 2.1: Nervous System

computer.
Neurons share the same characteristics and have the same makeup as other
cells, but the electrochemical aspect lets them transmit signals over long distances (up to several feet or a few meters) and send messages to each other.
As it is depicted in Figure 2.2 neurons have three basic parts:

Figure 2.2: Basic Structure of a Typical-Model Neuron

• Cell body or soma: This main part has all of the necessary components of the cell, such as the nucleus (which contains DNA), endoplasmic reticulum and ribosomes (for building proteins) and mitochondria
(for making energy). If the cell body dies, the neuron dies.

2.1. OVERVIEW OF NEURON STRUCTURE AND FUNCTION

7

• Axon: This long, cablelike projection of the cell carries the electrochemical message (nerve impulse or action potential) along the length
of the cell. Depending upon the type of neuron, axons can be covered
with a thin layer of myelin sheath, like an insulated electrical wire.
Myelin is made of fat and protein, and it helps to speed transmission
of a nerve impulse down a long axon. Myelinated neurons are typically found in the peripheral nerves (sensory and motor neurons), while
non-myelinated neurons are found in the brain and spinal cord.
• Dendrites or nerve endings: These small, branchlike projections of
the cell make connections to other cells and allow the neuron to talk
with other cells or perceive the environment. Dendrites can be located
on one or both ends of a cell.
Near its end, the axon of one neuron branches and forms connections with
as many as 1000 other neurons, but at the 19th century neuroanatomist
Santiago Ramon y Cajal [7] insisted that the end of one neuron does not
fuse with the beginning of another into a seamless web. Instead, an axon’s
branching tips communicate with the dendrites, axons and cell bodies of
other neurons across tiny gaps called synapses [17].
2.1.2

Basic neuron types and their function

Figure 2.3: Different Types of Neurons. A. Purkinje cell B. Granule cell C. Motor
neuron D. Tripolar neuron E. Pyramidal Cell F. Chandelier cell G. Spindle neuron
H. Stellate cell (Credit: Ferris Jabr; based on reconstructions and drawings by
Cajal)

Scientists have organized the cells that make up the nervous system into two
broad groups: neurons, which are the primary signaling cells and glia, which

8
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support neurons in various ways. The human brain, as it was also mentioned
before, contains around 100 billion neurons and, by most estimates, somewhere between 10 to 50 times as many glial cells.
All these cells are packed into a three-pound organ about the size of both
someone’s fists stuck together. Someone could think of the brain as a dense
forest, the neuron forest, in which different kinds of trees grow near, around
and on top of one another, their branches and roots intertwining. Just as all
trees share a basic structure -roots, trunk, branches- but do not look exactly
alike, all neurons are variations of a common structural theme. The diversity
of neurons’ structure and shape, as we can see in Figure 2.3 is extraordinary
and scientists are still discovering brain cells that do not really look like any
brain cell they have seen before.
Neurons are classified by scientists into groups based on differences in their
shape and function. Taking into account the shape, as shown in Figure 2.4
neurons are classified into four main groups:

Figure 2.4: Neurons classified by structure (Credit: Ferris Jabr)

• Unipolar Neurons: The most common invertebrate neurons that feature a single primary projection that functions as both axon and dendrites.
• Bipolar Neurons: They usually inhabit sensory organs like the eye
and nose. Their dendrites ferry signals from those organs to the cell
body and their axons send signals from the cell body to the brain and
spinal cord.
• Pseudo-unipolar Neurons: A variant of bipolar neurons that sense
pressure, touch and pain and have no true dendrites. Instead, a single
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axon emerges from the cell body and heads in two opposite directions,
one end heading for the skin, joints and muscle and the other end
travelling to the spinal cord.
• Multipolar Neurons: They are the most common neurons in the
vertebrate nervous system and their structure most closely matches
that of the model neuron: a cell body from which emerges a single long
axon as well as a crown of many shorter branching dendrites.

Neurons, as it is shown from Figure 4.5 are also categorized by their function:
• Sensory Neurons: They collect information from sensory organs,
from the eyes, nose, tongue and skin, for example.
• Motor Neurons: They carry signals from the brain and spinal cord
to muscles.
• Interneurons: Interneurons connect one neuron to another: the long
axons of projection interneuons link distant brain regions; the shorter
axons of local interneurons form smaller circuits between neighbouring
cells.

Figure 2.5: Neurons classified by function (Credit: Ferris Jabr)

Finally, these basic classes account for all types of neurons and just about
every neuron in the human nervous system should fall into one of these broad
categories. Nevertheless, these categories do not capture the true diversity
of the nervous system, as neurons differ from one another structurally, functionally, genetically, as well as in how they form connections with other cells.
They can also be classified according to their electrophysiological characteristics or according to neurotransmitter production [20].
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2.2

Sparse and Redundant Approximations

2.2.1

Under-determined System of Linear Equations

Consider a matrix D ∈ Rn×m , with n < m and define an under-determined
system of linear equations
y = Dx,

(2.1)

where y ∈ Rn is the measurement vector and x ∈ Rm contains the coefficients
of the signal y, that needs to be recovered. The above system has either no
solution, when y is not in the span of the columns of matrix D, or admits
an infinite number of solutions when n  m. In order to avoid the case of
having no solution, we make the assumption that D is a full rank matrix,
implying that its columns span the entire space Rn .
Multiple applications in signal processing require solutions to under-determined
system of linear equations [21], such as inverse problems, array signal processing, linear filtering, etc . Specifically, we desire a single optimal solution
that can represent the data better than the other solutions. In order to overcome the obstacle of the infinite number of solutions, we need to narrow the
choice of the one well-defined solution based on additional prior knowledge.
For this purpose, we require a function f (x) that ranks the solutions, relying
on some metric. As a result, we define the general case minimization problem
as:
x∗ = argminf (x) subject to y = Dx

(2.2)

x

The main issue is the proper selection of the quality f (x). A conventional
choice is the squared euclidean norm ||x||22 (l2 -norm), leading to a linear
least squares problem, having a closed form and unique solution. However,
in many signal processing applications, alternative regularizations are used,
in order to find the unique solution.
2.2.1.1

Convex Models

When the quantity f is chosen as a non-quadratic term, it is preferred to
be convex, in order to ensure the existence of a unique global minimum to
the above optimization problem [61]. Figure 2.6 illustrates an example of
a convex and a non-convex set. The following definitions provide a small
overview of the convexity of functions[24, 10, 73].
Definition.1.1 A subset of Rn , Ω, is denoted as convex, if only it contains
a line between any two points in it, such that: ∀x1 , x2 ∈ Ω and ∀t ∈ [0, 1],
the convex combination x = tx1 + (1 − t)x2 is also in Ω.
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Figure 2.6: (Left Image) Example of a Convex set in R2 .For any two pair of points
x1 , x2 , the line segment joining the two points is entirely in the set. (Right Image)
Example of a Non-convex set. It may contains points x1 and x2 , such that the
entire line segment that joins them is not entirely included in the set.

Definition.1.2 A function f (x) : Ω → R is convex, if ∀x1 , x2 ∈ Ω and
∀t ∈ [0, 1], the convex combination point x = tx1 + (1 − t)x2 satisfies
f (tx1 + (1 − t)x2 ) ≤ tf (x1 ) + (1 − t)f (x2 )

(2.3)

If f (x) is twice continuously differentiable, then it is convex if and only
if its Hessian matrix ∇2 f is positive and semi-definite everywhere on the
domain of f .
Definition.1.3 A function f (x) : Ω → R is convex, if ∀x1 , x2 ∈ Ω and
∀t ∈ [0, 1], the convex combination point x = tx1 + (1 − t)x2 satisfies
f (x2 ) = f (x1 ) + ∇f (x1 )T (x2 − x1 )

2.2.1.2

(2.4)

The general case of the lp -norm

Special cases of interest for convex functions are the lp -norms,
X
||x||pp =
|xi |p ,

(2.5)

i

for p ≥ 1. When p < 1, it is no longer a norm. In this thesis, we focus
on conventional choices concerning the regularization term that sparsify the
solution. For this purpose, in the extreme case when p → 0, the function
|xi |p is considered as an indicator function, being 1 for every xi 6= 0 and 0 for
xi = 0. The l0 pseudo-norm is a measure of sparsity of the vector x, counting
the number of the non-zero entries in it. We denote the l0 -norm as:
||x||0 =

lim ||x||pp
p→0

= lim

p→0

m
X
k=1

|xk |p = {#i : xi 6= 0}

(2.6)
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While typically l0 is not a norm, since it does not satisfy all the properties
of a norm, it is very convenient to handle. As a result, an attempt to the
solution of the under-determined system posed in (2.1), can be achieved by
minimizing the l0 -zero norm of the measurement vector x ∈ Rm . Therefore,
the minimization problem becomes:
x̂ = argmin||x||00 subject to y = Dx

(2.7)

x

However, we cannot either ensure the unique solution to the aforementioned
optimization problem in general cases, or a candidate solution that is actually the global minimizer. Generally speaking, the l0 -minimization problem
is denoted as a Non-Polynomial (NP-hard) problem [48].
In order to overcome the difficulties arising by the minimization of the l0 norm, we use the l1 -norm as a convex surrogate. Particularly, the l1 -norm,
which is the sum of the absolute entries of the vector x, is of major interest,
since it is proven that produces sparse solutions. Nevertheless, if x is sufficiently sparse and the measurement matrix D is incoherent with the basis
under which x is sparse, then x can be exactly recovered by computing the
minimum l1 -norm solution, as given by the following optimization problem:
min||x||1 subject to y = Dx
x

(2.8)

In many cases, due to the existence of noise, a perfect solution to the linear
system of equations y = Dx, cannot be achieved. To overcome this difficulty,
we require some proximity between Dx and y, as described in the following
optimization problem:
x̂ = argmin||x||11 subject to ||Dx − y|| ≤ ,

(2.9)

x

where  is closely related to the properties of the noise.
2.2.2

Pursuit Algorithms

Consider again the problem posed in Equation (2.7). In order to overcome
the existence of noise to our system, we consider the following alternative
minimization problem:
x̂ = argmin||x||00 subject to ||Dx − y||22 ≤ ,

(2.10)

x

where  is closely related to the properties of noise. The exact solution to this
problem can be found through combinatorial optimization methods. The two
main categories, are the family of the greedy algorithms and the relaxation
methods. Greedy algorithms, approximate the signal vector x through a

2.2. SPARSE AND REDUNDANT APPROXIMATIONS

13

sequence of incremental approximations by selecting atoms suitably. On
the other hand, relaxation techniques smooth the l0 -norm condition by the
convex l1 -norm and solve the problem through linear programming. In the
following analysis , we discuss in detail both categories.
2.2.2.1

Greedy Algorithms

Beginning with the family of greedy algorithms, there is a variety of greedy
techniques, that attempt to build an approximate solution for the l0 -minimization
problem. In this thesis we first describe the general category of the Matching Pursuit (MP) algorithms [41, 8], and then we focus on the Orthogonal
Matching Pursuit (OMP) algorithm [75, 13, 70, 22].
2.2.2.2

Matching Pursuit (MP)

Matching Pursuit [41, 8], is the most basic algorithm of the family of Greedy
methods. It is an iterative algorithm that searches for one sparse representation of the signal x, through a sequence of mono-atomic approximations.
At each iteration the algorithm performs two steps: the atom selection and
the residual update step. In the atom selection step, the atom that has the
highest correlation with the current residual error vector r, is added to the
support.
Specifically, let di , 1 ≤ i ≤ N , be the ith column of the unit normalized
dictionary matrix D i.e., ||di ||2 = 1, ∀i. At jth iteration the algorithm finds
the correlation vector cj as:
cj = DT rj−1 ,

(2.11)

where rj−1 denotes the residual at the (j − 1)-th iteration, with r0 = y.
Then it extracts the column of matrix D that has the largest magnitude
corresponding to the entry of the vector cj :
i = argmax|cj (k)|,

(2.12)

1<k<N

where i corresponds to the index of the selected column. The correspondent
coefficient vector at jth iteration can be expressed as:
xj (i) = xj−1 (i) + cj (i)

(2.13)

The update step, updates the residual error, subtracting the correlated part
from it:
rj = rj−1 − xj dj

(2.14)

The algorithm terminates when a halting criterion is satisfied. For instance,
when the norm of the threshold drops below the given threshold, or when the
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number of distinct atoms in the approximation has reached a desired limit.
Despite the fact that the MP algorithm is a convenient choice, it suffers from
low convergence and poor sparsity result. This is the impact of requiring an
unbounded and large number of iterations in order to converge to a sparse
solution.
2.2.2.3

Orthogonal Matching Pursuit (OMP)

The orthogonal matching pursuit (OMP) algorithm [75, 13, 70, 22], overcomes the difficulties arising from the MP, by projecting the signal vector x
to the subspace spanned by the selected atoms. In other words, it constitutes
an improvement of the MP. The main difference is that the OMP converges
faster to the sparse solution, re-computing the set of coefficients for the entire support each time an atom is added to the support. The atom selection
method in OMP remains the same, but due to the orthogonalization, it ensures that once an atom is added to the support, it will not be selected again
in subsequent iterations. The algorithm finds a column index of the matrix
D that is best correlated with the current residual error. Specifically, at j-th
iteration OMP aims to minimize the following error:
2

(j) = min dj cj − rj−1
cj

=

(2.15)
2

dTj rj−1
dj − rj−1
||dj ||22

2

(2.16)
2
2

2

=

||rj−1 ||22

(dTj rj−1 )
(dTj rj−1 )
−2
+
||dj ||22
||dj ||22

=

|||rj−1 |22

(dTj rj−1 )
−
||dj ||22

(2.17)

2

(2.18)

dT rj−1

j
2
where c∗j = ||d
2 , is the optimal choice. The quantity ||Dx − y||2 is minij ||2
mized with respect to x, so as its support is the set S. This can be achieved,
finding the largest inner product between the residual rj−1 and the normalized vectors dj , of the matrix D.

i = argmax|cj (k)|

(2.19)

k∈S
/

Then, the OMP updates the support matrix of atoms selected up to the
(j−1) iteration as: S = S∪{i}. The next step is to extract the correspondent
entries to the updated support, minimizing the following problem:
||DS xS − y||22 ,

(2.20)
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where xS denotes the non-zero portion of the requesting vector x. Zeroing
the derivative of this equation, ends up to following solution:
DTS (DS xS − b) = −DTS r,

(2.21)

where rj = y − Dxj = y − DS xS corresponds to the residual error vector.
The above relation is widely known as the normal equation and represents a
linear system of equations with a unique solution. Also, it implies that the
columns of the matrix D, that are part of the support S are orthogonal to
the residual rj , and as result they will not be selected again for the support
at next iterations. The above steps are repeated until the norm of current
residual falls below a certain small threshold value .
2.2.2.4

Relaxation Approaches

In addition to the greedy methods, which they construct the support vector
adding one atom at each iteration, relaxation techniques approach the problem alternatively. They relax the highly discontinuous l0 -norm, replacing it
with a smoother and even continuous approximation. The resulting problem
is solved via state-of-the-art methods from linear programming and continuous optimization. There are many candidate functions that can replace the
l0 -norm. One natural way is to replace the quantity ||x||00 , with the funcP
2
tion K
i=1 [1 − exp(−βxi )] and notice that when the parameter β → ∞, this
term approximates the l0 -norm. A more convenient approach is to use the
l1 -norm as the convex surrogate of the l0 -norm, ending up to the following
optimization problem:
min||x||1 subject to ||Dx − y||2 ≤ 
x

(2.22)

This problem can be denoted as a linear programming for the exact case
where  = 0 and quadratic programming for the general case. Many practical
methods on the field of convex optimization have developed in order to find
a unique solution to this problem. In statistics, the best-known example
is the LASSO approach [69, 68], which constitutes the application of an l1
penalty to the linear regression problem. Instead of enforcing the constraint
||Dx − y||2 ≤ , we insert it in the optimization problem and write it in the
equivalent Lagrangian form:
1
minλ||x||1 + ||Dx − y||22 ,
x
2

(2.23)

where λ ≥ 0 is a tuning parameter. The above equation is widely referenced as the LASSO problem, and it is used for regression over a wide set
of features. In signal processing literature the LASSO problem [68], is also
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denoted as basis pursuit. Several type of algorithms are able to solve the
above optimization problem at a single value of the parameter λ, or even
a discrete set of parameter values. In this thesis we describe the LASSO
Shooting algorithm and the Least Angle Regression (LARS) algorithm [23].
2.2.2.5

The LASSO Shooting Algorithm

The Least Absolute Shrinkage and Selection Operator [69, 68], also known
as the LASSO algorithm, was published in 1996 by Tibshirani and it is
the most important method using the l1 -norm constraint for regression purposes. LASSO, overcomes the difficulties arising by other convex optimization techniques, such as the heavy computations, especially when the underdetermined system of linear equations is very large. LASSO extracts the
unbiased least square solution, enforcing an l1 -constraint onto the solution
vector.
The Shooting algorithm, is a technique proposed by Fu [1998] for solving
the LASSO problem, for the multi-parameter case. Below we present a formulation of the algorithm. Given n feature vectors of length m arranged as
the rows of the measurements matrix D, the task is to predict the response
vector y of size (n × 1) through a linear model. Modifying the problem posed
in equation (2.23), the optimization problem becomes:
1
minh(x) = ||y − Dx||22 + λ||x||1 ,
x
2

(2.24)

for λ ≥ 0. The function h(x) is denoted as the LASSO objective function
and it is proved to be convex, since it is the sum of two convex functions, one
of which is non-differentiable. The non-differentiable part of this function, is
separable in the individual co-ordinate wise components. It is proved that the
optimization problem with this structure, the co-ordinate wise minimization
approach converges to a global minimum. Algorithm 1 describes the main
solution approach of the Shooting Algorithms:
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Algorithm 1 The LASSO Shooting Algorithm
Let D = [d1 , d2 , ..., dm ], x = [x1 , x2 , ..., xm ]T , D(−i) = [d1 , ..., di−1 , di+1 , ...dm ]
and x(−i) = [x1 , ..., xi−1 , xi+1 , ...xm ]T
for k = 0, 1, 2, ..., n do
Compute fk = h(x)
for i = 1, ...m do
Using current value of xi solve the following minimization problem:
1
minĥ(xi ) = ||yi − di xi || + λ|xi | + λ||x(−i) ||1 ,
xi
2

(2.25)

yi = y − D(−i) x(−i)

(2.26)

where

Update Step: Suppose x?i is the solution to the above optimization problem. Update then the i-th element of x to be equal to x?i , i .e xi = x?i
As n → ∞, the sequence of fk converges to the global minimum of the objective
function h(x).

2.2.2.6

Least Angle Regression (LARS)

Let the measurement vector y ∈ Rn be the response vector, and D ∈ Rn×m
be the collection of the predictors. LARS algorithm [23], is closely related to
the classical problem of ”Forward Selection” or ”forward step wise regression
problem”. Forward Selection, selects one atom dj of the matrix D that has
the largest absolute correlation with the response vector y and performs linear regression of y on dj . The residual vector is now orthogonal to the new
response, dj . The other predictors are orthogonally projected to the vector
dj and the selection process is repeated for a specific number of steps. After
k-steps the resultant set of predictors becomes dj 1 , dj 2 , dj 3 , ..., dj k and it is
used to construct a k-parameter linear model.
LARS procedure is a variation of the classical Forward Selection. It begins
with an initialization of the solution vector x, with an all-zero vector, the
residual vector with the measurement vector y, and the Support set S, with
an empty set. At first iteration, the algorithm finds the predictor dj 1 , which
is most correlated with the initial residual r, implying that the residual r has
a smaller angle than the other columns of the collection matrix D.
Then, it chooses the largest possible step in the direction of this predictor,
until some other predictor dj 2 has greater absolute correlation with the current residual. Now, instead of continuing at the direction of the first predictor
dj 1 , LARS continues along with equiangular direction between dj 1 and dj 2
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Figure 2.7: LARS approximation using 2 covariates

predictors, until a third column dj 3 has much absolute correlation with the
current residual as dj 1 and dj 2 . The algorithm proceeds equiangular among
these three columns until a fourth atom of the matrix D enters.
The process is continued choosing at a time the most profitable column to
add, until no remaining column has correlation with the current residual.
Consider as an example the simplest case as illustrated in Figure 2.7, where
only m = 2 covariates are used, such as D = (d1 , d2 ).
As mentioned above, LARS initializes the solution vector x with an all-zero
vector and the residual r with the vector y. Then, as is depicted in Figure
2.7, it selects d1 , since it has greater absolute correlation than the other covariate d2 . Specifically, the angle between d1 column and the current residual
is smaller than the angle between d2 and the residual r. The algorithm then,
proceeds directing towards d1 , adding the step size term γ1 , which balances
the correlation between d1 and d2 with the current residual, making both
angles equal to each other, i.e θ1 (1) = θ1 (2). The solution coefficient vector is
updated as x1 (1) = γ1 . At the second iteration the algorithm adds the next
covariate d02 to the active set and proceeds at the equiangular direction of d1
and d02 . Due to the fact that there is no remaining column, LARS adds the
step size γ2 which leads to the vector y. As a result, the solution coefficients
become:
x1 (2) = γ1 + γ2 d˜2 (1)
x2 (2) = γ2 d˜2 (2)

(2.27)
(2.28)

where d˜2 denotes the updated direction at the second iteration, which is
equiangular with the columns (d1 , d2 ). Since, the residual vector is zero,
LARS terminates.

Chapter 3

Related Work
Cell ensembles (or synonymously cell assemblies or cortical motifs) were originally proposed by Hebb [27] as subsets of synchronously firing neurons to
explain brain activity underlying complex behaviors. Multiple studies have
been done to find evidence for or against the neuronal ensemble hypothesis
on datasets recorded from different areas of the brain inside different animals
but no clear answer has been found yet [44, 62, 54, 51, 46].
Especially in past two decades where it became possible to record large
neuronal populations concurrently [12, 64, 3], methods such as Principal
Component Analysis (PCA) [15], Singular Value Decomposition (SVD) [14],
Independent Component Analysis (ICA) [39] and Non Negative Matrix Factorization (NMF) [5] have been applied to identify neurons repeatedly firing
at the same time, as it is shown in Figure 3.1a to find statistically significant
ensembles and answer the question about their existence. Moreover, such
methods have been used with more complex motifs such as synfire chains
[29] (Figure 3.1b) or motifs where only a single neuron is active at a certain
time [39](Figure 3.1c)

Figure 3.1: Synchronous and temporal motifs: All three illustrations show four
neurons spiking at various times. The spikes highlighted in red are part of a
repeating motif. In (a) the pattern is just the synchronous activity of all neurons
while the synfire chain in (b) and the motif in (c) also contain temporal structure,
respectively
19
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Santos, Ribeiro, and Tort [39] provide an overview of using principal and independent component analysis (PCA and ICA) to identify ensembles. Both
require an estimation of the number of ensembles Ne at first which is based on
the number of significant eigenvalues of the correlation matrix. Significance
is either established using random matrix eigenvalue distribution theory [43]
or by shuffling the spike matrix to remove temporal correlation while preserving spike count distribution.
PCA, which has been used for a long time to track cell ensembles [50, 15],
computes the first Ne principal components of the spike matrix and considers those to be the ensembles. Its biggest limitations are that two different
ensemble patterns can be merged into a single component and that neurons
shared between two ensembles are assigned lower weights than expected.
Additionally negative values with no physical meaning are possible in the
components. Recovering individual neurons which belong to a single ensemble is not reliably possible [38, 39]
ICA decomposes a multivariate signal into additive subcomponents with the
assumption that these are non-Gaussian and statistically independent from
each other [16]. When used to learn ensembles it overcomes some of the
problems of PCA-based methods: Individual neuron-ensemble membership
can be recovered easily and neurons belonging to multiple ensembles are also
correctly identified [39]. Again negative values are possible in the identified
patterns leading to interpretation problems. For synchronous patterns Santos, Ribeiro, and Tort [39] recommend to use this method since it provides
the best estimate. Temporal structure is however not part of this model and
patterns such as synfire chains cannot be identified.
Carrillo-Reid et al. [14] use singular value decomposition (SVD) to identify
synchronously firing neurons. They identify directionally sensitive ensembles
in the visual cortex of mice and are able to correlate their activity to the time
during which external stimuli were presented. They are also able to identify
ensembles sensitive to natural scenes and show repeating activations of those
by applying graph theoretical methods to the already identified ensembles.
In this method the number of ensembles has to be estimated at first and only
synchronously spiking neurons are considered in the first step. While they
can find activity spread over time these have to have at least two neurons
firing synchronously in every bin, such that synfire chains would not be identified again.
Billeh et al. [9] tried to identify almost synchronously firing neurons: Instead
of relying on almost perfect synchronicity or on appropriate binning to ensure this condition, they take into account that individual neurons belonging
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to a single ensemble will show a small jitter in their spiking time and used
a dynamics-driven methodology based on the Markov Stability framework
[19] to identify ensembles at multiple levels of granularity. While they are
able to identify connections between neurons even if the activity is shifted in
time, they do not identify the exact motifs: Their result is the connectivity
between neurons.
Diego and Hamprecht [5] propose to use non-negative matrix factorization
techniques to decompose binned spike matrix into multiple levels of synchronous patterns to identify a hierarchical structure of motifs. Again no
temporal structure is taken into account and only neurons firing at the same
time are considered.
Approaches based on one dimensional convolutional coding [67] have been
used to recover spike trains of individual neurons from recorded Calcium
fluorescence sequences [6, 56, 57, 74]. In these models each neuron is however treated independently and they have not been extended to model relationships between neurons. In order to extract motifs a novel optimization
approach is required to replace the one dimensional with two dimensional
filters.
Sven Peter et al. adapt the idea behind non negative convolutional matrix
factorization [52], which has originally been developed to allow the extraction
of motifs in audio processing, for the learning of neuronal motifs that are synchronously firing, or for ensembles with temporal structure. They propose
an optimization technique that allows to regularize the motifs with an l1 and
their activities with a much stronger l0 prior [55]. The activities are inferred
using convolution matching pursuit [67, 41] and the motifs themselves using
LASSO regression [68] with non-negativity constraints.
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Chapter 4

The Sparsifying Dictionary
Construction
In this chapter there is a detailed description of two Dictionary Learning
Systems - Algorithms, which are applied on real datasets that refer to the
spontaneous neuronal activity of a 9-days old and a 36-days old mouse.
The K-SVD algorithm is used, and a proposed Sequential Adversarial Dictionary Learning Algorithm is developed, as well as a relaxed extension of
it, all of them under the consideration that neuron activation patterns can
be efficiently represented as linear combinations of a small number of prototypical patterns of activity called dictionary elements or atoms. Each data
point, which corresponds to the activation pattern of a set of neurons during a small temporal time unit, can be represented through a sparse vector
of coefficients, (i.e. sparse coding process). Furthermore, the collection of
atoms, called dictionary, can be either explicitly modeled or, in case when
no such models exist, it can be learned from a set of training data through a
dictionary learning process.
A visual illustration of the data analysis chain is shown in Figure 4.1, which
depicts how dictionaries that are trained directly from the observations, can
be employed to represent neuronal binary signals, as a linear combination of
a small number of atoms.
Namely, after the data collection and its processing, so that action potentials
are transformed into binary values, data is represented in matrix format,
where the columns represent the time (time bins) and rows represent the
neurons. Data collection and its processing will be analytically described in
Chapter 5. Then, we perform some filtering and we remove zero columns and
those with only one 1-entry, as we are interested in creating a dictionary that
will consist only of synchronicity patterns, namely neurons that fire simultaneously. After the filtering, dictionary learning is applied on the training
23
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data. Then, testing examples are represented by a linear combination of a
few dictionary elements. Testing examples are also used in order to examine
the extent to which a good representation can be achieved. This is quantified
by calculating the reconstruction error.

Figure 4.1: A general dictionary learning framework for neuronal signal modeling

4.1

The K-SVD Algorithm

K-SVD algorithm[2], inspired by M. Elad, is a very popular approach for
designing over-complete dictionaries using the sparsity constraint, and it has
been used with great success in dimensionality reduction problems. More
specifically, it has been mainly used and fruitfully applied in imaging applications, such as image reconstruction, image denoising [25, 59], face recognition[37]
etc.
Considered as a benchmark from the research society for dictionary learning
systems and applications, K-SVD has been very often reproduced and also
appeared under various modifications for the purposes of different imaging
applications [60, 76].
Thus, K-SVD was the starting point for our research too. We experimented
and tested our novel, for this research domain, datasets in order to examine
the degree to which a good reconstruction can be achieved and a robust dictionary to a specific type of noise can be created [71]. A similar study to [71]
but with a different type of noise will be described in Chapter 5.
The K-SVD algorithm can be considered as the generalization of the K-means
clustering method [31]. Particularly, given a set of signal measurements,
K
(yi )N
i=1 , K-SVD searches for a dictionary matrix D, which consists of (di )i=1
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dictionary elements or atoms that can represent efficiently each example in
this set using some sparsity constraints. It is an iterative method that alternates between the sparse coding step based on an initialized dictionary,
and the dictionary update step, in order to find a better representation for
the data. The update of the dictionary elements is achieved jointly with
the the update of the sparse coding coefficients, and leads to an accelerated
convergence. A detail analysis of the K-SVD Algorithm follows right after.
The first step of this algorithm(i.e the sparse coding) is to initialize the dictionary matrix D, so as the best representation coefficient matrix X is found.
In this master thesis we initialize the dictionary using randomly some of the
input examples as dictionary elements.
To begin with, the algorithm minimizes iteratively an equivalent form of the
problem posed in equation (3.1):
min||Y − DX||2F , subject to ∀i, ||xi ||0 ≤ T0 ,
D,X

(4.1)

Alternatively, the penalty term can be expressed as:

||Y − DX||2F =

N
X

||yi − Dxi ||22

(4.2)

i=1

As a result the minimization problem can be decoupled into N different
problems:
min||yi − Dxi ||22 , subject to ||xi ||0 ≤ T0
xi

(4.3)

For this purpose, any approximation pursuit method [41] may be used, as
long as it can supply a solution with a fixed and pre-determined number
of non-zero entries. In this work, we use the OMP Algorithm [70] as it is
described in Chapter 2.
Concerning the dictionary update step, K-SVD updates one column at
a time. Moreover, it fixes all columns in D except one, dk , and finds a
new column d˜k and new sparse coefficients that optimally reduce the mean
square error (MSE). Specifically, both the sparse coefficients matrix X and
the dictionary D are assumed to be fixed, while only one column of the
dictionary matrix, dk , with their corresponding sparse coefficients, at the
k-th row, xTk are under consideration. We may decompose the multiplication

26

CHAPTER 4. THE SPARSIFYING DICTIONARY CONSTRUCTION

DX, by reformulating the penalty term as:
||Y −

DX||2F

= ||Y −

K
X

dj xTj ||2F

(4.4)

j=1

= ||(Y −

K
X

dj xTj ) − dk xTk ||2F

(4.5)

j6=k

= ||Ek − dk xTk ||2F

(4.6)

The error matrix Ek , contains the MSE for all the N examples, when the
k-th atom is removed. In order to find the alternative dk and xTk , the algorithm follows a straightforward strategy. A group of indices, concerning the
examples yi that use the atom dk is defined as:
ωk = {i|1 ≤ i ≤ K, xTk (i) 6= 0}

(4.7)

Using the ωk group, a matrix Ωk ∈ RN ×|ωk | is defined, with ones at the
positions (ωk (i), i) and zeros elsewhere. The dimensionality reduction of the
coefficients xkT , is achieved by the multiplication:
xkR = xkT Ωk , xkR ∈ R1×|ωk |

(4.8)

Likewise, using the same support matrix Ωk , the algorithm restricts the signal
measurements matrix Y and the MSE error matrix Ek to choose only the
columns that belong to the support.
YkR = YΩk , YkR ∈ Rn×|ωk |
ER
= Ek Ω k
k

(4.9)
(4.10)

The following equation reformulates the penalty function and enforces the
solution coefficients x̃kT , to have the same support as the original xkT :
k 2
||Ek Ωk − dk xkT Ωk ||2F = ||ER
k − dk xR ||F

(4.11)

The above formulation admits a straight-forward solution, which is the singular value decomposition (SVD) method [35]. SVD decomposes the error
matrix ER
k as:
T
ER
k = U∆V

(4.12)

The first column of U contains the solution for d˜k . The first column of VT
correspond to the coefficient vector xkR multiplied by the quantity ∆(1, 1).
This procedure enforces two constrains: firstly, the columns of the dictionary
matrix D should be normalized and secondly the support vector ωk should
remain the same or get smaller.
The algorithm repeats these two steps until reaching the stopping conditions
based on a threshold in the number of iterations or a representation error.
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Proposed Modeling Approach

The trained dictionary should be a summary of the input data. In this light
and as a next step, we would like an interpretable dictionary from which
we will be able to extract useful information (e.g. neuron synchronicity
patterns), it will provide us with a parsimonious description of statistical
features of interest and it will also contribute to the discrimination of the
true from the noisy activation patterns. K-SVD, though produces a realnumbered dictionary with no physical meaning.
So, we propose and analyse with detail in the following section, a Sequential
Adversarial Dictionary Learning Algorithm, which:
• Produces an interpretable dictionary, as its elements are essentially part
of the input data and the dictionary construction is not a result of a
mathematical transformation, as opposed to K-SVD
• The dictionary by its construction keeps out patterns, which could be
result of noise. This noise results mainly from calcium fluctuations
independent of spiking activity, fluorescence fluctuations independent
of calcium, and other sources of imaging noise.
• In contrast to K-SVD, dictionary size is not a parameter that has to
be determined by the user, so someone doesn’t need to have some prior
knowledge about it.

We also extend this to a more relaxed approach, in order to discover patterns
that have also some temporal correlation within a time window interval and
are not only synchronous to the same time window-unit.
4.2.1

Sequential Adversarial Dictionary Learning

0
Given a set Y of examples (yj )N
j=1 , where each one of the yj s represent the
activity of an ensemble of neurons over one time bin, we want to construct
a dictionary D that will consist of some of those examples. As it was mentioned from the beginning of this chapter, zero columns and those with only
one 1-entry have been removed from the dataset, as we are interested only
for synchronicity patterns, namely, neurons that fire simultaneously.
Now, in order to determine for each one of the yj ’s, which of them will be
included in the dictionary and which will be kept out of it, we use two dictionaries, the dictionary D and an auxiliary Di . These two dictionaries have
exactly the same elements and they essentially differ only by one example yi ,
which is initially included only in the dictionary Di and it’s the example that
is examined as to whether it will be kept in or out of the final dictionary D.
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Index i denotes the current iteration i of the algorithm, when this example
yi is examined. This procedure is repeated for each one of the examples yj
that are in the set Y and the algorithm stops when all of them are examined.
D is initialized randomly with one of the yj examples and when the algorithm starts and the first yi is to be examined, dictionaries D and Di have
the following formulation:
D = yj

(4.13)

Di = [D, yi ] = [yj , yi ]

(4.14)

At the first stage of the algorithm, in order to validate and decide if the
example yi should be used in the dictionary or not, we also use a set of
validation examples V = (vj )N−1
j=1 . It should be mentioned here that the
final decision for the entry of the yi ’s example into the dictionary will be
also depended on the second stage of the algorithm too, which is described
analytically later. V consists of all the examples of set Y, except every
time the current example yi that
 is under consideration regarding its entry
into the dictionary, namely V = (yj )N−1
j=1 , j 6= i . So, according to the sparse
representation framework, given the dictionaries D and Di , where only Di , as
it was mentioned before, includes yi we search respectively for the coefficient
matrices X and Xi . An approach to this problem is the minimization of the
following l0 norm problems:
min||V − DX||22 , subject to ||xj ||0 ≤ T0

(4.15)

min
||V − Di Xi ||22 , subject to ||xij ||0 ≤ T0
i

(4.16)

X

X

where ||xj ||0 and ||xij ||0 are the l0 pseudo-norms which count the number of
non-zero elements for every column j of sparse coefficient matrices X and Xi
respectively. T0 is the sparsity level which denotes the number of non-zero
elements for every column j of sparse coefficient matrices X and Xi , namely
each column can have at most T0 elements.
In order to solve the above minimization problems we use the OMP Algorithm [70] as it is described in Chapter 2.
Based on the equations 4.15 and 4.16, we examine whether DX or Di Xi
better approaches the validation set of examples V.
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So, the question that is under discussion is the following: Does the example
yi , which is included in Di help for the better representation of V? The
metric that is used in the algorithm in order to answer this question is given
below:
error = {RMSE(V, Vreconstructed )}

(4.17)


i
)
errori = RMSE(V, Vreconstructed

(4.18)

where RMSE is the root mean squared error.
If the representation error errori is smaller than error, namely if
errori < error

(4.19)

this means that the example yi , which was only included in Di had indeed
an effective result in the representation of the validation set V.
So far we have referred to the first stage of the algorithm. Now, we will
describe the second stage, which is the innovative part of our algorithm and
justifies the characterism adversarial that we have given to it. Additionally,
with this second and final stage, it will be eventually concluded if the example yi will be ultimately added in dictionary D, taking of course into account
and the first part of our algorithm for the final decision.
In order to include the example yi in dictionary D, besides its good contribution to the representation of the validation set V, it should be simultaneously
a non-helpful factor for the representation of a noisy signal. This aims to
the creation of a dictionary that will be robust to noise. In order to achieve
this, we create a validation set Vnoisy = (vj,noisy )N−1
j=1 of noisy examples that
shouldn’t be well represented when the yi example is used in dictionary Di
More specifically, as Figure 4.2 shows, in order to create Vnoisy we circularly
shuffle the spike train of each neuron independently in the initial dataset,
namely before we do the filtering and remove all zero columns and those
with only one 1-entry. After we have done the shuffling, we continue by
keeping out the unwanted columns and eventually create Vnoisy . Circular
shuffling is a type of noise, which preserves the spike distribution of each
neuron (firing rate) while it destroys the synchronicity patterns between individual neurons.
Figure 4.2 depicts a simple example with five neurons spiking at various time
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bins and shows how the noisy signal is created and how is the filtering performed.
Firstly, in order to create the noisy signal, we perform circular shifting to
each neuron independently. For example, the spike train of the first neuron
is circularly shifted by 2 positions-time units. Accordingly, the spike train of
the second neuron is circularly shifted by 3 positions-time units etc. After
the creation of the noisy signal, filtering is performed to both the initial and
the noisy signal and as it is shown from the figure, zero columns and those
where only one neuron fires are removed.

Figure 4.2: Creation of Noisy Dataset and Data Filtering

At this stage, in order to validate the degree to which the example yi contributes to the representation of the Vnoisy set, the following minimization
problems have to be solved using again the OMP Algorithm:
min ||Vnoisy − DXnoisy ||22 , subject to ||xj,noisy ||0 ≤ T0

(4.20)

min ||Vnoisy − Di Xinoisy ||22 , subject to ||xij,noisy ||0 ≤ T0

(4.21)

Xnoisy

Xinoisy
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Using again the same metrics as those in Equations 4.17 and 4.18, we get
the following representation errors:
errornoisy = {RMSE(Vnoisy , Vnoisy

reconstructed )}

(4.22)


i
errorinoisy = RMSE(Vnoisy , Vnoisy

reconstructed )

(4.23)

This time errorinoisy should be greater than errornoisy , namely
errorinoisy > errornoisy

(4.24)

This would suggest that the example yi included in dictionary Di doesn’t
contribute to the good representation of the noisy set of examples Vnoisy ,
giving thus a bigger error with its presence in the dictionary Di . This is
exactly the prerequisite for its final entry in the dictionary D, if we took into
account only the second part of our algorithm.
Eventually, in order to be determined by the system if the example yi will
be included in dictionary D, inequalities 4.19 and 4.24 are combined in the
following way:
errori
error
<
i
errornoisy + 
errornoisy + 

(4.25)

where  is a very small positive quantity so as zero denominators are avoided.
If inequality 4.25 holds, then yi will be also added in dictionary D. Dictionaries D and Di would then temporarily be exactly the same, until the next
yi example would be added in dictionary Di , in order to be examined if it
should be eventually included or not. Otherwise, if
errori
error
>
i
errornoisy + 
errornoisy + 

(4.26)

then yi is removed from dictionary Di and it is obviously never included in
dictionary D. Then, the algorithm keeps up with the next example yi and
terminates when all of the examples in set Y are examined.
So, dictionary size doesn’t have to be predefined and the system decides for
the number of dictionary elements-patterns that are sufficient for the effective representation of the data.
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Figure 4.3 illustrates our proposed method, as it was described above.
The idea behind this kind of dictionary construction is partially based on
adversarial learning methods [40, 28, 36, 65], with the difference that we
don’t train a classifier or any other system, so that it could then discriminate the clean from the unwanted or noisy signal. We create an adversarial
learning environment by using true and noisy activation patterns and we let
the system decide for each candidate dictionary element if its participation
in the dictionary contributes to the better representation of the clean signals
or the noisy ones, and as we described previously in our method, depending on the answer, the system decides via some representation errors for the
superposition of the candidate dictionary element or not.

Figure 4.3: Proposed Approach
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Relaxed Sequential Adversarial Dictionary Learning

In this section we describe how we can extend the idea that was described
above, in order to discover neurons that are not are only synchronous in the
same time bin, but also within a time window interval.
In order to achieve this we define a time-window parameter W , which determines the number of time bins that we will use, in order to search for patterns
with some temporal correlation within that interval. As figure 4.4 illustrates,
if the time-window is defined for example to be W = 2 time bins, we add
the content of every 2 columns-time bins in an overlapping mode. Namely,
we sum up the columns y1 + y2 , y2 + y3 , y3 + y4 etc. Now as we can also
see from the figure, the first column indicates that neurons 1, 2 and 3 have
some temporal correlation, which is indeed true, as neurons 1, 2 and 3 are
activated in consecutive time bins. More specifically, neuron 1 is activated
exactly one time bin before neurons 2 and 3, while 2 and 3 are synchronous
in the same time bin. In this mode we check temporal correlations among
other neurons too. Then, all the elements are divided by the constant W so
that they are normalized in the scale {0 1}, and values 0, 0.5, and 1 for a
time window W = 2 time bins represent:
• 0: Neuron didn’t fire at all within W = 2 time bins
• 0.5: Neuron fired in one of the two time bins
• 1: Neuron fired consecutively within the two time bins
Then, the filtering procedure follows, where zero columns and those with
only one non-zero entry are removed. The same procedure as it is depicted
in Figure 4.4 is obviously repeated for the noisy signal too. Accordingly, if
W = 3 we sum up per 3 columns-time bins, namely y1 + y2 + y3 , y2 + y3 + y4 ,
y3 + y4 + y5 etc.
So, what essentially changes is the input data that we give to the system,
where every column-time bin in the new data represents patterns that have a
temporal correlation within 1, 2 or W time bins. Obviously, this information
but in a compressed format is also carried in the dictionary, giving us insight
into temporal correlations among neurons.
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Figure 4.4: Data Processing - Looking for patterns with temporal correlation

Chapter 5

Evaluation
In the first part of this Chapter, we report the performance of K-SVD
in neuronal signal reconstruction. In the second part, where the setup is
slightly changed, we perform a series of experiments and we compare our
proposed method with the K-SVD algorithm, which was analytically discussed in Chapter 4 and in the last part, we demonstrate the performance of
our proposed method for bigger time window intervals.

5.1

Dataset Collection

To evalute the merits of the proposed modeling approach, two novel datasets
consisting of true measurements are employed. Data was collected using twophoton calcium imaging in the neocortex of a 9-days old mouse and a 36days old one (C57BL/6). Simultaneously 183 layer 2/3 neurons were imaged
using calcium indicator OGB-1 (imaging depth 130 microns from pia) for
the 9-days old mouse and 126 layer 2/3 neurons for the 36-days old mouse.
Additionaly, for the 9-days old mouse 29 minutes of spontaneous activity
were recorded, comprised of 11970 frames, each of 0.1451 seconds duration,
while for the older one the total movie length was 30 minutes comprised of
11972 frames, each of 0.15 seconds duration. The raw fluorescence movie was
motion-corrected to remove slow xy-plane drift. After motion correction, we
used ImageJ software [1] to draw the ROIs of cells around cell body centers,
staying 12 pixels from the margin of a cell in the case of the 9-days old
mouse, in order to avoid contamination with neuropil signals and 1-2 pixels
for the 36-days old mouse. We then averaged the signals of cell ROI pixels
and converted them to dF/F [66]. To determine the onsets of spontaneous
calcium responses, the dF/F timecourse for each cell was thresholded, using
the noise portion of the data, to 3 standard deviations above noise. To make
a binary eventogramme of the responses, for each cell the frames containing
the onsets for this particular cell were assigned the value 1, and all other
35
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frames were assigned the value 0. The resulting binary eventogramme of all
cells was used in subsequent analysis.

5.2

K-SVD

In this section we exclusively focus on the K-SVD Algorithm and we demonstrate some experimental results regarding the reconstruction performance
it achieves and we also exhibit the robustness of the produced dictionary
against noise.
5.2.1

Experimental Setup

The analysis in this section aims to examine the performance of the K-SVD
algorithm in neuronal signal reconstruction with respect to the following
parameters:
• Dictionary size, which is the number of elements considered in the dictionary
• Sparsity level, i.e., the number of atoms that are used for representation
• Number of training examples used for the training of the dictionary
In this setup we apply no filtering to the data as it’s described in Figure 4.2,
and as a result we keep all the examples of the dataset. Thus, we randomly
select 2000, 3000 and 4000 signals for training and respectively 5000 signals
for testing.
In this section we also explore the robustness of the produced dictionary
against noise. In order to create background noise we flip a number of events
such that 0s are turned into 1s and vice versa.
The evaluation metric that we use is the Number of Misclassified Events.
Namely, the 0-events that are reconstructed as 1 or the 1-events that are
reconstructed as 0 are considered misclassified events. Without loss of generality we make the following simplification: The reconstructed events are
mainly {0, 1} but because of the fact that we deal with a reconstruction
problem, sometimes arbitrary reconstructed values that are neither 0 nor
1 appear in small numbers. Thus, to make the outputs of the dictionary
modeling process binary, values greater than 0.5 are considered activations,
while the rest as not. The random selection of the signals in the training and
test sets, allows us to introduce invariance with respect to temporal correlations and focus on the synchronicity of the neurons activity. In the following
figures each point corresponds to mean performance over five realizations
randomly splitting the dataset into training and testing sets, while the error
bar demonstrates the standard deviation. For the experiments of this section
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we have employed the dataset that refers to the activity of the 9-days old
mouse.
5.2.2

Evaluation of Signal Modeling

Figure 5.1 illustrates the performance of K-SVD as a function of the dictionary size for three different training set sizes. In Figure 5.1 (a), where
sparsity level is fixed to 4 we observe that the total number of misclassified
events is almost 2000, which is dramatically smaller compared to the 915000
total events (183 neurons ∗ 5000 examples). The results demonstrate that increasing the number of examples has a positive effect on the system’s learning
ability until a dictionary size of 250 atoms is used. Increasing the dictionary
size up to 250, the reconstruction error becomes significantly smaller, which
is an expected behavior as there is a wider variety of dictionary atoms and the
system selects those ones that will better approach the original test signal.
However, increasing the dictionary size more than 250 dictionary elements
causes an increase in reconstruction error. This can be attributed to overfitting of the system due to the increased dictionary size in combination with
the hard sparsity constraints. In Figure 5.1 (b), where sparsity level is increased to 20 we observe that the overall number of misclassified events is
smaller compared to lower sparsity level, while the error is monotonically
decreasing with increased dictionary size. Similar to the case in Figure 5.1
(a), increasing the number of training signals leads to better performance.
A natural question to ask is whether the number of misclassified events will
keep decreasing if we increase the sparsity level. To answer this question, the
sparsity level was increased to 50 and the results are shown in Figure 5.1 (c).
The results suggest that the number of misclassified events increased compared to Figure 5.1 (b). One possible explanation for this behavior is that by
increasing the sparsity level, the system exhibits signs of overfitting, which
limits its generalization ability for modeling new test signals. Additionally,
we notice that the number of training examples does not affect the reconstruction error. A key observation from these results is that it is possible to
achieve a good reconstruction quality, and thus modeling capability, with a
relatively small number of training examples.
Given the fact that firing events occupy only the 0.487% of the whole dataset
and the rest of the events are zeros, a critical question is if our system can
detect and reconstruct the firing events. In order to examine this, we report
a confusion matrix in Table 1, where we examined the case of training the
system with 2000 and 4000 signals for sparsity levels 4, 20 and 50, while
performance is reported on 5000 testing signals.
The worst performance in terms of reconstructed events occurs when we use
2000 (the smallest) number of training examples combined to a hard sparsity
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(a) Sparsity Level=4

(b) Sparsity Level=20
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Figure 5.1: K-SVD reconstruction performance for different values of Sparsity
Level
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Figure 5.2: Confusion Matrix of Reconstructed Events

constraint, namely with sparsity level 4. In contrast to this, the best results
are obtained when the number of training examples is increased to 4000 with
sparsity level 20, where we observe an important improvement in the reconstruction of aces. Finally, for sparsity level 50 the system exhibits signs
of poor generalization indicated by worse performance compared to sparsity
level 20, justifying to an extent the applicability of sparsity as a modeling
constraint.
In the following experiments, we explore the ability of the learned dictionary
to discriminate true patterns from the noisy ones. Dictionaries are trained
using noise-free examples, while the performance in reconstruction is evaluated when noisy examples are sparsely represented in the learned dictionaries.
For all of the following experiments sparsity level is set to 20 based on the
observed behavior in the previous experiments. We examine three cases in
the number of noisy neuronal signals. We randomly select and add noise to
10, 80 and 183 neuronal signals out of the 183 in total. The objective of
this experiment, is to quantify the extent to which the learned dictionaries
truly encode neuronal activities or simply model random binary noise. In
order to verify the learning ability of the K-SVD, we expect to see significant
increases in reconstruction error when noise starts dominating the clean signal. To evaluate the reconstruction error in the experiments that correspond
to Figure 5.3 (a) and 5.3 (b), we compare the noise-free test signals with
the reconstructed test signals for dictionary sizes 200 and 400 respectively,
in terms of number of noise-afflicted neurons. The 0 value in the horizontal
axes corresponds to the noise-free case, namely the reconstruction is based
on clean test signal (0 flipped events)
In Figure 5.3 (a) one can observe that there is a monotonic increase in the
number of misclassified events with increasing number of erroneous events.
This behavior demonstrates that the learned dictionary was able to capture
the underlying statistics of the true signals and does not simply model random noise. Furthermore, introducing noise in more neurons has a direct
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Figure 5.3: Robustness of Dictionary for different Dictionary Sizes

impact on the ability of the learned dictionary to represent such signal ensembles.
Similar behavior is observed for larger dictionaries as shown in Figure 5.3 (b).
An increase in dictionary size favors the learning capacity of the system, and
since the underlying distribution changes due to the noise, it becomes more
challenging for the system to reconstruct the observations. This is manifested
by the increased reconstruction error.

5.3

Sequential Adversarial Dictionary Learning

In this section we compare the K-SVD algorithm with our proposed method
for the case of one time bin window interval (W = 1), but in a slightly different setup from that one described in the previous section. We initially
change the type of noise to a more realistic one that doesn’t affect the firing
rate of each neuron, compared to the noise of flipped events. As it’s depicted
in Figure 4.2, noise is created by circularly shifting each neuron’s spike train.
We also change the evaluation metric that we use and instead of the reconstruction performance of the algorithms, we report some experimental results
on the classification performance of a supervised classifier regarding the discrimination between true and noisy activation patterns. We also demonstrate
the contribution of the dictionary in the classification performance via the
reconstructed signals. Finally, we exhibit some more qualitative results of
the dictionary, which are produced from our proposed method.
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Experimental Setup

The analysis in this section aims to examine the extent to which each trained
dictionary, produced from the two methods, can contribute to the discrimination of the true from the noisy activation patterns. Through this analysis
the impact of the following parameters is also explored:
• Dictionary size, denoted DS, which is the number of elements considered in the dictionary. When K-SVD is used, dictionary size is a
parameter that has to be defined by the user, while in our method this
parameter is defined by the system.
• Sparsity level, i.e., the number of atoms that are used for representation.

Figure 5.4 shows the distribution of the original clean and noisy signal, which
refers to the activity of the 9-days old mouse, before the process of the filtering. Figure 5.4 (a) shows the distribution of the clean signal while Figure
5.4 (b) shows the distribution of the noisy signal, which both of them have
a log-scaled y axis. What we observe is that for the noisy signal there is an
important reduction in zero columns-patterns and a simultaneous increase
in doublets and in patterns with neurons that fire alone within a time bin.
Finally, patterns with more than five neurons firing simultaneously are completely destroyed.
After the completion of the procedure that is described in Figure 4.2, namely
after the filtering, we randomly select 50% of the examples of the clean filtered signal, namely around 1200 examples, which will be used by K-SVD
for the training of the dictionary. Regarding our proposed method and as it
was also described from the previous chapter, in order to train the dictionary
we also randomly select 50% of the examples from the noisy filtered signal,
beyond the 50% of the examples from the clean filtered signal. Then, the
other half of the clean and noisy filtered signal sets will serve as the testing
set, which will be used for the training and testing of an SVM-classifier with
gaussian kernel and scale σ = 0.01, so that it discriminates the true from the
noisy activation patterns. The classifier will be also trained and tested with
the reconstructed clean and noisy signals.
As in the previous section, in order to make the outputs of the dictionary
modeling process binary, values greater than 0.5 are considered activations,
while the rest as not. Finally, in the following figures each point corresponds
to mean performance over five realizations, randomly splitting the dataset
into training and testing sets, while the error bar demonstrates the standard
deviation.
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(a)

(b)

Figure 5.4: (a) Clean Signal Distribution (b) Noisy Signal Distribution

5.3.2

Evaluation of Signal Modeling

Figure 5.5 illustrates the performance of the SVM-classifier regarding the discrimination between the clean and the noisy signal for the 9-days old mouse,
as a function of the sparsity level when the classifier is trained and tested
with the raw data, the reconstructed data produced by our proposed method
and the reconstructed data produced by the K-SVD algorithm. More specifically, as it is illustrated in Figure 5.5, each subfigure refers to a different
performance of the classifier but only for the case of the reconstructed data
that are produced by the K-SVD algorithm, which is due to the different
dictionary sizes that are given as input to the algorithm.
When the classifier is trained and tested with the raw data, the accuracy
that it achieves is almost 51%. This percentage is quite low indicating the
difficulty of the problem we are supposed to solve. Thus, we use the reconstructed data produced by the K-SVD algorithm and we observe that the
classifier achieves higher performance with an accuracy of 56% for dictionary size that is equal to 300 and for sparsity level equal to 2. In all of the
subfigures we observe that as the sparsity level increases, the accuracy of
the classifier decreases, which can be attributed to overfitting of the system.
Moreover, the four different dictionary sizes, which were tried as input to the
K-SVD algorithm, don’t affect significantly the performance of the classifier.
Finally, we use the reconstructed data that are produced from our method
and as it is depicted in the figure, the classifier achieves better performance
and with smaller dictionary size compared to the results of K-SVD. More
specifically, we obtain an accuracy of 60% for sparsity level 3 and dictionary
size 225. We observe again that for values of sparsity level greater than 3
the performance deteriorates due to overfitting. The better results that come
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Figure 5.5: Classification Performance with respect to different Dictionary Sizes
produced by the KSVD Algorithm

up from our method are due to the dictionary construction, where as it was
also described in the previous chapter, candidate dictionary elements that
contribute to a better representation of the noisy than the clean activation
patterns are kept out of it.
As opposed to K-SVD, which produces real-numbered dictionaries with no
physical meaning for our application, our proposed method by its construction produces dictionaries that can also provide us with qualitative beyond
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(a) 9-days old mouse, DS=209

(b) 36-days old mouse, DS=51

Figure 5.6: Dictionary Distribution

quantitative information, giving us an insight about the synchronicity patterns existing in the data. So, Figure 5.6 demonstrates the distribution of
two dictionaries that refer to 2 different animals and depicts the number of
the various synchronicity patterns (doublets, triplets etc. of neurons firing
simultaneously) that exist in each dictionary. Figure 5.6 (a) refers to the
neuronal spontaneous activity of a 9-days old mouse, while (b) refers to the
neuronal spontaneous activity of a 36-days old mouse. In the original dataset
that refers to the 9-days old mouse, firing events occupy the 0.487% of the
dataset, while for the 36-days old mouse firing activity occupies only the
0.364% of the dataset. These percentages show how sparse are our datasets
and by extension indicate the mild neuronal activity of the animals. Moreover, these 2 percentages reveal that the 9-days old mouse has a more intense
firing activity, which can be attributed to its young age.
All this information is depicted in the distribution of the two trained dictionaries for sparsity level equal to 3. More specifically, we observe that the
number of the various synchronicity patterns for the 9-days old mouse is
greater than the number of patterns for the 36-days old mouse. Additionally, the dictionary that refers to the activity of the 9-days old mouse includes
more complex patterns with more than 5 neurons firing together, while for
the 36-days old mouse such patterns tend to be zero. Finally, the size of
each dictionary also reveals information about the data that we summarize.
Here for example the dictionary that refers to the activity of the 9-days old
mouse has a size of 209 elements, while the dictionary that refers to the
older mouse has a size of 51 dictionary elements, which correctly indicates
the milder activity of that mouse.
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5.4

Relaxed Sequential Adversarial Dictionary Learning

In this section we demonstrate some classification performance results when
we consider synchronicity patterns in bigger time window intervals (W > 1).
5.4.1

Experimental Setup

The analysis in this section aims to examine again the contribution of the
dictionary in the discrimination of the true from the noisy activation patterns, with the difference that now each dictionary element provides us with
information about the neuronal activity of the animal within a bigger time
window interval (W > 1). So, through this analysis we explore the impact
of the following parameters:
• Time window interval, denoted W , from which we can extract information about temporal correlations among neurons.
• Sparsity level, i.e., the number of atoms that are used for representation.
Figure 4.4 depicts how the noisy filtered signal is created when W = 2, but
the same framework also applies for W > 2. More specifically, we indicatively selected one value for the time window interval (W = 3) and Figure
5.8 demonstrates the distribution of the clean and the noisy signal, which
have been processed up to the normalization step without the filtering. Figure 5.8 (a) shows the distribution of the clean signal, while (b) shows the
distribution of the noisy signal, which both of them have a log-scaled y axis.
As in the case of the (W = 1) time window interval we observe that for the
noisy signal there is an important reduction in zero columns-patterns and a
simultaneous increase in patterns with neurons that fire alone within a time
bin as well as those patterns, where up to 5 neurons co-fire. Finally, patterns
with more than 10 neurons firing simultaneously are completely destroyed.
Comparatively with Figure 5.4 where (W = 1), we observe that in Figure
5.8 (W = 3), zero columns are reduced both for the clean and the noisy
signal and patterns with neurons that co-fire are almost double in size for
the clean signal as well as for the noisy signal. This was expectable as the
notion of synchronicity is now ”relaxed”, given the fact that we are looking
for temporal patterns in wider time window intervals.
After the completion of the procedure that is described in Figure 4.4, namely
after the filtering, we randomly select 50% of the examples of the clean filtered signal, namely around 1400 examples, and 50% of the examples of the
noisy filtered signal which will be used for the training part of the dictionary.
Then, the other half of the clean and noisy filtered signal sets will serve again
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as the testing set, which half of the examples of the testing set will be used
for the training of an SVM-classifier with gaussian kernel and scale σ = 0.01
and the other half of the testing set will be used for the testing of the classifier, which will be also trained and tested with the reconstructed clean and
noisy signals.
As it was described in subsection 4.2.2 for time window intervals W > 1
activation patterns are not only 0 or 1 any longer. For example if W = 3
and one neuron hasn’t fired at all within 3 consecutive time bins we get a
0-event. If it has fired once, we obtain the normalized value of 31 , which are
the most prevalent values with the 0 value. Additionally, if the neuron has
fired twice we obtain the value 23 and if it has fired consecutively in all of the
3 time bins we obtain a 1-event, which happens very rarely or never due to
the refractory period. Because of the fact that we deal with a reconstruction
problem values other than these may appear. Thus, without loss of generality we make the simplification, which is depicted in Figure 5.7. Namely,
 1 all

1
values which are smaller than 6 are turned
into
zero. Values in space 6 , 12


are turned into 13 and values in space 12 , 56 are turned into 32 . Any other
value is turned into 1. Accordingly, we work for any time window W .

Figure 5.7: Processing the values of the reconstructed events

5.4.2

Evaluation of Signal Modeling

Figure 5.9 illustrates the performance of the SVM-classifier regarding the
discrimination between the clean and the noisy signal for the 9-days old
mouse, as a function of the sparsity level when the classifier is trained and
tested with the raw data and the reconstructed data. More specifically, as
it is illustrated in Figure 5.9, each subfigure refers to the performance of the
classifier for different time window intervals. When the classifier is trained
and tested with the raw data, the accuracy that it achieves is at most 52%
for W = 6, which is a quite low percentage. When the reconstructed data
are used for the training of the classifier we observe that as we increase
the time window interval, we obtain better classification results. This can
be attributed to the fact that by increasing the time window interval, data

5.4. RELAXED SEQUENTIAL ADVERSARIAL DICTIONARY LEARNING47

(a)

(b)

Figure 5.8: (a) Clean Signal Distribution (b) Noisy Signal Distribution for W = 3

become more informative and because of this, dictionary size increases too,
as more dictionary elements are demanded for the representation of all this
information. It’s like we are ”zooming” in the correlations among neurons,
making it more clear to the classifier to discriminate the true from the noisy
activation patterns. Although we obtain very good classification results for
W = 6, a dictionary with more than 1000 elements is created. Thus, W = 4
or W = 5 are the best choices for balance between good classification results
and relatively small dictionary sizes. Finally, for values of sparsity level
greater than 3 we observe that the classification accuracy either stays stable,
or it deteriorates indicating an overfitting of the system.
Figure 5.10 demonstrates the distribution of two dictionaries under the consideration of W = 3 and for sparsity level equal to 3. More specifically,
these dictionaries refer to the neuronal activity of the 2 laboratory mice and
depict the number of various synchronicity patterns (doublets, triplets etc.)
of neurons firing within a temporal window of 3 time bins. Figure 5.10 (a)
refers to the neuronal spontaneous activity of a 9-days old mouse, while (b)
refers to the neuronal spontaneous activity of a 36-days old mouse. As in
the case of W = 1, we observe that the number of the various synchronicity
patterns for the 9-days old mouse is greater than the number of patterns
for the 36-days old mouse. Additionally, the dictionary that refers to the
activity of the 9-days old mouse includes more complex patterns with more
than 20 neurons having a temporal correlation within 3 time bins, while such
patterns don’t exist for the 36-days old mouse. Finally, the size of each dictionary also reveals information about the data that we summarize. The
dictionary that refers to the activity of the 9-days old mouse has a size of
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Figure 5.9: Classification Performance with respect to different time window intervals
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(a) 9-days old mouse, DS=756

(b) 36-days old mouse, DS=134

Figure 5.10: Dictionary Distribution (W = 3)

756 elements, while the dictionary that refers to the older mouse has a size
of 134 dictionary elements, which correctly indicates and verifies the milder
activity of that mouse.
Figure 5.11 shows a visualization of the (a) Clean Training Set, the (b) Noisy
Training Set, the (c) Dictionary and (d) the first 100 elements of the dictionary depicted in (c) under the consideration of W = 3. As it is illustrated
from the colorbar, blue color in the figure represents the non-firing events
and the yellow dots that stand for the value 0.3, represent that in a 3-time
bin window interval a neuron fired only once (1/3). We also observe that
the dictionary, which is obviously in a compressed format (almost half-sized
compared to the sets in (a) and (b)) bares no resemblance to the patterns
included in the noisy training set, which seems to have no structure including
only some scattered dots. This visualization indicates the robustness of the
produced dictionary against the noisy activation patterns.
Finally, in Figure 5.11 (d) we observe that via the dictionary we can easily
spot activation patterns, which are repeated in time. More specifically, the
same colored boxes represent such kind of repeated activation patterns.
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Chapter 6

Conclusions and Future Work
6.1

Conclusions

The world around us, complex as it is, is relatively low-dimensional: the familiar visual scenes made up of textures, faces, buildings, and other objects
are highly structured. As it is commonly believed that the developed brain
contains an internal model of the environment that it expresses through its
structure and activity, it is natural to think that this model should be similarly highly structured, and that the dimensionality reduction characterizing
the brain’s activity might be related to intrinsic properties of natural sensory
stimuli and motor output.
Thus, in this master thesis we used Dictionary Learning methods that were
applied on real datasets that refer to the spontaneous neuronal activity of
a 9 days old and a 36 days old mouse over time and via a trained dictionary these methods aim in the dimensionality reduction of those data. This
work aims to produce a dictionary, which will summarize the input data capturing the synchronicity patterns among neurons. Simultaneously, we used
the reconstructed signals that were produced by those methods, in order to
train and test an SVM-Classifier for the discrimination of the true from the
noisy activation patterns. More specifically, we used K-SVD an established
dictionary learning algorithm and after taking into account its constraints,
we then proposed a Sequential Adversarial Dictionary Learning algorithm,
which as opposed to K-SVD, it produces an interpretable dictionary and
also, when the classifier is trained with the reconstructed signals that our
proposed method produces, higher classification performance is obtained.
We also extended the idea of our proposed method to a more relaxed approach by processing the input data, so that the trained dictionary could
capture patterns that have also a temporal correlation within a time window
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interval and thus the dictionary wouldn’t be restricted in capturing only synchronous patterns within the same time bin. Experimental results showed
that the increase in the time window interval in which we search for activation patterns, has a positive effect on the classification performance, but
causes a significant increase in the dictionary size too. So, someone should
aim to an adequately good classification performance and to a relatively small
dictionary size for better analysis of the data.

6.2

Future Work

Our proposed method selects the elements that will be eventually included
in the dictionary according to an error-based metric as it was described in
Chapter 4. As a future step we plan to replace this metric and use a classifier
instead. Thus, the examples that will be included in the dictionary will be
those that have been guessed as true activation patterns by the classifier.
With this replacement in our proposed method we aim in the improvement
of the classification performance between the clean and noisy activation patterns for values of time window interval less than 3.
Apart from the classification performance results regarding the discrimination between the true and the noisy activation patterns, we also wish to
examine and validate via statistical methods that there is no relationship
or association between the dictionary elements and the noisy activation patterns. Thus, we aim to use statistical methods, such as null hypothesis testing, in order to examine if the patterns that are included in the dictionary
are statistical significant.
Future work also includes the development of graph-based methods for the
analysis and modeling of brain networks. Since the discovery of smallworld [47] and scale-free [58] networks the study of complex systems from
a network perspective has taken an enormous flight. Graph analysis has
been used in the study of models of neural networks, anatomical connectivity, and functional connectivity based upon functional magnetic resonance
imaging (fMRI), electroencephalography (EEG) and magnetoencephalography (MEG). These studies suggest that the human brain can be modeled as
a complex network, and may have a small-world structure both at the level
of anatomical as well as functional connectivity. The topological structure
of functional networks is probably restrained by genetic and anatomical factors, but can be modified during tasks. Indeed, there is an increasing evidence
that various types of brain disease such as Alzheimer’s disease, schizophrenia, brain tumours and epilepsy may be associated with deviations of the
functional network topology from the optimal small-world pattern.
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Finally, in this master thesis we focused on the discrimination between true
and noisy activation patterns, but as a next step and given the fact that we
will have at our availability datasets that will represent the neuronal activity
of healthy and unhealthy mice (epileptic, autistic etc.) we will aim to extract information that would discriminate these two categories and thus could
help in the diagnosis of various illnesses and possibly in the development of
appropriate medication for their treatment.
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