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Tuning Causal Discovery Algorithms
Abstract
Causal discovery aims to identify the causal relationships between the variables in
a system. For this task several algorithms have been introduced in the literature.
Under a broad range of assumptions they aim to learn a graph whose nodes represent the variables and the edges indicate the causal relationships. The performance
of each of these algorithms varies according to the number of the variables, the
density of the ground truth graph and the sample size. In addition, all of them
require a choice of hyper-parameter values that determine their behavior. In this
work we aim to tune causal discovery and select an optimal combination of algorithm and hyper-parameter values. Since the underlying graph is unknown we are
facing an unsupervised learning problem. We propose to treat each causal graph
as a set of predictive models and tune the choices using out-of-sample protocols
for supervised methods. We comparatively evaluate the method with three other
tuning approaches. The first one is based on stability of the learned graph under
perturbations on the input data and the other two evaluate the graphs according
to their goodness of fit to the data. The proposed method perform on par or better
than the other procedures.

Ρύθμιση Αλγορίθμων Αιτιακής Ανακάλυψης
Περίληψη
Η ανακάλυψη αιτιότητας επιδιώκει την εύρεση αιτιακών σχέσεων μεταξύ των μεταβλητών ενός συστήματος. Για το σκοπό αυτό, ποικίλοι αλγόριθμοι έχουν προταθεί
στη βιβλιογραφία. Υπό ένα ευρύ φάσμα υποθέσεων, στόχος τους είναι η εκμάθηση ενός γράφου του οποίου οι κόμβοι αντιπροσωπεύουν τις μεταβλητές και οι ακμές
υποδηλώνουν την ύπαρξη αιτιακής σχέσης. Η επίδοση κάθε αλγορίθμου ποικίλει ανάλογα με τον αριθμό των μεταβλητών, την πυκνότητα του πραγματικού γράφου και
το μέγεθος του δείγματος. Επιπλέον, όλοι οι αλγόριθμοι απαιτούν την επιλογή τιμών στις υπερ-παραμέτρους τους, οι οποίες καθορίζουν τη συμπεριφορά τους. Στην
παρούσα εργασία, στόχος μας είναι η «ρύθμιση» της αιτιακής ανακάλυψης και η επιλογή ενός βέλτιστου συνδυασμού αλγορίθμου και υπερ-παραμέτρων. Εφόσον ο υποκείμενος γράφος είναι άγνωστος, αντιμετωπίζουμε ένα πρόβλημα μη-επιβλεπόμενης
μάθησης. Προτείνουμε να χειριστούμε κάθε αιτιατό γράφο ως ένα σύνολο προβλεπτικών μοντέλων και να ρυθμίσουμε τις επιλογές χρησιμοποιώντας εκτός δείγματος
πρωτόκολλα για επιβλεπόμενη μάθηση. Αξιολογούμε την μέθοδο σε σχέση με άλλες
τρεις προσεγγίσεις. Η πρώτη βασίζεται στη σταθερότητα του εκτιμώμενου γράφου,
όταν τα δεδομένα που δίνονται υφίστανται αλλαγές, και οι άλλες δύο αξιολογούν τους
γράφους με βάση την καλή προσαρμογή τους στα δεδομένα. Η μέθοδος που προτείνουμε αποδίδει εξίσου καλά ή καλύτερα από τις άλλες μεθόδους.
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Chapter 1

Introduction
Exploring the causal relationships is a fundamental task in many disciplines of
science. For this purpose, many causal discovery algorithms have been proposed,
that learn a causal structure using observational data. The nodes in a causal graph
represent the set of variables under study and the edges reflect the causal relations.
Causal discovery algorithms differ with respect to their assumptions and search
procedures that follow. Each one of them is appropriate in different situations.
In addition, all of them require a choice for their hyper-parameter values. In this
regard, the researchers face two main challenges. First, they need to thoroughly
study the properties of the causal discovery algorithms, before applying a causal
search on their data. In addition, even if a deeper understanding is achieved, the
characteristics of the data, such as the number of variables, the density of the
truth graph or the sample size, may affect the algorithm’s performance.
In this work we attempt to address this problem and we propose a method
to tune the causal discovery algorithms. However, given that the ground truth
graph is unknown, we cannot directly apply supervised learning techniques. We
propose to optimize the causal discovery algorithms with respect to their predictive
performance. In particular, for each estimated graph and for each node, we fit a
predictive model using as predictors the Markov Blanket set, as indicated by the
graph. We then evaluate the predictive performance of all models using out-ofsample protocols, such as cross-validation. We suggest to select the combination
of algorithm and hyper-parameters values, that lead to the causal graph with the
best average predictive performance.
Two other methods have been also proposed in the literature for this purpose.
The first one selects the combination that constructs a graph with the best tradeoff between goodness of fit to the data and model complexity. In contrast to our
method, this approach uses all data for both estimating and scoring the causal
graphs. We apply two common scores in statistics for model selection, Bayesian
Information Criterion (BIC) and Akaike Information Criterion (AIC). They both
estimate how well a graph structure fits the data and penalize this measure with the
number of the graph’s parameters. The second approach is based on the stability
1

2
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of the estimated graph, under perturbations on the input data. In particular, it
selects the combination that constructs the most stable graph, when we apply it
several times across different sub-samples of the data.
In our experiments, we comparatively evaluate the aforementioned tuning methods over several datasets characteristics, such as network size, density of the underlying graph and sample size, as well as different causal assumptions. In addition,
we evaluate them in the presence of the complete, empty and true graph. Finally,
we examine a different version of the proposed method that fits the predictive
models using as predictors the parents of each node. The results demonstrate that
our method performs reasonably well, compared to the other approaches. However, there is still much room to improve causal tuning and overcome the current
limitations.

Chapter 2

Preliminaries
2.1

Bayesian Networks

Computing the conditional probabilities of one or more variables is the ultimate goal in many real-world problems. For example, in medicine we are often
interested to find the probability of having a disease given specific clinical characteristics. However, computing the conditional probability might be extremely
difficult as the number of the variables increases. Even if the joint distribution of
the variables is accessible, it requires to store an exponential number of possible
values. The independence relations between the variables enable us to decompose
this distribution. Bayesian networks represent these probabilistic relationships and
they have been developed to perform this type of inference. A Bayesian network is
a directed graph (V, E), where V is a set of nodes, that correspond to the random
variables, and E is a set of directed edges, that indicate the dependencies between
the variables. In this work, we focus on Bayesian networks, since they have been
also used to represent causal relationships (Neapolitan, 2003) (Pearl, 2009).

2.2

Directed Acyclic Graphs

In a Bayesian network G = (V, E), a pair of nodes X, Y is called adjacent
if there is an edge between them. A set of nodes {X1 , ...Xk } forms a path if
for every i = 1, ..., k − 1 there is an edge between Xi and Xi+1 . The path is
called directed if all edges are oriented away from X1 and toward to Xk (e.g.
X1 → X2 → ... → Xk ). If the graph contains no cycles, it is called a Directed
Acyclic Graph (DAG). We say that Xi is a parent of Xj and Xj is a child
of Xi if there is an edge Xi → Xj . If there is a directed path from Xi to Xj
then Xi is an ancestor of Xj and Xj a descendant of Xi . A v-structure is a
triple of nodes Xi , Xk , Xj in which Xi → Xk and Xk ← Xj and the nodes Xi , Xj
are not adjacent. In this structure the node Xk is a collider and in particular
an unshielded collider. Figure 2.1 shows a directed acyclic graph (DAG) over five
variables.
3
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(a)

Figure 2.1: A Directed Acyclic Graph over five variables. X1 and X2 are adjacent.
X1 is a parent of X2 . X1 → X2 → X4 → X5 is a directed path. X5 is a descendant
of X3 . X4 is an unshielded collider in the triple X2 → X4 ← X3 . X2 and X5 are
d-separated in the path X2 → X4 → X5 by the node X4 . X1 d-separates X2 from
X3 .
The joint distribution of a set of variables represented by a Bayesian network
can be decomposed into smaller distributions according to the Markov Condition.
Definition 2.2.1. Markov Condition (Neapolitan, 2003)
Suppose we have a joint probability distribution P of the random variables in V
and a DAG G = (V, E). We say that (G, P ) satisfies the Markov Condition if
each variable X is independent of its non-descendants conditional on the set of its
parents.
We note that all Bayesian networks satisfy the Markov Condition. As a result of
the Definition 2.2.1, the joint distribution P (x1 , x2 , ..., xn ) of the random variables
{X1 , X2 , ..., Xn } can be written as the product of the conditional distributions of
all nodes given their parents as follows:
Y
P (x1 , x2 , ..., xn ) =
P (xi | pai )
(2.1)
i

where xi represents the values of the variable Xi and pai the values of the parents
of Xi .
The Markov condition reveals the set of independencies between the nodes
in a graph G. In order to find all the independencies entailed by the Markov
Condition, we need a graphical criterion that can be applied in the graph. This is
the d-separation criterion which is defined as follows (see Fig 2.1 for example):
Definition 2.2.2. (d-separation) (Pearl, 2009)
Two nodes X, Y are said to be d-separated in a path p by a set of nodes W if and
only if
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1. p contains a chain X → Z → Y or X ← Z → Y such that Z is in W
2. p contains a v-structure X → Z ← Y such that Z is not in W and no
descendant of Z is in W.
A set W is said to d-separate X from Y if and only if W blocks every path from
X to Y.
We note that two nodes in G are adjacent if and only if they are not d-separated
by any subset. Two nodes X, Y in the graph are independent given a subset W if
all paths connecting the nodes X, Y are d-separated by the nodes in W.
For a pair (G, P ) that satisfies the Markov Condition we can identify the conditional independencies between the nodes in the graph using the d-separation
criterion. However, the probability distribution P might also include further independent relations between the variables. We say that a graph is faithful to the
distribution P if it entails all of the conditional independences of P (Spirtes et al.,
1993)
Definition 2.2.3. (Faithfulness Assumption)(Neapolitan, 2003)
Let a joint probability distribution P and a DAG G = (V, E). We say that (G, P )
satisfies the faithfulness assumption if, based on the Markov Condition, G
entails all and only conditional independencies in P .
As a result of the faithfulness assumption, every independency identified by the
d-separation criterion holds in the distribution P and every independency in distribution P can be found in the graph using the d-separation criterion. If (G, P )
satisfies the Faithfulness Assumption we say that G and P are faithful to each
other (Neapolitan, 2003).
It is common that different graphs over the same set of variables can entail
the same conditional independencies. In other words, graphs with differences in
their edges can share the same d-separations. These graphs are called Markov
Equivalent graphs.
Definition 2.2.4. (Markov Equivalent Graphs) (Neapolitan, 2003)
Let G1 = (V, E) and G2 = (V, E) be two DAGs that contain the same set of
variables V . Then G1 and G2 are called Markov Equivalent if and only if they
entail the same conditional independencies
As a result of the definition 2.2.4 two Markov Equivalent graphs will have the
same adjacencies and v-structures. We remind that if two nodes are d-separated
by any subset, then they are not adjacent. In addition, for the unshielded triple
X → Z ← Y there is a set not containing Z that d-separates X and Y . If a set
contains Z, then X and Y are not d-separated. Suppose we have two Markov
Equivalent graphs G1 and G2 that share the same adjacencies. If G1 has the
unshielded triple X → Z ← Y , then there exist a set W, not containing Z, that
d-separates X and Y . Then X and Y are d-separated in G2 by the same set, if
and only if, Z is also a collider in the triple X → Z ← Y .

6
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(a)

(b)

(c)

(d)

Figure 2.2: Three Markov Equivalent DAGs (a,b,c). There are no other DAGs
Markov Equivalent to them. The PDAG (d) represents their Markov Equivalence
Class (Neapolitan, 2003).
A Partially Directed Acyclic Graph (PDAG) represents a class of Markov
Equivalent DAGs. The PDAG contains both directed and undirected edges. It
has the same adjacencies with all DAGs in the Markov Equivalent Class, but it has
oriented only the edges common to all equivalent DAGs (Figure 2.2) (Neapolitan,
2003).

2.3

Markov Blanket

In faithful Bayesian networks the Markov Blanket (Mb) of a node X contains the parents, children and spouses (parents of the children) of X. For example,
in Fig. 2.1 the Markov Blanket of node X2 is the set {X1 , X3 , X4 }. An important
property is that X is independent of any other variable conditioning on its Markov
Blanket. In addition, the Markov Blanket reveals the minimum set of variables
required to estimate the probability distribution of the target node. In particular, it maximizes the predictive performance of a learning algorithm under the
following assumptions: The data are drawn from a faithful Bayesian Network, the
learning algorithm is able to approximate the underlying probability distribution,
and the scoring metric for the algorithm’s performance is maximum only with the
true probability distribution (Tsamardinos and Aliferis, 2003) (Tsamardinos et al.,
2003).

2.4

Causal Graphs

In this work we will focus on learning a Bayesian network whose edges entail
causal semantics. We will refer to this structure as a Causal Bayesian network
or a Causal DAG. An edge X → Y in this graph means that there is a causal
relationship between the cause X and the effect Y . We note that the dependence
relations entailed in a Bayesian network does not imply causation. However, by
making a stronger set of assumptions we can connect the statistical observations
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with a causal structure. In particular, a causal DAG satisfies the Causal Markov
Condition (CMC), which states that every variable is independent of its non-effects
given its direct causes. In addition, based on the Causal Faithfulness Condition,
no conditional independence other than those entailed by the CMC holds (Pearl,
2009; Zhang, 2008; Malinsky and Danks, 2018)
The causal knowledge can be quite difficult to obtain. The manipulation of
the variables is the main process for identifying the causal relationships. When we
enforce a variable A to have a particular value, we say that we intervene on the
system. If this variable is a direct cause of B, then the values of B will change
too. In Randomized Control Experiments we intervene in the system in order to
detect such cause and effect pairs. However, in many disciplines these type of
experiments might be expensive or time-consuming. Causal discovery algorithms
aim to identify the causal relationships from non-interventional (observational)
data. Eventually, once the causal graph is identified we are able to study the
effects of interventions in our system (Neapolitan, 2003).

(a)

(b)

Figure 2.3:
Let a DAG (a) and suppose that X3 is latent. There is no
DAG on {X1 , X2 , X4 , X5 } that encodes exactly the same d-separations among
{X1 , X2 , X4 , X5 } as in (a). The MAG (b) can represent the conditional independencies though a generalization of the d-separation criterion (m-separation) (Drton
and Maathuis, 2016)
.
Causal DAGs cannot represent the independence relations between the variables if latent variables exist. We refer to such cases as causal insufficient systems.
Maximal Ancestral Graphs (MAGs) are also graphical independence models, that
can represent the marginal independencies over the observed variables. In figure
2.3 (a) we show a DAG over observed and latent variables. We cannot model only
the observed variables with a DAG, since no DAG encodes the same d-separations
among {X1 , X2 , X4 , X5 } as in figure 2.3(a). MAGs can address this issue. They
contain also bi-directed edges to handle the more complicated dependence structures, through a generalization of the d-separation criterion (m-separation criterion). Each equivalence class of MAGs is represented by a Partial Ancestral Graph
(PAG) (Richardson and Spirtes, 2002; Zhang, 2008; Drton and Maathuis, 2016).
The Markov Blanket of a node X in a MAG consists of the parents, children,
spouses, and district set of X, as well as the district set of the children of X, the
parents of the district set of X, and the parents of the district set of the children

8
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of X. The district set of a node Y is the set of all nodes reachable from Y using
only bi-directed edges (Pellet and Elisseeff, 2008; Yu et al., 2018). In figure 2.3(b)
the Markov Blanket of the node X2 is the set {X1 , X4 , X5 }.

Chapter 3

Causal Discovery
Our goal in causal discovery is to estimate the structure of the causal graph
using observational data. Constraint-based methods focus on the connection
between the graphs and the independence relations, by performing a sequence of
statistical hypothesis tests. They first find the skeleton of the graph and then
apply specific orientations rules to the edges. Score-based learning searches over
a space of possible networks, using a scoring function that measures how well each
network fits the data. Hybrid algorithms learn the adjacencies through hypothesis
testing and then use a scoring function to orient the edges (Malinsky and Danks,
2018).

3.1

Conditional Independence

In order to decide if two variables are (un)conditionally independent we perform a statistical hypothesis test. The null hypothesis assumes that the variables
are independent. For continuous variables with Gaussian distribution the null
hypothesis states that their (partial) correlation is zero. We use the Fisher’s z
transform to decide if we can reject the null hypothesis with significance level α
(Kalisch and Bühlmann, 2005). For discrete variables following multinomial distribution we use the chi square test or the g test (Neapolitan, 2003). In both
cases the significance level a reflects how confident we are for our decision. This
measure constitutes a hyper-parameter in many causal discovery algorithms. Hypothesis tests are applied by constraint-based and hybrid algorithms and they
need restrictive assumptions about the distribution of the data. In this work we
focus on gaussian and multinomial distributions, however new statistical tests are
continually being developed for other types of data (Zhang et al., 2011; Ramsey,
2014).
9
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Scoring Functions

A scoring function takes as input a network, a data set and possibly some
prior knowledge and expresses how well a network structure fits the data. During
structure learning, our goal is to maximize the value of the scoring function. In this
work we focus on two types of scoring functions, the penalized-likelihood criteria
such as BIC and AIC and the Bayesian scoring functions such as BDeu.

Penalized-Likelihood
The likelihood function L is a function of the parameters of a model given
the observed data. It expresses how likely it is for each possible parameter value
to have produced the data and it can be computed using the probability density
function of the data given the parameters (Myung, 2003). In structure learning
we are interested about the likelihood of a network G given the observed data D:
L(G|D) =

n
Y

p(D|G)

(3.1)

i=1

Maximizing the log-likelihood is a widely used method for parameter estimation, called Maximum Likelihood Estimation (MLE). Trying to find a network that
makes the data as probable as possible seems reasonable at first, too. However it
is not a proper scoring function for structure learning, since it is maximized for
fully connected networks (Koller and Friedman, 2009). Instead, more appropriate
scoring functions are the BIC (Schwarz, 1978) and AIC (Akaike, 1973) scores
which penalize the log-likelihood according to the number of the parameters in
the graph.
1
BIC = LL(G|D) − log(N )Dim(G)
(3.2)
2
AIC = LL(G|D) − N Dim(G)

(3.3)

where N is the size of the observational data and Dim(G) is the number of the
parameters of the network G. For Causal Bayesian Networks, the likelihood of the
data can be computed as follows
L(G|D) =

n
Y
i=1

p(D|G) =

Y
ij

P (xij |G) =

Y

P (xij |P a(i))

(3.4)

ij

where xij refers to value of the ith variable and j th sample and P a(i) are the parents
of variable i. The number of parameters, Dim(G), for discrete Bayesian networks is
defined as the sum of the independent parameters of each node, Dim(Xi , P a(Xi )),
(Chickering, 1995),where
Y
Dim(Xi , P a(Xi )) = (ri − 1)
rj
(3.5)
Xj ∈P a(Xi )
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and ri is the number of states of Xi . For Gaussian Bayesian networks the distribution of each node can be viewed as a linear regression, so it has a number of
parameters equal to the number of the parents of the node plus one (the intercept)
(Scutari, 2010) (Neapolitan, 2003).

Bayesian Scoring
The Bayesian scoring functions evaluate the posterior probability of the network given the dataset
p(D|G)p(G)
p(G|D) =
(3.6)
p(D)
where p(D|G) is the probability of the data given the graph, p(G) is the prior
probability of the graph and p(D) is the probability of the data which will be the
same for all graphs and can be ignored. The term p(G) gives us the opportunity
to include our prior belief about the network structure.
In (Heckerman et al., 1995) a closed formula for the computation of the likelihood and prior probability is proposed (based on previous works of (Buntine, 1991)
and (Cooper and Herskovits, 1992)). The authors suggest a number of assumptions
regarding the data and the graph’s parameters (e.g. the data follow a multinomial
distribution and the parameters have a Dirichlet distribution). Bayesian Dirichlet (BD) is a general score that requires the fewest assumptions, however it has
computational limitations. BDe is also proposed which further assumes likelihood
equivalence. Based on this, the data cannot be used to discriminate graphs with
the same conditional independencies. Markov equivalent graphs will have the same
BDe score, which is an important property when we use learning algorithms that
search in the space of equivalent graphs. Eventually, BDeu score introduces the
assumption that all network structures are equally likely, a step that simplifies
further the calculation. For the purpose of this work, we will focus only on the
formula of BDeu score as appeared in (Ramsey et al., 2016; Chickering, 1996)
and applied in our experiments.
BDeu = log

n
Y
i=1

where


Si = (

Si

qi
Y
j=1

0

Γ( Nqi )
Γ(Nij +

ri
Y
Γ(Nijk +

N0
qi ) k=1

N0
ri qi )

0

Γ( rNi qi )

e n−pi −1
e pi
) + (1 −
)
n−1
n−1

(3.7)



and
n: number of nodes
ri : number of configurations of node i
qi : number of all possible configurations of all parents of node i

(3.8)
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Nijk : number of instances in D where variable Xi takes the k th configuration,
and the parents take their j th configuration
Nij : number of instances in D where the parents take their j th configuration
(regardless the configuration of Xi )
N 0 : a hyper-parameter, the equivalent sample size, which expresses the
strength of our prior belief that the conditional distributions of the network
follow a uniform distribution
pi : number of parents of node i in the graph
e : a hyper-parameter, the structure prior, that counts the expected number
of parents in the graph.

The term Si encodes our prior knowledge of the network and corresponds to the
prior probability distribution of G. The two last products in equation 3.7 correspond to the likelihood p(D|G).
A desirable property of a scoring function is to be decomposable, i.e. to be
computed as a sum of individual scores for each node. This property leads to an
efficient computation during the network construction. All scoring functions that
we describe here have this property. (Chickering, 1995) proves that AIC and BIC
give the same score to equivalent structures. Markov equivalent graphs have the
same BDeu score, as well (Heckerman et al., 1995). Comprehensive reviews and
evaluations of the scoring functions can be found in (Carvalho, 2009) and (Liu
et al., 2012)

3.3

Constraint-Based algorithms

Constraint-based algorithms perform a number of hypothesis tests on the data
in order to find the conditional independencies between the variables. We first describe the constraint-based algorithms designed for learning directed acyclic graphs
(DAGs) under the assumption of causal sufficiency.
PC algorithm (Spirtes et al., 1993) The PC algorithm starts with a complete
undirected graph and removes edges based on the independence relations. PC
examines conditioning sets S of increasing size starting from the empty set. Each
set S contains only a subset of the adjacent nodes of the pair under study. This
heuristic limits the number of the statistical tests. If X and Y are independent
given Z we say that Z d-separates X and Y . Once the skeleton is constructed, the
algorithm orients the v-structures. The unshielded triplet X − Z − Y is oriented
as X → Z ← Y , if variable Z does not d-separate X and Y . Finally, PC applies
a set of orientation rules in order to avoid possible cycles or extra v-structures in
the graph.
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CPC algorithm (Ramsey et al., 2006) Conservative PC algorithm (CPC) is
more strict regarding the orientation of the v-structures X − Z − Y . PC algorithm
finds only one subset S that d-separates X and Y and if Z is not included in S,
then Z is marked as collider. On the contrary, CPC determines all subsets Si such
that X and Y are independent given Si . If none of Si contains Z, then it is a
collider, while if every Si has the Z, then it is a non-collider. In both cases, we
label the unshielded triple as unambigious. If some of the Si contain Z but other
don’t, we call the triplet ambigious and we don’t orient it as v-structure.
PC-stable (Colombo and Maathuis, 2014) PC-stable is a variant of the PC algorithm. It is shown that the order in which the variables are given may affect the
output PDAG. The authors suggest that a deletion of an edge should not change
the adjacencies and the conditioning subsets at each step |S| = k. Thus, they
propose to store all the adjacencies at the beginning of each conditioning level and
remove the edges only before the next value of |S|.
CPC-stable (Colombo and Maathuis, 2014) CPC-stable is the combination
of CPC and PC-stable algorithms.
PC algorithm and its variants return a partially directed acyclic graph (PDAG)
that describes a Markov Equivalent Class. These algorithms assume that no unmeasured common causes exist in the system. We now describe constraint-based
algorithms that assume causal insufficiency and learn a partial ancestral graph
(PAG).
FCI (Spirtes et al., 1993) The Fast Causal Inference algorithm is a modification of the PC algorithm. At first, FCI identifies the skeleton of the graph and
the v-structures as in PC algorithm. Based on this skeleton the algorithm examines further independencies conditioning on specific subsets (called possible-d-sep
in (Spirtes et al., 1993)) because of the latent variables. Once the final skeleton
is determined, it reorients all the edges according to the v-structure rule and the
orientation rules proposed by (Zhang, 2008).
RFCI (Colombo et al., 2012) Really Fast Causal Inference algorithm was introduced to decrease the computational cost of FCI by using fewer conditional
independence tests and conditioning on smaller subsets. RFCI is reliable for small
samples but may be less informative.

3.4

Score-Based algorithms

The score-based algorithms use a scoring function in order to evaluate the
graphs at each step of their construction. (Chickering, 1996) proposes a heuristic
search algorithm that searches in the space of Markov equivalent graphs using a
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Bayesian scoring function. It is claimed that searching over PDAGs instead of
DAGs is more efficient saving computational time and avoiding arbitrary decisions. The work introduces a number of operations that can be applied in PDAGs
in order to move over different Markov equivalent graphs. The operations include
insertion, deletion and reversion of the orientation of an edge.
GES (Chickering, 2002) Greedy Equivalence Search is a greedy search algorithm that searches over the space of equivalent graphs starting with the empty
graph. At each step the algorithm applies each of the edge modifications and the
possible PDAGs are evaluated with a scoring function. This function can be either
the BDeu score for discrete variables or the BIC score for continuous variables.
However, it is possible to use other scoring functions too. GES starts with a
forward search by adding edges in the PDAG of each step. The PDAGs obtained
from each possible modification are evaluated and the one with the highest score
will be the PDAG for the next modification step. The forward search ends when no
extra edges can increase the score. In the backward search, we remove edges with
the same procedure until no other deletions can improve the score. GES assumes
causal sufficiency and thus can be applied only in PDAGs. In practice, we can use
the FGES algorithm (Ramsey et al., 2016) which is an optimized version of the
GES algorithm.

3.5

Hybrid Algorithms

Hybrid algorithms combine the constraint-based approaches with the scoring
techniques. They apply statistical tests of conditional independence and a searchand-score procedure.
MMHC (Tsamardinos et al., 2006) Max-Min Hill-Climbing learns the skeleton
of the graph using a local discovery algorithm, called Max-Min Parents and Children (MMPC). MMPC identifies the set of parents and children for every target
variable T as follows. In the forward phase, the algorithm gradually constructs
the CP C set. Its goal is to include in CP C only the parents and children of
the target T . At each step, it searches for the variable that is most probable to
be dependent with T , despite the efforts of the algorithm to make the variables
independent. This heuristic is called Max-Min Heuristic and it is based on the
strength of association between two variables, when we condition on a subset of
the parents and children of the target T . The lower the association, the more
probable two variables to be independent. In addition, variables that have zero
association with T are discarded from the procedure. At the end of the forward
phase, MMPC removes false positive nodes from the CP C, by checking again
their independence relations with T , conditioning on subsets of CP C. MMHC
algorithm applies MMPC on every node, identifying the adjacencies between the
variables. It then performs a greedy hill-climbing search in the space of DAGs.
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In particular, it works as the score-based algorithms, scoring the DAGs after each
edge modification (addition, deletion, reversal). Contrary to GES, MMHC adds
only the edges that has already identified with MMPC and returns a DAG instead
of a PDAG.

M3HC (Tsirlis et al., 2018) MAG Max-Min Hill-Climbing is an extension of
MMHC algorithm which searches for a Maximal Ancestral Graph. As in MMHC,
it first applies MMPC to find the skeleton of the graph. In case of causally insufficient systems, MMPC returns a superset of the parents and children, including
also the variables that have a latent common cause with the target, or are connected to the target with an inducing path. M3HC then performs a greedy search
starting with an empty graph and searching in the space of MAGs. Again, as in
MMHC, an edge can be added only if it is identified by MMPC. M3HC uses BIC
as scoring function. Finally, it returns the MAG with the lowest score.

GFCI (Ogarrio et al., 2016) Greedy Fast Causal Inference combines the FGES
and FCI algorithms to estimate a PAG. It first applies the FGES algorithm to find
an initial set of non-adjacencies and orientations. Then, FCI removes further edges
based on statistical tests of conditional independence and applies a set of orientation rules. GFCI exploits the search-and-score procedure in order to improve the
accuracy and efficiency of the FCI algorithm.

Constraint-Based

Causal
Sufficiency

PC
PC-stable
CPC
CPC-stable

Causal
Insufficiency

FCI
RFCI

Score-Based

Hybrid

FGES

MMHC

M3HC
GFCI

Table 3.1: The most common Causal Discovery algorithms. There are three different types (constraint-based, score-based and hybrid). Each algorithm assumes
either that only observed variables exist (Causal Sufficiency) or that there are both
observed and latent variables in the system (Causal Insufficiency).
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Graphs Evaluation

The evaluation of the above causal discovery algorithms mainly focuses on the
comparison of the estimated graphs with the ground truth graph. We evaluate the
learned graphs using the following metrics.
SHD (Tsamardinos et al., 2006) The Structural Hamming Distance (SHD)
counts the number of the steps needed to reach the ground truth PDAG from the
estimated PDAG. These modifications include edge removal, addition and changes
in orientation. If a causal discovery algorithm returns a DAG, then it is converted
to the corresponding PDAG according to (Chickering, 1995). SHD can also be
applied in PAGs, taking into consideration the modifications on a bi-directed edge
(Triantafillou and Tsamardinos, 2016).
SID (Peters and Bühlmann, 2015) Structural Intervention Distance compares
the true graph with the estimated graph, focusing on the intervention distribution
of each pair of variables. The intervention distribution of a node Y given an intervention on a node X expresses the effect of this intervention on the distribution
of Y . We can compute the intervention distribution if we know the parent of the
node X. A correctly estimated graph is expected to have the same interventional
distributions with the true graph for each pair of nodes. SID counts the number
of pairs, for which the intervention distribution is falsely estimated on the learned
graph. SID may compare two DAGs or the true DAG with a PDAG. In the later
case, it converts the PDAG to each of the possible DAGs and computes the SID
values, reporting the upper and lower limits, SIDu and SIDl.
Adjacency Precision and Recall Precision (AP) and recall (AR) reveal
information regarding the graph’s skeleton. They measure the number of correct
edges (regardless orientation) divided with their total number in the estimated
and the ground truth graph respectively (Raghu et al., 2018).
The aforementioned metrics do not always agree regarding the causal performance of the estimated graphs. For example, in Figure 3.1, SIDu is minimized
for the estimated graph in panel (c), given the true DAG (a). On the contrary,
SHD and SIDl metrics are minimized by the estimated graph in panel (d). As a
result, each metric may indicate a different causal discovery algorithm as the most
suitable for a specific dataset.
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(a)

(b)

(c)

(d)

Figure 3.1: The true DAG (a), true PDAG (b) and two estimated PDAGs, H1
(c) and H2 (d). The causal metrics for the estimated graphs are the following:
SHD(H1 ) = 2, SHD(H2 ) = 1, SIDu(H1 ) = 3, SIDu(H2 ) = 5, SIDl(H1 ) = 3,
SIDl(H2 ) = 2. The causal metrics do not agree on which is the best estimated
graph, SIDu metric is minimized by the H1 , while the other two metrics are
minimized by the H2 .
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Chapter 4

Supervised Learning
In supervised learning we aim to predict the value of an outcome based on a
number of input variables. We call the outcome a dependent variable. The input
variables are also called independent variables or predictors. We build a predictive
model using a set of training data over the independent variables. If the output is
quantitative, the prediction task is called regression, while for qualitative outputs
is called classification. Qualitative variables are also called categorical or discrete
(Hastie et al., 2009). In this chapter we briefly describe two common methods for
regression and classification, that are used in our study.

4.1

Regression

In multiple linear regression we fit a model between the dependent variable Y
and the independent variables X. We predict the values Ŷ based on the following
form:
Ŷ = X β̂

(4.1)

where Ŷ is a vector of n samples, X is a matrix of n samples and p predictors,
including a constant predictor and β̂ is a vector of p parameters. To estimate the
vector β̂, one needs to minimize an objective function called the sum of squared
residuals (RSS), which is the difference between the observed and the fitted values.
RSS(β) = (Y − Xβ)2

(4.2)

The minimum value of RSS can be found by differentiating with respect to β and
setting the result to zero. Eventually, the vector of parameters that minimize RSS
is
β̂ = (X T X)−1 X T Y
(4.3)
The above method is called Least Squares Estimation (LSE) (Chatterjee and Hadi,
1986) , (Hastie et al., 2009). We note that LSE is not restricted in linear models
19
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and can be also applied in non-linear problems using heuristic algorithms.
We now assume that the observed data are drawn from the following statistical
model:
Y = f (X) + 
(4.4)
where  is a random error independent of X, with zero mean and unknown variance
σ 2 and f (X) is a function for predicting Y given values of X. In (Hastie et al.,
2009) it is shown that P (Y |X) ∼ N (f (X), σ 2 ). It is proved also that if the samples
are independent and identically distributed, maximizing the log-likelihood of the
function’s parameters, minimizes the sum of squared errors between the observed
and predicted values. In particular, if we have to specify the parameters β of the
function f (x), then
N
Y

N
Y

2

(xi −fβ (xi ))
1
2σ 2
√ e−
L(β|Y ) = p(Y |X) =
p(Yi |Xi ) =
σ
2π
i=1
i=1

(4.5)

so the log-likelihood will be
N
X

2

(xi −fβ (xi ))
1
2σ 2
LL(β|Y ) =
log √ e−
σ
2π
i=1

N
N
1 X
= − log(2π) − N log(σ) − 2
(xi − fβ (xi ))2
2
2σ

(4.6)

i=1

and the only term that depends on β equals to the RSS(β).
In this work we exploit both methods in continuous data for which the above
assumptions hold. We remind that BIC and AIC penalize the log-likelihood of a
Bayesian network with the number of its parameters and they are used in causal
discovery as scoring functions . In the following chapters, we will study LSE, BIC
and AIC in selecting the optimal causal discovery algorithm and we will discuss
their behavior.

4.2

Classification

In decision tree learning we aim to fit a predictive model for a discrete outcome
Y , that is represented by a decision tree. The classification tree is a binary tree,
in which every node represent a predictor variable Xi and the edges to its children
represent its possible values. The predictors can be either categorical or numerical.
In this work we focus only on categorical variables (Mitchell, 1997).
During the construction of the classification tree one needs to decide the predictor and the split-point of each node starting from the root. The fundamental
idea is to split the data such that each descendant node contains ”purer” instances
than those in the parent’s data set. The impurity function measures how well a
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predictor separates the training examples according to the outcome variable Y . It
is minimum when each of the two descendants contain instances with only one class
of Y and it is maximum when they include same number of samples of possible
classes (Breiman et al., 1983).
In this work we measure impurity with the Gini Criterion. At first, we count
the proportion of observations where the outcome Y has the class k, given a current
node m containing a subset of data Rm with Nm number of instances.
pmk =

1 X
I(yi = k)
Nm

(4.7)

yi ∈Rm

The Gini Criterion (G) measures the impurity of node m as follows:
Gm =

K
X

pmk (1 − pmk )

(4.8)

k=1

At each step, we measure the impurity of a parent node m and its two children
mL and mR, weighted by the number NmL and NmR of the observations. The
sum
NmR
NmL
GmL +
GmR
(4.9)
Gc =
Nm
Nm
measures how well the current split c separates the observations. We select the
predictor Xc∗ with the split-point c∗ such that
G(c∗ ) < G(m) and G(c∗ ) = argminG(c)
c∈C

If we cannot further split a node, then this node will be a leaf in the tree. (Hastie
et al., 2009)
An instance is classified using a classification tree as follows. We start at the
root of the tree and we check the value of the node’s predictor. We follow the
corresponding edge, moving down to the next node. We repeat the procedure
until we reach a leaf node l. We predict the class k that has the maximum plk .
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Chapter 5

Tuning Causal Discovery
One of the challenges in causal discovery is to select the appropriate algorithm
and customize its hyper-parameters. If we assume causal sufficiency there is a variety of causal discovery algorithms to choose, constrained-based, score-based and
hybrid. The users should be aware of the algorithms characteristics and the role of
each hyper-parmater, in order to decide a suitable combination for their problem.
For example, BDeu score in GES requires prior knowledge of the structure of the
network. In addition, a researcher might decide to include more edges in the graph
in order to avoid missing any dependency between the variables. In this case one
should set a large p-value in a constraint-based algorithm. However, in most of the
cases we do not have any prior information about the problem. Moreover, since
the ground truth graph is unknown we cannot evaluate our decisions and results.
In this work we propose a data driven approach for selecting the causal discovery algorithm together with its hyper-parameters values. We see the algorithm
as an extra hyper-parameter and we solve a single hyper-parameter optimization problem. This task is called CASH problem, Combined Algorithm Selection
and Hyper-parameter Optimization (Thornton et al., 2012). More specifically, our
search space A consist of all possible combinations of each algorithm together with
all possible values of their hyper-parameters. We will call each instance α ∈ A a
configuration, a term that was introduced in (Tsamardinos et al., 2017).
In a model selection problem we aim to choose the configuration α∗ ∈ A that
leads to a high-performing predictive model. In supervised problems we evaluate
the performance as follows. First, we split the data set into K disjoint training and
test sets Dktrain and Dktest . Each configuration α ∈ A (learning algorithm with its
hyper-parameters) is applied to the training data set Dktrain in order to produce
a model Ma . The predictive performance of each model is estimated using the
test set Dktest . Then we compute the average performance over all K sets (folds)
and we determine the configuration a∗ that has the maximum score. Finally, we
apply the configuration a∗ to the complete data set in order to obtain the final
model M ∗ . The above process is called K-fold Cross Validation and it is one of
the most common out-of-sample performance-estimation methods (Tsamardinos
23
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et al., 2017).
Based on (Tsamardinos et al., 2017) from now on we will use the term tuning
instead of model selection. Model selection is a common term in statistics where
the models are trained and evaluated using all data and the best model is selected.
On the contrary, in tuning we do not use any of the trained models Ma . We
identify the best configuration a∗ during CV and we train a new model M ∗ based
on the entire data set.

5.1

Out-of-sample Causal Tuning

Tuning causal discovery based on the above procedure is not straightforward.
Our problem is unsupervised, i.e. we cannot evaluate the models Ma in the test set
since we do not know the ground truth graph. In common unsupervised problems
such as principal components and cluster analysis, we have no measurements of
the outcome and we usually search how the data are organized or clustered (Hastie
et al., 2009)
We suggest to transform our task into a supervised learning problem. The idea
is to treat the causal model as set of predictive models. We recall that each causal
graph indicates a Markov Blanket set for each of its nodes. The Markov Blanket
includes the node’s parents, children and spouses. We propose to evaluate a causal
graph learnt with a configuration a, Ga , by measuring the predictive performance
of each node X using as predictors its Markov Blanket set M ba (X).
It is shown (Tsamardinos and Aliferis, 2003) (Tsamardinos et al., 2003) that the
Markov Blanket set is the minimum set of variables, that maximizes the predictive
performance of a learning algorithm under certain conditions. In particular, we
assume that the data are drawn from a faithful Bayesian Network, the learning
algorithm is able to approximate the underlying probability distribution of each
node given its Markov Blanket, and the predictive performance metric is maximum
only with the true probability distribution. As a result, we expect that a causal
graph with the correct Markov Blanket sets will exhibit the optimal average (over
all nodes) out-of-sample prediction power.
We now propose the Out-of-sample Causal Tuning, (OCT) a method that
selects the best causal configuration based on the predictive performance of the
estimated causal graphs. In accordance with the k-fold Cross Validation, we apply
every causal configuration a ∈ A to each of the Dktrain sets and we estimate the
graphs Gtrain
ka . We then fit a predictive model for each of the variables X using as
predictors their Markov Blanket set M bak (X). The performance of each model is
∗
evaluated on the corresponding test set Gtest
k . We select the configuration a that
has the maximum averaged performance (computed over all nodes and folds). The
pseudo-code of OCT is presented in Algorithm 1.
For now, we apply the OCT method either on continuous or discrete data
separately. We construct the predictive models of the continuous variables using
multivariate linear regression and we evaluate their performance based on the
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Algorithm 1 Out-of-Sample Causal Tuning
Input: Dataset D over nodes V, Configurations A, Folds K
Output: Configuration a∗
1: for a ∈ A do
2:
for k = 1 to K do
3:
Ga,k ← causalAlga (Dktrain )
4:
for X ∈ V do
5:
MB a,k,X ← Markov Blanket of X in Ga,k
6:
Ma,k,X ← fitModel (X, MB a,k,X , Dktrain )
7:
Pa,k,X ← evaluatePerf (Ma,k,X , Dktest )
8:
end for
9:
Pa,k ← Pa,k,X over V
10:
end for
11:
Pa ← Pa,k over k.
12: end for
13: a∗ ← argmaxPa
a∈A

residuals sum of squares (RSS). In particular, we pool the squared residuals from
all folds and we compute the performance of the configuration a as the square
root of the sum of the squared residuals over all nodes and samples. Since we sum
the residuals over the nodes, we standardize our data before fitting the predictive
models. For discrete variables, we train a classification tree for each node using
its Markov Blanket. The predicted values of each node are pooled over all folds,
as well. We measure the performance of each tree based on the accuracy of the
pooled predictions and we average over all nodes.
A causal graph with the correct Markov Blanket sets is expected to have the
maximum predictive performance. If some variables are missing from these sets,
the corresponding models will lack informational predictors and thus they will exhibit lower predictive score. However, this is not the case when extra variables
are added. In general, as the number of predictors increase, the model tends to
overfitt over the training data. The out-of-sample prediction methods measure the
generalization performance of the model, i.e how well it predicts independent test
data. Since the prediction capability of complex models in new data is low, they
are not expected to be selected with the cross-validation procedure. We propose
an extra step towards this direction. We first compare the predictive performance
of each configuration with the best scoring value. In case of statistically indistinguishable pairs, we suggest to select the configuration that leads to the sparsest
graph. For continuous variables we compare the sum of squared residuals over the
nodes with a paired t-test, while for discrete data we compare the accuracy values.
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Related Work

In the work of (Maathuis et al., 2009) the authors propose two methods for tuning the significance level of the PC-algorithm. The first one refers to the Bayesian
Information Criterion (BIC). The idea is to select the hyper-parameter that leads
to a graph with the highest BIC score. In particular, they suggest to compute the
score for a DAG retrieved from the Markov Equivalent Class of each estimated
PDAG. We remind that the BIC score penalizes the log-likelihood of the graph
given the data with the number of independent parameters of the structure (equation 3.2). Alternatively, one could use the AIC (eq. 3.3), which has been shown to
be asymptotically equivalent to leave-one-out cross validation (Stone, 1977). Several causal discovery algorithms such as GES and MMHC use BIC internally to
score the causal model at each step. However, the computation of BIC and AIC
is not always feasible. For example, they cannot be computed for Maximal Ancestral Graphs with discrete data. In this work, both BIC and AIC are included
and evaluated as tuning methods, whenever this is possible.
In addition, a tuning method based on stability selection is proposed. Stability
selection was first introduced by (Meinshausen and Bühlmann, 2010) as a general
technique for structure learning, including network estimation and variable selection. It was initially proposed to select a set of components that correspond to
the most stable structure. These components depend on the problem’ s characteristics (e.g. they could represent the variables in a feature selection problem or
the non-adjacencies in a graphical learning problem). The basic idea is to keep
only those components that appear most frequently when the learning algorithm
is applied several times in random sub-samples of the data. Since most of the
learning algorithms require at least one hyper-parameter, the idea is to keep the
most stable components across various hyper-parameter values.
Liu et al. (Liu et al., 2010) introduced a stability-based algorithm for learning
undirected graphs in high-dimensional problems. In particular, they propose the
StARS algorithm for selecting the regularization parameter λ of the graphical
Lasso (Friedman et al., 2008). Their goal is to choose the regularization value
that leads to a stable graph across the subsamples. For this task, they suggest
to measure the instability of the edges over perturbations of the input data. Let
Λ = 1/λ so that small values of Λ correspond to a more sparse graph. The
Λ
instability ξXY
for each edge (X, Y ) is measured based on its frequency across
the subsamples. It is maximized when the edge appears in half of the estimated
networks and it is minimized when the edge is always present or absent. The
network instability NΛ is the average instability over all edges. NΛ is minimized
for both empty and full networks. In Figure 5.1 (a) we show an example of the
instability metric over increasing Λ. Selecting the hyper-parameter that minimizes
the instability will consistently lead to the empty or the full graph. The authors
suggest to choose the parameter that creates a network with instability value
below a threshold (0.05). As it is shown in fig.5.1(a), two subsets of Λ are below
the threshold. The authors are interested to sparse graphs, so they monotonize
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the instability values as in figure 5.1(b) to discard Λ values that lead to very dense
graphs. Finally, they select the Λ that leads to the densest graph with an accepted
value of instability (below a threshold).
It is not straightforward to apply StARS algorithm to tuning causal discovery.
A first reason is that StARS selects a hyper-parameter, whose values are related to
the density of the estimated graphs. In our study, we do not know beforehand the
density of each configuration. To address this problem, we compute the average
density of the estimated graphs across the subsamples and we rank the network
instability values by increasing density. In addition, we ignore the orientation of
the edges and we measure instability with respect to edge presence, as initially
introduced. Measuring instability with respect to causal directionality can be
further explored in future work.

(a)

(b)

Figure 5.1: Tuning based on network instability. The x axes correspond to the
Λ hyper-parameter values of the graphical Lasso. Large values of Λ create denser
graphs. In the right panel, we monotonize the instability values and we choose the
Λ∗ that leads to the densest graph with an accepted value of instability (red line).
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Chapter 6

Experiments
We are interested to evaluate the proposed method, Out-sample Causal Tuning,
OCT, in several experimental settings. In parallel, we investigate the necessity of a
tuning method in causal discovery and the performance of other related approaches
such as BIC, AIC and StARS. In particular, our contributions are the following:
1. We evaluate the performance of various causal discovery configurations in
different network characteristics. Our aim is to answer if there exists an
universal optimal choice, suitable for all settings.
2. We comparatively evaluate OCT and OCTs against BIC, AIC and StARS
on continuous and discrete data sets of varying density, sample and network
sizes, assuming that no hidden common causes exist in our systems.
3. We evaluate the tuning methods in the presence of the complete, empty and
ground truth graphs.
4. We extend our research on Maximal Ancestral Graphs, evaluating OCT in
continuous and discrete data sets.

6.1

Experimental Setup

Graphs and Data simulation
We perform all experiments on synthetic data with continuous or discrete variables. In real-data sets the underlying graph is often unknown and we cannot
evaluate the estimated graphs. The ground truth DAGs are simulated randomly
in different network sizes and densities. We create networks with 20, 50 and 100
nodes varying the averaged number of parents per node (2,4 and 6). In cases that
we assume causal insufficiency, we set 30 percent of the nodes of each DAG as
latent and we convert it to a MAG. The latent variables are also excluded from
the data set.
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We simulate each data set from an underlying DAG using random parametrizations, as follows: For discrete data, the number of categories range from 2 to 5 and
the conditional probability tables are sampled randomly from a Dirichlet distribution with a = 0.5. For continuous data, we simulate linear Gaussian structural
equation models with absolute coefficients ranging between 0.1 and 0.9. The default sample size of each data set is 1000. For each experimental setting we have
20 pairs of DAGs (or MAGs) and their corresponding data sets.

Algorithms and Packages
We include a variety of causal discovery algorithms and hyperparameters as
configurations. We use Tetrad implementations of PC, PC-stable, CPC, CPCstable, FGES, FCI, RFCI and GFCI (http://www.phil.cmu.edu/tetrad). We use
MMHC from the recent version of Causal Explorer (Aliferis et al., 2003) and the
bnlearn package (Scutari, 2010) for discrete and continuous data respectively. The
M3HC is implemented by (Tsirlis et al., 2018).
For constraint based algorithms (PC, PC-stable, CPC, CPC-stable, FCI, and
RFCI), we vary the level of significance for the conditional independence test
(0.001, 0.005, 0.01, 0.05 and 0.1) and the maximum conditioning set (4 and unlimited). For FGES we examine the penalty discount (1, 2, 4) for continuous data
and the BDeu sample and structure priors (1, 2, 4) for discrete data. For MMHC
we change only the level of significance as above. GFCI and M3HC are applied
only on continuous data varying the significance level and the penalty discount as
above. Overall, we have 48 algorithm and hyper-parameter combinations (configurations) for continuous and 54 for discrete data sets. For the experiments with
MAGs we have, 30 combinations for continuous and 20 for discrete data sets.
We have implemented StARS algorithm according to the code provided by
huge package (Zhao et al., 2012) and the necessary modifications that we proposed
in chapter 5. We set the threshold value to be 0.05, as in (Liu et al., 2010; Raghu
et al., 2018). We used bnlearn package (Scutari, 2010) to compute BIC and AIC
for DAGs and the implementation of (Tsirlis et al., 2018) to compute BIC for
MAGs.

6.2

Tuning Causal Discovery is Desirable

Our first research question is whether a universal optimal configuration exists,
suitable for all network settings and dataset characteristics, or tuning is necessary.
To answer this question, we run the configurations on 20 data sets of sparse and
dense underlying DAGs. We compare the output of each configuration to the
ground-truth PDAG. We call Metric-best oracle configuration the configuration
resulting in the PDAG that achieves the best value for the specific metric. Thus,
SHD-, SIDu-, and SIDl - best oracle configurations are the configurations that
achieve the minimum SHD, SIDu and SIDl, respectively, while AP- and AR- best
oracle configurations are configurations that achieve the maximum adjacency.
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Figure 6.1: No configuration outperforms all others in all settings. Results are
computed on 20 randomly generated data sets and corresponding networks with 20
continuous variables, 1 and 4 number of parents per node and 1000 samples. Each
bar represents the M etric-best oracle configuration that appears most often in the
20 networks. The color of each bar corresponds to the causal discovery algorithm,
while the text above refers to one of the hyper-parameter values (significance level
or penalty discount).
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Figure 6.1 shows the Metric-best oracle configuration that appears most often
over the 20 data sets. The x axis groups the results for each metric, while the y
axis shows the frequency of each best configuration. The simulation settings had
20 continuous nodes and 1000 samples. We examine sparse and dense networks
with 1 and 4 average number of parents per node, respectively. For clarity of
presentation, we show only the top Metric-best oracle configuration. The color
of each bar represents the causal discovery algorithm and the text above the bar
corresponds to the value of one of the corresponding hyper-parameters.
Figure 6.1 illustrates that there is no single configuration that dominates for
all scenarios. First, each metric is minimized (or maximized) by different configurations. For example, CPC and CPC-stable algorithms can minimize the SHD and
SIDl metrics respectively, however different hyper-parameters are most suitable for
each density. Different configurations also appear for SIDu, AP and AR metrics.
We note also, that the most often best configurations are not appropriate for all
networks. The top choice for SHD can minimize only 4 networks in dense graphs
while for the rest networks other configurations are considered suitable (data not
shown). In addition, it is clear that no configuration optimizes all metrics at once.
For example, while CPC algorithm is a top scoring algorithm for SHD and SIDu in
sparse networks, it does not achieve the optimum in any other metric for the same
density. Overall, we conclude that the optimum choice depends on the underlying
density, it is different between the metrics and it may vary across different data sets
and underlying DAGs (even of the same density). Our results show that tuning
the choice of algorithm and hyper-parameters for each specific problem instance,
can potentially improve the quality of causal discoveries.

6.3

Comparative Evaluation in DAGs

We now compare the performance of OCT, OCTs, BIC, AIC and StARS.
Each tuning method indicates an optimal configuration for each data set. We
estimate the networks based on these choices, using the complete data set, and we
compare them with the ground truth PDAG. We estimate the performance with
the metrics, SHD and SIDu. We also include the performance of the random
selection of a configuration with uniform probability (Random).
We compute the difference of the performance between the network estimated
with a selected configuration, and the network obtained with the Metric-best
oracle configuration. We average the results over the 20 data sets and we obtain
a mean distance value, for each metric and tuning method. We will refer to this
values as δSHD and δSIDu.
We present our results as follows. Each figure refers to a specific metric and the
y-axes correspond to one of the values δSHD and δSIDu. An optimal selection of
configuration corresponds to 0 difference; lower is better for all plots and metrics.
In the x-axes we show the different experimental settings (e.g. increasing density
or sample size). Grey area depicts the range from best to worst performance.
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(a)

(b)

(c)

(d)

Figure 6.2: Comparison of the tuning methods over increasing number of parents
per node, on continuous and discrete data sets with 50 variables and 1000 samples.
Each point corresponds to the difference of performance achieved by each method
compared to the oracle selection (zero is optimal, lower is better). OCT performs
on par or better than other methods in many settings.
Figure 6.2 shows the comparative evaluation of the tuning methods on continuous and discrete data sets of 50 variables and different number of parents per
node (2,4 and 6). OCT and OCTs perform similar to BIC and AIC in most
of the cases. The above methods cannot minimize the SHD metric and perform
worse than the random selection as the density increases on continuous networks
(Fig.6.2 a, c). On the contrary, they can minimize the SIDu metric regardless the
density. In general, OCT selects configurations that lead to denser graphs and
have fewer false negative edges. The false positives and false negatives edges are
penalized equally by the SHD but this is not the case for the SIDu.
In discrete data sets OCT performs similar to AIC and minimize both SHD
and SIDu metrics. However, OCTs performs worse than any other tuning method.
We remind that we evaluate the predictive performance based on the accuracy of
predictions. OCTs selects the configuration that leads to the sparsest graph and
has statistically indistinguishable performance with the maximum value. However,
in most of the cases the accuracies are identical and the sparsest graph is chosen
arbitrarily. In the future, we aim to explore additional metrics to evaluate the
predictive performance on discrete data.
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Figure 6.3 compares the methods over network size and sample size, w.r.t the
SHD and SIDu for continuous data with 50 variables and 2 parents per node. The
behavior of the tuning methods do not change, OCT, OCTs, BIC, and AIC
perform similarly, and minimize the SIDu metric. Notice that δ SHD increases
with increasing sample size but this is the difference in SHDs between the selected
and the optimal configuration. The actual mean SHD is lower for larger sample
sizes, as expected.
Our results show that OCT and OCTs have similar behavior in continuous
variables and the performance of OCT is better for discrete data. In addition,
they perform equally well with BIC and AIC approaches. In addition, both OCT
and OCTs select configurations that lead to many false positive edges. This is
not a disadvantage according to the SIDu metric, however they cannot minimize
the SHD metric. StARS consistently underperforms. While the method is able
to tune the lambda parameter of graphical Lasso, its success does not seem to
transfer to tuning causal configurations, at least in its current implementation.

(a)

(b)

(c)

(d)

Figure 6.3: Comparison of the methods over increasing network (left) and sample
sizes (right), on continuous data sets with 2 parents per variable. All methods
besides StARS perform similarly.
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Tuning with special cases

In this experiment, we assume that we have 3 extra configurations that produce
a complete graph, an empty graph and the ground truth graph. Our goal is to
examine if the tuning methods select the configuration that leads to the truth
graph and how the presence of the full and empty graph affects the selection
procedure. Our results show that on continuous variables all methods, except for
StARS, select the optimal configuration (i.e. the true graph). However, for dense
discrete graphs none of the methods select consistently the optimal configuration,
possible due to the fact that we have limited number of samples. In addition we
note that when the truth graph is missing, the tuning methods may select the
complete graph. This is because, typical estimated graphs with both false positive
and false negative edges have lower predictive performance compared to a graph
with only false positives edges. In the future we aim to study the behavior of the
tuning methods under these cases.

(a)

(b)

Figure 6.4: Evaluation of the tuning methods in the presence of the complete,
empty and ground truth graph. All methods except for StARS select the optimal
configuration on continuous data. On discrete data, the tuning methods cannot
select the true graph as the density increases.

6.5

Comparative Evaluation in MAGs

We evaluate our tuning method in Maximal Ancestral Graphs over both continuous and discrete data sets. We note that the BIC score can be computed only
for continuous variables if we assume that latent common causes exist. In contrast,
BIC and AIC are not applicable in discrete data with hidden common causes. As
a result, OCT and StARS are currently the only tuning methods for this case.
In our experiments we evaluate OCT and OCTs against BIC and StARS for
continuous variables, and only against StARS for discrete data.
The results (Fig 6.5) show that both OCT and OCTs behave reasonably. As
the density increases in continuous networks, OCT and OCTs perform better
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than BIC. For discrete data our proposed method performs slightly better than
StARS. We note that on discrete data the number of algorithmic configurations
is smaller, and all algorithms are of the same type (constraint-based). One of the
main advantages of the proposed method is that it can applied in cases where AIC
and BIC cannot be computed, such as discrete data with latent common causes.

(a)

(b)

Figure 6.5: Comparison of the methods over increasing number of parents on
continuous and discrete data with 35 observed and 15 latent variables. OCT and
OCTs perform better than BIC on dense continuous networks, while all methods
perform similarly on discrete data.

Chapter 7

Discussion
In this work we proposed a method for tuning the causal discovery algorithms based on the averaged out-of-sample predictive performance of the estimated graphs. We compared our method with three other approaches, based on
the in-sample fitting and stability of the learnt structure. Our results show that
OCT and OCTs perform par or better than the other tuning methods. In this
work we mainly focus on simulated data where BIC and AIC can also be computed (e.g. data that follow Gaussian or Multinomial distributions). We provide
a variety of experimental results and we demonstrate that OCT and OCTs have
similar behaviour with BIC and AIC tuning approaches in most of the cases.
One of the advantages of the OCT is that it is generalizable to multiple cases,
where BIC or AIC cannot be computed, such as discrete data with latent common causes, data with non-linear relationships or mixed data. In this work we
provide experimental results for the first case and show that OCT performs reasonably well. In addition, in contrast to BIC and AIC, OCT does not require
any assumption about the data distribution and it can fit non-parametric learning
algorithms such as a Decision Tree.
OCT assumes that the learning algorithm is able to learn the distribution of
each node given its Markov Blanket. If the algorithm cannot approximate the true
distribution, the method will collapse. In addition, OCT assumes that a proper
scoring metric is used for the predictive performance. In our experiments we fit
linear regression models and decision trees for continuous and discrete data respectively. We evaluate the performance by computing either the sum of squared
residuals or the accuracy of predictions. However, based on our results on discrete
data, accuracy might not be the appropriate scoring metric. In the future, we aim
to explore other metrics such as the multi-class AUCs (Tang et al., 2011). Moreover, OCT has higher computational cost compared to BIC and AIC, however
its computational cost is not prohibitive especially for networks of modest size (20
to 100 nodes).
Overall, we proposed a method for tuning the causal discovery algorithms based
on the predictive performance of the estimated graphs and we compared it with
37
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other existing approaches in the field. Our results indicate that OCT behaves
reasonably well. In the future we aim to improve the current methodology and
evaluate its performance on data with non-linear relationships or mixed data types.
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Marloes H. Maathuis, Markus Kalisch, and Peter Bühlmann. Estimating highdimensional intervention effects from observational data. 2009.
Daniel Malinsky and David Danks. Causal discovery algorithms: A practical guide.
Philosophy Compass, 13, 2018.
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